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Abstract

In this paper, a novel method for beginning of utterance
detection is proposed for low complexity ASR systems.
Assuming MFCC calculations in the ASR front-end, the
additional computational load due to the algorithm is
negligible. The algorithm makes use of the delay between the
MFCC calculation and decoding process, which is typical in
front-ends with feature normalization. The main steps of the
algorithm involve LDA projection of MFCC features, mean
calculation over the projected features, simple implicit SNR
estimation and weighting of the decision statistics according to
the estimate. Our experimental results show that high
performance is obtained down to fairly low SNR conditions as
the beginning of utterance detection starts to fail in a safe way
at about 5 dB SNR. These properties make the algorithm an
attractive choice for low complexity ASR engines.

1. Introduction

Decoding is the most complex and power-consuming task in
embedded Automatic Speech Recognition (ASR) systems. It
is clear that with the help of Beginning of Utterance (BOU)
and End of Utterance (EOU) detection, part of the expensive
decoding can be avoided. These savings have especially high
importance for low complexity ASR engines.

During the years, many algorithms have been developed
for separating the speech and non-speech portion in speech
signals.  Energy-based techniques [1] have been
conventionally used and are often further improved with Zero
Crossing Rate (ZCR) techniques [2]. To improve the
performance in noise, energy is often used also with pitch or
entropy parameters [3]. Multiple features for BOU detection
can be combined with various techniques. For example Linear
Discriminant Analysis (LDA) has been applied on MFCC
features in [4]. In this paper we propose an improvement
over the conventional LDA-based techniques.

Many other approaches are available; some of them
discussed in connection with speech non-speech detection
and Voice Activity Detection (VAD) techniques [5]. For low
complexity ASR systems, however, many of those algorithms
are too complex, and may not be easily converted to BOU
detection. It may also be difficult to make them efficiently
utilize the underlying engine design.

The proposed algorithm makes use of the delay in the
decoding process. Typically, feature vector normalization [6]
and calculation of dynamic MFCC parameters are such
factors that introduce delay to the system. In general,
processing delay is something we would like to avoid. It
nevertheless makes it possible to collect statistics from a
longer period of time.

This paper is organized as follows. In Section 2 the
technical description of the algorithm is given. Experimental
results are presented in Section 3 and conclusions are drawn
in Section 4.

2. Technical description

The first part of this section concentrates on improved
statistics for BOU detection. Then the effect of noise is
studied and a technique for noise compensation in decision-
making is proposed. The decision logic and the algorithm
steps are summarized at the end of the section.

Theoretically, the MFCC features contain more information
about the speech signal than a single energy component. In
our approach the LDA transformation is used on MFCC
features to combine the information in all the feature vector
components into one single value. Of course, the advantage
over the pure energy-based approach is best seen in low SNR
conditions.

However, BOU detection based solely on instantaneous
LDA projection of static MFCC features does not provide
satisfactory separation between speech and non-speech
segments. This is due to the overlap between the speech and
noise classes and the lack of temporal context. These things
make it difficult to set a reliable decision threshold that would
work sufficiently well even in clean speech conditions. The
difficulties caused by noise are discussed later in this section.
The speech and non-speech distributions for the LDA-
projected MFCC features calculated from the clean speech
samples are illustrated in Figure 1 below (see Section 4 for
more detailed information on discriminant vector training). In
noise, the speech and non-speech classes are even more
overlapping.

Figure 1: Distributions corresponding to the speech
(dashed line) and non-speech (solid line) portions
after LDA projection on MFCC features.

The inherent delay between feature generation and
decoding makes it possible to develop improved techniques
without affecting other parts of the ASR system.



Next, a novel algorithm for BOU detection is proposed.
Note, that it is also possible to utilize the same techniques for
EOU detection with minor modifications. The main steps are
described and discussed in the following subsections.

2.1. Improved statistics through mean calculation

The situation can be improved by collecting statistics over a
longer period of time than just using LDA information
corresponding to a single frame. We calculate the mean of the
consecutive instantaneous LDA values over a short time
interval. We denote the mean LDA value by MLDA. The
distributions for MLDA values are illustrated at the top in
Figure 2. The benefit of the mean calculation is clear. Note,
that the mean calculation window must not be too long,
otherwise over-averaging occurs.
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Figure 2: Distributions of the MLDA values
corresponding to speech (dashed line) and non-speech
(solid line) portions in clean (at the top), in 10dB
stationary car noise (at the middle) and in 10 dB non-
stationary background speech (at the bottom).

2.2. Compensating the effect of noise

Noise has an adverse effect on the distributions, which again
makes it difficult to find a viable decision logic. For this
reason the effect of the noise is discussed next.

In Figure 2 distributions are shown in case of 10 dB
stationary car noise (at the middle) and non-stationary
background speech (at the bottom). Here we used the same
speech material than for the topmost subfigure, but we
artificially added noise. It can be seen that compared to the
clean speech case the distribution centers tend to move closer
to each other and they start to overlap. These phenomena
prevent the use of one fixed threshold for the MLDA values
in decision-making. Hence a different approach is needed.
This is discussed in the next subsection.

In Figure 3 the effect of noise is illustrated in case of one
fixed speech sample in three different noise conditions.
Adding noise to the speech sample causes the minimum and
maximum MLDA values to be shifted but not necessarily to
the same extent. Different noises have different effects in the
MLDA domain, and it also reflects in the minimum and
maximum values.

Obtaining explicit SNR estimate based on power ratios
would require extra efforts. An implicit estimate that has close
enough relationship with conventional SNR estimate can be
obtained easily. For example the median of the MLDA values
observed within the delay at hand provides a suitable estimate
for the algorithm. The estimate is then used for weighting the
MLDA values. After the weighting, the difference between
the minimum and maximum of the MLDA values gets
increased as desired.

2.3. The decision logic

In the proposed algorithm the decision-making is based on the
difference of the minimum and maximum MLDA values. The
difference is compared to a fixed threshold and the decision
whether the BOU has been detected is made accordingly.
Although the threshold for this difference is fixed, the so-
called difference window is allowed to “slide” on top of the
MLDA distributions freely. This makes the crucial difference
compared to the method described in [4]. The weighting step
of the algorithm is important because otherwise the difference
window approach would work only in certain environments.
Finally, the proposed algorithm is summarized in
Algorithm 1 below. An assumption has been made that the
buffer length for LDA projection values together with the
buffer length for MLDA values is less than the total delay.

Initialization:
BOU = False
Create m buf // Mean buffer
Create p buf[size] // Projection
Buffer (FIFO)
w =1 // Weight coeff
D delay in decoding

For each T until BOU {
LDA projection on the MFCC features
Update p buf

If (T 2 size(m buf) ) {
m=w*mean (p_buf)
Update m buf

}

If (T =D) {
w=get weight ( median (m_buf) )
m buf = w * m buf

}

If (T 2 size(m buf)+size(p buf)-1 ) {
tmp = max (m buf) - min(m buf)
diff = max(diff, tmp)

}

If ( diff > diff threshold ||
max (m_buf) > max threshold &&
T > D)
BOU=True

Algorithm 1: Pseudocode for the proposed
algorithm.
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Figure 3:1llustration of the effect of the noise to the MLDA values in case of one fixed speech sample. Speech sample is
given at the top for convenience. At the bottom the MLDA values are shown in clean (dotted line), in car noise (solid
line) and in background speech environment (dashed line).

3. Experimental evaluations

3.1. Discriminant vector training process

For training the LDA projection vector, speech samples from
an in-house isolated word database were used. Only clean
training data was used. Multi-environment training is also
possible but was not used in this study. The static MFCC
feature vectors were obtained from the recognizer for each

types were covered and the tests were repeated in 20, 15, 10
and 5 dBs (and in clean).

An in-house isolated word database of 8831 speech
samples was used for the tests. A subset of 1557 samples of
the database was used also for training. The BOU
performance on both sets was virtually the same so they are

speech sample. Based on the speech starting point (SSP)
labels (that were generated with the recognizer) the feature
vectors were divided into two classes. For the non-speech
class the feature vectors that were observed before the SSP
were collected. For the speech class 50 feature vectors just
after the SSP were qualified. The reason for this was to have a
sufficient safety margin for isolating speech and non-speech
regions.

Linear discriminant analysis was then performed on the

not shown separately. The speech samples contained
sufficiently long silence portions before the speech.

The results obtained are summarized in Table 1.

BASELINE| BOU ALG| DIFF | BEFORE | FAILED

clean 97.28 97.31 0.03 35 0
car_20 97.53 97.53 0.00 34 3
car_15 97.14 97.14 0.00 36 1
car_10 96.63 96.63 0.00 36 0
car 5 94.40 94.40 0.00 39 11
bgrs_20 97.35 97.43 0.08 36 1
bgrs_15 96.39 96.55 0.16 37 0
bgrs_10 94.22 94.46 0.24 39 4
bgrs 5 86.19 86.34 0.14 59 9
Average 95.24 95.31 0.07 39

feature vectors with the class information and the number of
discriminant vectors was set to one. The speech and non-
speech distributions of the LDA values for the training data
are those shown in Figure 1.

3.2. Performance evaluation

In the recognition front-end 12 static Mel Frequency Cepstral
Coefficients (MFCC) plus log-energy, and their first- and
second-order time derivates were used. With our test settings
their calculation introduced a 9-frame delay. Feature vector
normalization [6] was applied on the extracted features. Mean
removal was used for all the components, but only the log-
energy and its time derivatives were variance normalized. In
our case feature vector normalization introduced 38 frames of
delay leading to 47 frames of delay in overall. The time shift
between consecutive frames in our setting was 10 msec.

The recognition tests were carried out both in clean and in
noisy environments. Both stationary and non-stationary noise

Table 1: Results showing the algorithm performance
in clean, car noise and in background speech in
5,10,15 and 20 dB. The difference in performance
compared to the baseline (DIFF). Average triggering
time before the actual recognizer labeled speech-
starting points in frames (BEFORE) and the number
of too late detections (FAILED).

By comparing the recognition rates of the baseline system
without BOU detection, and the one with the BOU algorithm
enabled, we can see that there is no performance degradation,
rather a slight improvement in results. This is true regardless
of the noise type. It can also be seen that in most cases the
decoding is started about 35-40 frames before actual
beginning of speech. This is due to the design of the
algorithm. In heavy noise, especially in 5dB non-stationary
background speech, the algorithm starts to detect the BOU too
early. This is safe for the recognizer, and even in this case we



obtain a recognition rate that is better than the baseline. At the
last column, the number of occurences is given when the
BOU algorithm triggered only after the actual starting point of
the speech. There is no significant increase in the number of
failures even in heavy noise. The recognition rate difference is
still the most important factor, which is still better than for the
baseline.

The algorithm can be tuned further by introducing
additional waiting time after the BOU detection. In our
preliminary in-house experiments, about 25 frames additional
delay did not harm significantly the BOU performance.
Finally, Table 2 provides the results without the implicit SNR
estimation step. Based on the results the importance of the
estimation step in handling heavy noise situations is clear.

BASELINE| BOU ALG DIFF | BEFORE| FAILED
clean 95.12 95.12 0.00 36 0
car_20 94.67 94.67 0.00 34 0
car_15 94.16 94.16 0.00 33 1
car_10 92.29 92.04 -0.25 30 20
car 5 87.35 75.79 -11.56 21 211
bgrs_20 93.83 93.96 0.13 34 0
bgrs_15 92.87 93.00 0.13 32 4
bgrs_10 87.93 84.52 -3.41 25 104
bgrs 5 76.81 49.26 -27.55 13 394
Average 90.56 85.84 -4.72 29

Table 2: The performance of the BOU algorithm
without the implicit SNR estimation step.

4. Conclusions

In this paper we proposed a reliable and low complexity
beginning of utterance detection algorithm. The algorithm
takes advantage of the inherent delay in ASR systems between
feature generation and the decoding process. The performance
of the algorithm is sufficient for almost any practical ASR
engine. It was shown that by using a simple SNR estimation
step in the MLDA domain, the noisy detection performance
could be considerably improved. The proposed algorithm
performed well even in the challenging low-SNR background
speech condition.
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