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Abstract

It is expected that longer-than-phoneme units such as sylla-
bles or multi-phone units can deal with sources of perfor-
mance degradation, such as pronunciation variation or coar-
ticulation, better than phoneme-sized units like triphones.

The possible number of contextual realizations of those
“long units” (LU) is very high, causing an explosion of the
number of parameters to be estimated. As the training data
are limited, the usual solution is to share parameters between
different units to improve parameter estimation. Another
problem is how to provide a model for a unit (syllable/multi-
phones) that was not present during training (unseen unit).

In this paper we evaluate and compare syllable and auto-
matically derived multi-phone units. We introduce a method
called “contextual factorization” to share parameters be-
tween different models and we propose a figure of merit to
decide which decomposition of an unseen syllable is the most
appropriate. Performance is improved comparing to a tri-
phone based system.

1. Introduction

Most speech recognition systems model speech with a con-
catenation of sub-word units. Sub-word units are employed
because it is not feasible to collect sufficient data to train (es-
timate model parameters) a specific model for each possible
word in a given language. The different ways in which a
word can be spoken in terms of those units (pronunciation)
are usually stored in a lexical dictionary or are generated on-
the-fly with grapheme-to-phoneme rules. It is well known
that speech recognition systems have problems dealing with
speech that was pronounced differently from the expected
(canonical) form. Most of deviations are in the form of dele-
tion or substitution of entire phonetic elements; the patterns
of deletions/substitutions are more or less systematic at syl-
labic level [1]. There are several other sources of pronuncia-
tion variation [2], but we will not discuss them here.
Coarticulation effects have long time span and cannot
be well captured by “polyphone” units such as triphones or
quinphones [3]; these units model a phoneme in a particular
context (that is possibly several phonemes wide) but are very
short in duration (a few frames). Longer units such as syl-
lables or multi-phone units can capture directly those long
term dependencies (intra-syllable dependencies) absorbing
the correlations between many frames. It is desirable that

the syllables are modeled dependent on the context to deal
with inter-syllable dependencies.

In the view of the presented advantages, we decide to
evaluate long units (LU) such as syllables and automatically
selected multi-phone units; performance is compared against
a standard system using triphones. There are some draw-
backs in using LU: estimation of the huge number of pa-
rameters resulting from contextual variation and dealing with
missing (unseen) units, i.e., units that are needed for the
recognition of a particular task but were not available dur-
ing model training. We propose solutions to both problems.
The usual solution to deal with a large number of parameters
is parameter sharing; we present a method that we call “con-
textual factorization” to determine which units (syllables and
multi-phone units) share parameters and which parameters
are shared. To deal with unseen syllables, the unseen syl-
lables are decomposed into a concatenation of smaller units
(other syllables or phonemes); a measure based on the num-
ber of occurrences of each available unit is used to select the
most adequate decomposition.

In the next section we briefly describe the baseline recog-
nition system and training of models. In section 3 the corpora
used to train the models and for performance evaluation are
described. The parsing of phoneme sequences into syllables
and multi-phone units are explained in section 4. Parameter
sharing with contextual factorization is presented in section 5
and unit decomposition together with the adequacy measure
are described in section 6. Recognition results are presented
in section 7 followed by a conclusion.

2. Baseline system

The front-end produces 9 MFCC every 16ms and the deriva-
tives (A and A?) are appended. The models are contin-
uous density (gaussian mixture) HMM with emission den-
sities attached to the transitions. All allophonic variations
(triphones) of a phoneme are modeled with 3 internal states
(with a skip) plus several contextual states that are used to
connect the different triphones as described in [4]. Mono-
gaussian, context independent (CI) models are first trained;
then the parameters of CI models are used to initialize the pa-
rameters of context dependent (CD) models. Gaussian mix-
tures are grown by splitting gaussians that are aligned to a
minimum number of frames (50) followed by a few more
training iterations. In the reported experiments we repeat



the split/train procedure until a maximum of 8 gaussians per
mixture is attained; further growing of mixtures in the case
of LU models could result into poor parameter estimation.
Model parameters for CI-LU models are initialized from the
frame/density (at phoneme level) alignment obtained with
monogaussian triphone models.

The same training data are used to train both triphone
and LU models. Recognition is performed with a grammar-
compiled model that fully describes each particular task.

3. Speech corpus
3.1. Training

An in-house telephone speech database (in French) is used in
the evaluations. The speech material is chosen to be phonet-
ically balanced and it covers most of allophonic (in terms of
triphones) variation. The training data amount to about 300h
of signal (speech + silence) and contain examples of digits,
numbers, and short/long sentences.

3.2. Evaluation

Models are evaluated on simple tasks (isolated digits, num-
bers from 00 to 99, and isolated words) and on “harder” tasks
(telephone numbers and city names). City names recognition
is a difficult task because all French cities are present in the
grammar (roughly 40000 different names). In French, tele-
phone numbers are usually spoken as five pairs of numbers
(from 00 to 99) or as 0 80X followed by fours pairs where X
can be one of 0, 1, 2 or 3. Table 1 contains the size of the
evaluation databases in terms of number of utterances and
number of words (single words or compound words, depend-
ing on the task).

Table 1: Size of evaluation tasks.

| Task | Utterances | Words |
Digits: isolated digits 4735 4735
Numbers: pairs between 00 - 99 7244 7244
Words: isol. words, phrases 12788 12788
NumTel: telephone numbers 5664 28320
Cities: city names 6584 6584

4. Long units

Simple techniques are used to parse a phoneme sequence
into long units. Moreover, we can benefit from existing
(phoneme level) segmentations to initialize parameters of LU
models. The following sections describe the parsing meth-
ods used in this work. The topology of the LU models has
three internal states (with a skip from the first to the third
state) per phoneme and several left/right contextual states [4].
This topology provided the best results in preliminary exper-
iments compared with alternative topologies.

4.1. Syllables

Slightly different syllabifications are believed to have lit-
tle effect on recognition performance; therefore a simple
method to parse a phoneme sequence into syllables, inspired
by the theory described in [5], is used. It should be noted
that our syllables are word internal, i.e., there is no syllable
that cross word boundaries and no re-syllabification is per-
formed at word boundaries. The method goes as follows: to
each phoneme a degree of mouth aperture is assigned; the
degree is maximal for vowels and minimal for stop conso-
nants. From the observation that a syllable ends with a de-
creasing degree and starts with an increasing degree, syllable
boundaries are marked by the “valleys” (V) in the trace of
aperture degree as illustrated below for one pronunciation of
the French word guatre (four).

phonemes | k | a [t | T |9

apertures | 0 | 6 | 0 | 3

trace | / | A |V |/ |/
syllables | kla tirle

The average number of phonemes per syllable is 2.7 and
there are 1600 different syllables in the training data. Syl-
lables occurring less than 70 times in the training data are
removed, resulting in 1200 different syllables.

4.2. Multi-phone units

Previous studies on multi-phone units include phone pairs [6]
and macro demisyllables [7]; the latter are constructed auto-
matically from training data and in both cases the outer states
are context-independent. The approach we choose to build
multi-phone units is a variation of the one proposed in [§]
for modeling out-of-vocabulary words. The procedure starts
with individual phonemes as units; then at each iteration, the
pair of units with highest value of weighted mutual informa-
tion (M I,,) that satisfies some constraints is merged and pro-
moted to a new unit. The constraints are: the value of M I,
should be above a minimum acceptance value, the number
of phonemes in the unit cannot be larger than a maximum
threshold and the number of occurrences should be above a
minimum number. The procedure iterates until no pair sat-
isfies the constraints or if a maximum number of iterations
is reached. Contrarily to the previously proposed approach,
only one pair is promoted per iteration. The value of M,
between two units u; and us is given by equation 1.

p(ul, u2)
p(u1)p(us) )

where p(u1,u2) and p(uy) are the occurrence frequency
of the unit pair and of an individual unit, respectively.
When multiple occurrences of the same phrase/sentence are
present, we keep only one occurrence of each different pro-
nunciation to avoid biasing the calculations and to reduce
the computational burden. In the following experiments, the

MT, = p(u1,us) xlog( (1)



units are limited to 6 phonemes, the minimum number of
occurrences is 50 and the minimum value of the weighted
mutual information is set to 107?%; with these settings, the
procedure stopped after 307 iterations resulting in 307 units.
No backoffis necessary because the pronunciations for a new
task are parsed following the same sequence of merges ob-
tained during the process of unit determination.

5. Contextual factorization

In previous studies [3, 6, 7] the modeled units are CI due
to restrictions described in the respective studies. It is well
known that performance improves drastically when context
dependent models (CD) are used, so a method to share pa-
rameters to model CD-LU is proposed in this work.

The preceding/following phonemes have the strongest in-
fluence on the realization of a particular phone (although
there can be some exceptions such as, for example, rounded
vowels which affect some consonants farther than one
phoneme), so only the immediate neighboring phonemes are
taken into account for context modeling; we further assume
that the internal states of the LU are only dependent on the
unit’s internal variations.

The contextual modeling of a (lexical) unit (long unit
and phones) is obtained by the concatenation of three “sub”
units: one central sub unit that is context independent and
two contextual sub units that depend only on the last/first
phoneme of the preceding/following unit. Consider, as an
example, the (lexical) unit klalt; this unit can be modeled as:

klalt — klalt_L - klalt_CI - klalt_R

Factorization of the context further reduces the number
of contextual parameters by sharing the parameters of the
contextual sub units between all long units that have the
same first/last phoneme. The factorization of this example
unit is then:

klalt -k _L -klalt CI-t_R

The number of parameters is reduced proportionally to the
number of syllables.

6. Decomposition of unseen syllables

An unseen syllable unit is decomposed into available smaller
units (shorter syllables and phonemes); in the “worst” case,
the syllable is decomposed into phonemes. For a sylla-
ble that is composed of A phonemes there are 2¥~1 dif-
ferent ways to decompose this syllable into smaller units.
To choose which alternative decomposition is the most ad-
equate, we propose a figure of merit that we call average
occurrence. The “average occurrence” is simply the aver-
age number of occurrences of the units in the decomposition,
weighted by the number of phonemes that compose each

unit. This measure tries to bias the choice towards the al-
ternative decomposition with the highest number of longer
(with many phonemes) units.

Suppose an unseen unit U/ and a decomposition into
K units U = 51.55.--- .Sk; let the respective num-
ber of occurrences for the units in the decomposition be
01,032, - ,0x and let the number of phonemes (length) of
each unit be denoted by ly,1s,--- ,Ix. The average occur-
rence O of this decomposition is given by equation 2. The
decomposition with maximum value of O is retained and
used to model this unit.

O — 25:1 lkok

ZkK=1 lk

As phonemes have higher occurrence counters than the
syllables, the actual value of phoneme counters is replaced
by a fixed value. This ”saturation” tries to bias the choice
towards an alternative with more syllables; best experimental
results are obtained with a limit value of 200.

2

7. Results

A usual triphone based system is adopted as baseline for per-
formance comparison. Table 2 presents the results obtained
(word error rate) with triphone models and for different num-
ber of gaussians per mixture, denoted in the following tables
by G/M.

Table 2: Baseline results with triphones [ %WER].

G/M Task

Digits | Numbers | Words | NumTel | Cities
01 2.56 5.99 1.64 15.36 51.99
02 1.88 4.67 1.45 12.43 49.18
04 1.58 3.82 1.35 10.81 46.80
08 1.37 3.22 1.13 10.82 4478

The recognition results using syllables are shown in ta-
ble 3 and in table 4 for multi-phone units. When backoff at
phoneme level is necessary (only for syllables), the models
from the triphone system are employed. For the task Cities,
there are about 5000 unseen syllables; for those syllables, a
suitable decomposition is selected using the average occur-
rence criterion.

Table 3: Recognition results with syllables [ %WER].

G/M Task

Digits | Numbers | Words | NumTel | Cities
01 1.65 5.38 1.31 19.50 50.38
02 1.33 4.18 1.16 14.07 47.46
04 1.03 3.74 0.99 12.91 45.60
08 0.95 3.18 0.88 12.82 44 .44




At the same (maximum) number of gaussians per mix-
ture, syllables outperform triphones in all simple tasks (ex-
cept NumTel) and also in the Cities task. The improvement
is small, and decreases with increasing number of gaussians
per mixture. One reason may be poorer estimation of the pa-
rameters as there are much more parameters for LU models.

Table 4: Recognition results with multi-phones [%oWER].

G/M Task

Digits | Numbers | Words | NumTel | Cities
01 2.32 6.58 1.54 14.94 n/a
02 1.90 5.98 1.28 12.69 47.80
04 1.54 5.18 1.17 11.93 45.58
08 1.29 4.79 1.06 11.57 44.81

Verification of the resulting units shows that the multi-
phone units have many units that were created specifically
for words that appear in Numbers and NumTel tasks; it is
curious enough that the same behavior is not observed for
the Numbers task, since the vocabulary is pratically the same
and there are no telephone numbers data in the training cor-
pus. We believe that the contextual parts generalize better for
the multi-phone units compared to syllables because more
frames are assigned to the contextual parts due to the smaller
number of multi-phone units.

Models are task-adapted for the Cities task with data
(about 13h) collected from actual users. Gaussian parameters
are adapted by linear regression with regression classes ob-
tained by clustering as described in [9]. Word error rates for
04 G/M models are presented n table 5. After adaptation LU
models perform better (10% relative for multi-phones) than
allophone models; the improvement is larger for multi-phone
units probably due to the smaller number of parameters.

Table 5: Results after adaptation [9%oWER)].

Units
Triphones | Syllables | Multi-phones
[ 3580 | 3384 | 3235 |

8. Conclusion

The results show that syllabic units performed slightly better
than multi-phone units in all tasks but telephone numbers.
This may be an effect of the limited vocabulary of the train-
ing data that prevents the phonotactic restrictions of the lan-
guage being “discovered” automatically from data, but are
represented somehow in the syllabification method.

The average occurrence criterion proved to be useful in
providing a model for unseen units; even when more than
85% of units (Cities task) were obtained through backoff,
syllables performed better than triphones. Task adaptation
shows that LU can outperform triphones at a significative

level and it seems that, indeed, syllables are an alternative
unit to phoneme-based units.

In the future, we will examine the possibility to reduce
the number of parameters of syllable models by exploiting
the redundancy between various syllables that overlap, such
as 1lilt and qli. This redundancy can be automatically used
by merging similar gaussians after some training iterations or
a priori when building the models. We will also assess the in-
fluence of a non-linear weighting for the average occurrence
measure in order to bias even more the choice towards longer
syllables.
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