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Abstract

We present a method to combine standard and throat
microphone signals for noise-robust speech recognition. Our
approach is to extend the probabilistic optimum filter (POF)
mapping algorithm to estimate standard microphone clean
speech feature vectors from both microphones’ noisy speech
feature vectors. We tested the proposed approach in two
noisy speech recognition tasks. In the first task we used a
large-vocabulary continuous speech recognition system and
noisy speech using either artificially added noise or noise
recorded in an M1 tank cockpit. In the second task we used a
real-time system and noisy speech recorded in a highly noisy
environment, inside a HMMWYV miilitary vehicle. A noise-
canceling microphone and a throat microphone were used in
this task. Because of the highly adverse conditions in this
second task we propose an extension of the combined
microphone approach, which takes into account the level of
noise captured by the throat microphone. The combined
microphone approach significantly outperforms the single
microphone approach in all the recognition experiments.

1. Introduction

One possible approach to increasing the robustness of speech
recognizers in noisy environments is to augment the standard
microphone signal with robust signals from alternative
speech sensors, which can be more isolated from
environmental noise. In the work described here a throat
microphone, a skin vibration transducer, is used as the
complementary sensor. It is highly immune to environmental
noise because of its close contact with the throat.

For this approach to be effective, two problems must be
addressed: (1) how to combine information from the two
microphones so as to improve noisy speech recognition, and
(2) how to obtain acoustic models for the combined features,
since only a small number of simultaneous measurements
may be available.

We propose to extend the POF formulation [1] to map the
temporal sequence of noisy mel-cepstral features from the
standard microphone and the throat microphone,
concatenated into an extended feature vector, to the clean
standard microphone mel-cepstral features. With respect to
problem (1), this mapping minimizes the squared error
between the estimated and the true clean speech feature
vectors. Regarding problem (2), only a small untranscribed
“stereo” or parallel database is needed to train the POF
mapping. In addition, for recognizing the estimated standard
mel-cepstral features, we can use existing acoustic models
that were trained using very large databases of continuous
speech.

We chose the POF algorithm for its flexible structure,
which enabled us to extend it in order to accommodate
multiple microphone features, and for the small number of
training parameters, which results in the efficient use of small
training databases.

In the literature on integrating additional sensors, [2] uses
glottal electromagnetic micropower sensors (GEMS) for
speech denoising. Since these radar sensors operate in the
GHz frequency range, they are highly robust to acoustic
environmental noise. Recently, a combined microphone
approach using a bone-conducting microphone was proposed
in [3]. The feature combination of the two microphone
signals is done with the SPLICE algorithm, which is similar
to the POF algorithm.

In this paper we present the proposed POF extension for
combining the standard and throat microphone signals. Our
first noisy speech recognition task consists of two
experiments: one using speech with artificially added M1
tank noise and a second using speech recorded in an M1 tank
cockpit, which is a moderately noisy environment. Both
experiments were done with a large-vocabulary continuous
speech recognition system. Preliminary results were
published in [4]. We present the following new results in this
paper:

e In a second noisy speech recognition task we test the
proposed combined microphone approach in a very
noisy environment (~100 dB sound pressure level
(SPL), inside a HMMWYV military vehicle) using a
noise-canceling microphone and a throat microphone.
The task was a command and control application to be
used inside a military vehicle [5].

e  We compare the signal-to-noise ratio (SNR) of the
throat microphone signal in high-noise vs. moderate-
noise environments. We found a substantial SNR
reduction in the high-noise environment. However,
despite its noise rejection capabilities, we found that the
throat microphone signal was corrupted by noise
because of the high noise environment.

e To address this SNR reduction in the throat microphone
we propose an extension of the combined microphone
approach which takes into account the level of noise
captured by the throat microphone.

e  We present results comparing the proposed combined
microphone approach with adaptation techniques. We
also show that by using adaptation techniques after POF
compensation, a further WER reduction is achieved, for
both the standard and the combined microphone
approaches.



Table 1: Word Error Rate for M1 Tank Noise Atrtificially Added to
Clean Speech at Known SNR. Matched SNR Case.

Compensation Method #VO

# Windows

10dB 6dB 0dB

Clean | ‘g\gr SNR SNR

No Compensation
Standard Mic.

18.2% | 51.3% 73.9% 95.6%

(A) POF Compensation

Standard Mic. 100

44.7% 56.3% 87.7%

(B) POF Compensation

Standard + Throat Mics. 100

27.9% 36.5% 52.6%

MLLR Adaptation
Unsupervised on POF train

47.1% 58.7% 80.5%

2. Probabilistic Optimum Filtering Algorithm

The POF mapping [1] is a piecewise linear transformation of
a noisy feature space into a clean feature space. If x; is the
POF-derived clean speech feature vector at frame index ¢, ¥}

is the tapped-delay line of noisy feature vectors (with n noisy
vectors, where n is the window parameter), / is the number of
VQ regions, z; is the conditioning vector and W; is the

filter coefficient matrix associated with region i, then

I-1
X :Zi:(){WiTp(gi/Z’)}Y’ , where p(.) denotes the

probability that the clean vector x; belongs to the VQ region
g; given the noisy conditioning vector z,. The W; matrices

are trained so as to minimize the squared prediction error in
the “stereo” database.

3. Experiment 1: Noise Artificially Added to
Clean Speech at Known SNR

This experiment tests whether the throat microphone
provides additional robust information when noise is added
only to the standard microphone clean speech signal. The
noise signal is from an M1 tank cockpit. A POF mapping is
estimated from the POF training database with noise added at
a given SNR. The corresponding noisy recognition database
for this SNR is first mapped to the clean features and then
recognized. This represents the matched SNR case.

The clean speech database was recorded from speakers
belonging to U. S. Military Academy Company G3. The
male speaker subset was divided into two databases, one for
POF mapping training, with a total of 975 utterances from 39
speakers, and the other for testing, with a total of 70
utterances from 7 independent speakers.

The recognition system was SRI’s state-of-the-art
DECIPHER™, using Hub4 acoustic models. The delta and
delta-delta coefficients were computed from the POF-
derived standard microphone mel-cepstrum vectors. In order
to have the best possible baseline, we adapted the acoustic
models in supervised mode to the POF training database
clean utterances. We used a language model obtained by a
weighted combination of the bigram language models
estimated from the Brown corpus and the Hub4 corpus. The
vocabulary consisted of the 5000 most frequent words in the
Hub4 and Brown corpora combined, plus the words in the G3

corpus not covered by the Hub4 and Brown corpora, resulting
in a total of 6153 words.

Table 1 shows the word error rate (WER) results for four
different SNR conditions: clean, 10 dB, 6 dB, and 0 dB. First,
no compensation is used. Next, in compensation system (A)
POF compensation used the noisy standard microphone mel-
cepstral features in both the mapping and the conditioning
vector. In compensation system (B) the combined
microphone approach was used with the extended feature
vector in both the mapping and the conditioning vector.

Table 1 also presents the results of a maximum likelihood
linear regression (MLLR) adaptation [6] approach using the
same knowledge sources as the POF algorithm. The MLLR
transforms were trained in an unsupervised way from the
recognition hypotheses of the clean speech POF training
database.

In Table 1 the clean WER is 18.2%, which increases
significantly to 95.6% for the 0 dB case. Using compensation
method (A) the WER is reduced by an average 15.0%
relative in the three SNR conditions. The average relative
WER reduction for all SNR conditions between (B) and the
no-compensation case is 47.1%, and between (B) and (A) is
37.6%. The MLLR approach gave results similar on average
to those of the compensation method (A).

4. Experiment 2: Recorded Noisy Speech

The second experiment examines whether the throat
microphone can provide additional robust information in a
recorded noisy speech database. The noise played in the
recording booth during speech production was from
recordings taken inside an M1 tank cockpit. In this database,
the SNR was unknown and had to be estimated for each
sentence. The SNR was estimated using an energy-based
segmentation algorithm.

In Table 2 we present the SNR for the two microphones
estimated from these recordings. This table was obtained by a
polynomial interpolation of the sample SNR points.

We see in Table 2 that as the standard microphone SNR
falls from 30 dB to 5 dB, the throat microphone SNR falls
only from 31 dB to 26 dB. From these results we concluded
that there was no need to model the noise in the throat
microphone. Therefore, for this experiment we used the same
POF mappings as in experiment 1.



Table 3: Word Error Rate for M1 Tank Recorded Noisy Speech with Unknown SNR

Compensation Method # Windows Estimated SNR | Estimated SNR | Estimated SNR
#VQ >25dB 8dB-12dB 4dB-8dB
Nosfa%?gﬁjniﬂai\g?n 19.6% 55.0% 62.4%
* Psotgrgjoapoﬁﬂr?Sét?on 180 51.9% 58.8%
Standard + Throat Mics. | 100 41.2% 44.8%

Table 2: SNR by Microphone
Recorded Noisy Speech, M1 Tank

Standard Mic Throat Mic
SNR SNR
30dB 31dB
19 dB 29 dB
16 dB 29 dB
13 dB 28 dB
10 dB 27 dB
7 dB 26 dB

We applied the POF mappings to sentences whose
estimated SNR fell within 2 dB of the conditioning SNR of
the mappings used in experiment 1. The number of utterances
with estimated SNR of greater than 25 dB (almost clean) was
91, there were 116 utterances with SNR in the range of 8 dB
to 12 dB, and 75 with SNR in the 4 dB to 8 dB range.

The recognition system was the same as in the previous
experiment. Because of a mismatch between the language
model and the recognition sentences related to military
applications, the test set uniform unigrams were interpolated
with the previous language model unigrams with a weight of
0.05. The vocabulary consisted of the 5000 most frequent
words in the combined Hub4 and Brown corpus, plus the
words in the recorded noise corpus not covered by the Hub4
and Brown corpora, resulting in 5026 total words.

Table 3 shows the WER results for noisy recorded speech
for the no-compensation case, for compensation system (A)
and for compensation system (B). We see from Table 3 that
for the almost clean condition (SNR >25 dB) the WER was
similar to the previous experiment. The relative WER
reduction for system (A) relative to no compensation, for
both noisy conditions, was on average 5.7%, for system (B)
relative to (A) was on average 22%, and finally for system
(B) relative to no compensation was on average 26.6%. The
smaller relative WER reduction than in the previous
experiment might be explained by the lack of an exact SNR
match as in experiment 1, by the changes in speech
production in noise, known as the Lombard effect [7], and by
the presence of a small noise component in the throat
microphone signal, which is not present in the POF training
conditions.

5. Combined Approach with Noise-Canceling
Microphone in High-Noise Environment

We implemented the combined microphone approach in
DYNASPEAK™, SRI’s real-time speech recognizer [8], for
use in a small vocabulary command-and-control application
inside a military vehicle [5]. In this application the standard
microphone is a close-talking head-mounted helmet
microphone (Gentex model MI175/VRC, from Bose’s
Combat Vehicle Crewman Helmet) [10] with noise-canceling
capabilities.

To test the performance of the proposed approach we
performed a simultaneous collection of noise-canceling

microphone speech and throat microphone speech. The
speech was collected inside a HMMWYV military vehicle. The
SPL registered inside the vehicle was very high, around 100
dB, because the vehicle is not sound isolated. This database
consisted of a total of 295 sentences uttered by 8 different
speakers.

We estimated the SNR from the noise-canceling
microphone and the throat microphone signals in this
database and wanted to assess the SNR reduction of the
throat microphone in this high-noise condition. Table 4
shows the SNR for both microphones. The SNR estimates
were obtained as a polynomial interpolation of corresponding
sample SNR points.

Table 4: SNR by Microphone
Recorded Noisy Speech, HMMWYV Vehicle

Noise-Canceling Mic | Throat Mic
SNR SNR
19 dB 21 dB
16 dB 18 dB
13 dB 16 dB
10 dB 14 dB
7dB 12 dB

Comparing Table 4 with Table 2, we conclude that the
throat microphone SNR is far lower than in the previous M1
tank experiments. The noise-canceling microphone achieves
reasonable SNR values even in this highly noisy
environment.

The high level of noise present in the throat microphone
signal could introduce a significant mismatch between the
POF mappings trained with clean throat microphone data and
the observed noisy throat microphone data. To reduce this
mismatch it may be useful to model the noise in the throat
microphone signal similarly to how it is modeled for the
standard microphone signals. For this purpose, we extended
the proposed approach by jointly modeling the noise in the
noise-canceling and the throat microphones. During POF
training we added noise to both microphone signals, to match
the SNR estimated in Table 4. For each microphone signal
we used the corresponding noise signal. Therefore, the POF
maps the noisy features in both microphones to the standard
microphone clean features.

We trained the POF mappings with the USMA Company
G3 corpus, adding HMMWYV noise. The noise was extracted
from the available HMMWYV database. First for POF using
only the noise-canceling microphone we added the collected
noise samples to the standard microphone signal using the
SNR values in the first column in Table 4. For POF using the
combined microphone approach we first used the
combination method (B) from experiment 1, that is, not
modeling the noise in the throat microphone. Next we
applied the extended approach by modeling noise in both the
standard and the throat microphone signals following the
method discussed above.



Table 5: Word Error Rate / Sentence Error Rate for HMMWYV Vehicle Recorded Noisy Speech

Compensation Method # Windows No Constrained With Constrained
P #VQ Adaptation Adaptation
No Compensation o o o o
Standard Mic. 18.9% / 33.5% 18.9% / 33.5%
POF Compensation 5
Standard Mic. 100 4.1% / 9.5% 4.5% / 8.8%
POF Compensation 3 o o o o
Standard + Throat Mics. 100 8.0%/15.6% 5.3%/12.2%
POF Compensation 3
Standard + Throat Mics. 100 3.2%/7.1% 2.7% /6.1%
Modeling Throat Noise

The noisy throat microphone signal was filtered to have
the same bandwidth as the clean throat microphone signals
from the USMA Company G3 POF training database, to
avoid a possible mismatch between testing and training
conditions.

The recognition experiments were done as follows. For
each sentence the SNR was first estimated from the noise-
canceling microphone signal. Then the POF with the closest
noise-canceling microphone SNR was applied. Finally, the
WER and the sentence error rate (SER) were computed. The
results are presented in Table 5. We present recognition
results for the combined microphone approach first without
modeling the throat microphone noise and second using the
proposed extension to model it. We also present results using
the constrained adaptation algorithm [9] applied to the
standard microphone cepstral features estimated by the POF
compensation algorithm.

We conclude from Table 5 that the POF compensation
algorithm using only the noise-canceling microphone gives a
significant reduction in the WER/SER. No gain is achieved
using the combined microphone approach without modeling
the throat microphone noise, because of the mismatch
between the POF training and testing conditions. We observe
that the combined microphone approach jointly modeling the
noise in the microphones reduces the WER/SER more than
using only the noise-canceling microphone with POF
compensation. An additional SER reduction is obtained by
applying the constrained adaptation algorithm [9] using as
input the close-talking microphone POF compensated
features. A further gain is achieved when the adaptation
algorithm is applied to the POF-transformed combined
microphone features.

Conclusions

We have presented a method for combining standard and
throat microphone features, using an extension of the POF
algorithm. In one series of experiments, we tested the
combined approach in moderately noisy environments using
a normal and a throat microphone. In these experiments most
of the gain came from using the throat microphone. In a
second series of experiments on speech in a high-noise
environment we found a reduction in the throat microphone
SNR. An extension of the combined approach was proposed
to jointly model the noisy conditions in both microphones.
Using noise-canceling and throat microphones, the gain
provided by the throat microphone in a command-and-control
task was smaller but still significant. Finally, the SER
reductions in the POF compensation cases are maintained
after a constrained adaptation algorithm is applied.
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