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Abstract

As speech interfaces become more prevalent, it is
becoming more crucial that they be developed in a way
that minimizes cognitive load for users. One major barrier
to creating systems that are more human-centered has been
the lack of an accepted online methodology for directly
evaluating the cognitive resource demands of different
systems. The present study extends a classic tool from
cognitive psychology, the dual-task paradigm, to speech
interface  evaluation.  Participants  follow  simple
instructions generated by a system, while simultaneously
monitoring for a simple visual probe. Performance on the
monitoring task is used as a measure of cognitive resource
demands; whenever language understanding is more
demanding, performance on the monitoring task suffers. In
the present study we used this methodology to investigate
patterns of reference generation and how they impact
human understanding.

1. Introduction

Speech interfaces are now being used for a wide range of
tasks, from simple tasks like turning on light switches and
dialing phones to more complex ones like booking airline
flights. Spoken interfaces are even being developed for
understanding and controlling complex simulations
[1][2], interactive problem solving [3] and training
astronauts for shifts aboard the International Space
Station [4]. If these systems are to be used in real-life
situations it is crucial that they be developed in such a
way as to minimize cognitive load on users. Users need to
be able to understand what the system says even when
there are other things going on in their surroundings, and
even when there are other tasks that they might need to do
at the same time. While most researchers in dialogue
systems and speech interface research agree that systems
should be designed to reduce cognitive load, there is
much disagreement about how to go about doing it.

On the one hand, some dialogue systems researchers
argue that systems that approximate human-human
interaction will reduce cognitive load for users. This is
because people have had a lifetime of practice talking to
each other, and human languages have co-evolved with
human cognitive resources [4]. On the other hand, some
speech interface researchers doubt that increased
naturalness would substantially improve usability
because humans appear to be highly adaptable [5]. To
reduce cognitive load we should develop standardized

spoken interfaces across applications rather than focusing
on closer approximations of human-human interaction[6].

These approaches are not necessarily incompatible—
there may be limits to human adaptability in certain
aspects of communication and we may find that in order to
be usable by humans, systems must approximate human-
human communication in certain ways. However, in other
aspects of communication it may be less important to do
so, making these aspects of communication candidates for
standardization.

To date there is little or no empirical evidence
regarding which aspects of speech interfaces would benefit
from increased naturalness, and which aspects might be
candidates for standardization. = The major barrier to
answering such questions has been methodological.
Traditional performance measures of user evaluation and
time to complete tasks are not sensitive enough to
compare systems that differ only subtly, and both metrics
are closely tied to particular tasks, which can make
interpretation of the data difficult, especially across
studies. In addition, neither metric allows one to directly
examine cognitive resource demands. Our goal for the
current research was to examine the feasibility of applying
a classic tool from cognitive psychology, the dual-task
paradigm [7], to compare cognitive resource requirements
of dialogue systems.

As a test case we examined patterns of reference
generation and how they affect human understanding. In
human-human communication the use of scalar adjectives
such as “small” is restricted to those situations in which a
contrast set both present [8] and relevant to the task at
hand [9]. While reference generation in dialogue systems
sometimes follows this pattern [10] most systems do not
consider all of the pragmatic factors that humans would
when generating a referring expression (i.e., intentions,
goal structure, and proximity). In addition, a common
practice for dialogue systems in high-risk domains is to
say more than necessary in order to eliminate any chance
of ambiguity. These factors all contribute to a general
tendency for dialogue systems to overspecify. According
to both of the approaches outlined earlier, this tendency
should increase the amount of resources users must devote
to the task of understanding. A system that tends to
overspecify is both less natural and less consistent than a
system that is as natural as possible. Our study
demonstrates that a system that generates only “natural”
references is less demanding than understanding a system
that tends toward overspecification. More importantly, the
study demonstrates that the dual-task methodology is a



sensitive online measure that can be used to compare
online cognitive resource requirements of dialogue
systems that vary along subtle dimensions.

2. Experiment

2.1. Method

Study participants were 23 people recruited from the
University of Rochester community'. They were given
$7.50 for their participation in the one-hour study. To
begin the session, participants received computerized
instructions interspersed with practice blocks of 12 trials
for each of the tasks. First they practiced the primary task
alone, next they practiced the secondary task alone, and
finally they practiced the two tasks concurrently. The
primary task was to follow a simple spoken instruction to
click on an object on the screen and the secondary task
was to press the space bar if they saw one of the “lights”
on the screen flicker briefly (see below). Following the
practice, participants were fitted with a head-mounted eye-
tracker’”. Once the eye-tracker was calibrated the
participants were reminded of the instructions and the
experiment began. Stimuli were presented in two blocks of
100 trials each, with a reminder of the instructions in-
between.

During each trial the sequence of events was the
following: 1) the trial began with a blank white screen
with a dot in the center, 2) the participant simultaneously
looked at the dot and pressed the space bar, 3) the screen
went blank for 50 ms, 4) all the visual stimuli for the
primary and secondary tasks appeared on screen, 5) the
participant clicked on a cross in the center of the screen
when ready, 6) the instruction played over headphones,
and finally 7) the participant clicked on the image referred
to by the instruction, thus ending the trial and starting the
next one. On 72% of the trials, one of the “lights” would
flicker during the instruction and the participant was to
press the space bar indicating that they had seen the
flicker. On these trials the trial would end when either 1)
the participant clicked on the target object AND responded
to the probe or 2) the participant clicked on the target
object AND it was 3000ms after the onset of the
instruction.

2.1.1. Primary Task: Listening to Speech

The primary task in this experiment was to follow a simple
spoken instruction to click on one of 6 images [11][12].
The images were arranged in a circular pattern around the
central cross, and each image could be red, blue, or green,
and either big or small.®> Two sets of visual stimuli and
corresponding instructions were constructed, with no
repeated images. The two sets of instructions were
recorded using different voices, one female and one male.
For each voice there were a total of 100 trials: 53 trials in
which both size and color were mentioned, 28 trials in
which only size was mentioned, 13 trials in which only
color was mentioned, and 6 trials in which a bare noun was
used.

To our participants, each of the two voices was meant

' We excluded 3 participants due to equipment failure.

2 Eye-tracking data is not discussed in this paper.

3 Size here refers to absolute size in pixels — 100x100
pixels was small, 300x300 pixels was big.

to represent a separate dialogue system. We manipulated
the visual contexts such that the referring expressions
varied with respect to how “natural” they were for the
corresponding scene. For each voice there were two
versions of the corresponding visual stimuli: one which
was designed to approximate human referring expressions
as closely as possible (henceforth: NATURAL or “the
natural system”), and one which was designed to mimic a
dialogue system — specifically one which makes only a
few “underspecification errors,” where a unique referent
cannot be identified, but tends toward “overspecification,”
mentioning more attributes than a human might in the
same setting (henceforth: CONTRIVED or “the contrived
system”). Exact proportions are reported in Table 1. For
comparison of performance, we embedded a set of identical
trials in both the natural system and the contrived system.
The presentation order of the two systems was
counterbalanced, with each participant following
instructions from both a “natural system” and a “contrived
system” which had different voices4.

NATURAL CONTRIVED
Natural Instructions 100 54
Overspecified Instructions 0 40
Underspecified Instructions 0 6

Table 1: The number of total instructions of each type for
the natural and contrived “systems.”

The natural instructions were based on psycholinguistic
data for a very similar domain [8]. Specifically, people
tend to mention size information only when there is a
contrasting item present. They also tend to mention color
when there is a contrasting item present but they also
mention color about half of the time when a contrasting
item is not present. In our natural instructions size was
mentioned only when a contrastive item was present, while
color was mentioned about half of the time even when
there was no contrasting item. In contrast, overspecified
instructions occurred when size was mentioned without a
contrasting item present. In all cases, prenominal
adjectives in canonical order were used. Figure 1 shows
examples of natural and overspecified instructions.
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Figure 1: Two visual stimuli corresponding to the
instruction “Click on the small red candy.” The images
the participants clicked on are indicated by the word
TARGET and arrow (not present in the actual experiment).
On the left is the visual context for a natural instruction,
and on the right is the context for an overspecified
instruction.

2.1.1 Secondary Task: Monitoring for a Visual Probe

The secondary task in this experiment was to press the
space bar whenever one of the “lights” on the screen

* The male voice was always presented first




flickered. There were 8 individual “lights” on the screen
for every trial. Each “light” was represented by a dark
green circle. Periodically one of the lights would “flicker,”
meaning that it would become light green for 200ms and
then return to its original color. No more than one light
would flicker during a given trial, and in 28 of the trials in
each for block of 100 trials (each “system”), none of the
lights flickered. The flickers, henceforth ‘“probes,”
occurred at specific points of interest, relative to the
instructions. For instructions containing both size and
color adjectives probes could occur just before the first
adjective (EARLY), just before the noun (MID) or at the
end of the sentence (LATE). For instructions containing
only one adjective, probes could occur before the
adjective or at the end of the sentence. For sentences with
bare nouns probes could occur at the end of the sentence.
The probe locations were counterbalanced. We measured
the time it took our participants to respond, relative to the
onset of the probe.

2.2. Results

Our primary performance measure for this experiment was
response time to the probes in the secondary task.
Following Norman and Bobrow, the logic is that the
secondary task relies on one or more limited-capacity
resources, in this case attention and vision. The primary
task also draws on these resources — and critically draws
on them to a greater extent as the task becomes more
difficult. Thus, increasing difficulty in the primary task
results in degraded performance on the secondary task as
the two concurrent tasks compete for the limited resources.
In the present experiment our prediction is that when
participants are interacting with a contrived system they
will have more difficulty with the secondary task than
when they are interacting with a natural system.
Furthermore, we predicted that the tendency would
increase over time for the region of the spoken instruction
that we probed, based on previous data concerning the
time course of human reference resolution in a similar
setting [8][13] .

We conducted a 2-within, 0-between ANOVA
comparison on the reaction times to the probes for the 30
trials for each voice that were identical in the natural and
the contrived system versions. These trials themselves
were always “natural” to allow for a tighter comparison
across conditions. We wanted to be certain that any effects
we might observe would be due to the distributional
characteristics of the references produced by each system.
In this data we observed an effect of system type
(F(1,18)=9.69, p<.01). Across all three probe locations,
participants responded to the probes faster when they were
interacting with the natural system (mean=1264ms) than
when they were interacting with the contrived system
(mean=1420ms). We also observed an effect of probe
location (F(1,18)=334.81, p<.01). Across both systems,
participants responded to probes significantly faster’ in
the EARLY condition (mean=827ms) than in the MID
(mean=1391ms) or the LATE (mean=1810ms) conditions
and they responded to probes significantly faster in the
MID condition than in the LATE condition.

We also observed a potential practice effect [14]-

* This wording means that the difference was significant
with p<.01 and the faster condition had a lower mean
reaction time.

those participants who interacted with the natural system
first responded to probes faster for the natural system than
for the contrived system, particularly for the LATE probe
position. In contrast, participants who interacted with the
contrived system first did not differ in how fast they
responded to probes across the probe locations (Figure 2).
We interpret this as a practice effect based on the
following reasoning: We begin with the premise that as
people practice they get better at the combined task of
following instructions and detecting probes, independent
of system type [14]. This means that, if all other things
were equal, we would expect people to be faster to respond
to probes when interacting with the system that comes
second for them. However, in this experiment we also
expect system difficulty to play a role in determining
reaction times. Thus when the difficult (in this case
contrived) system comes first people are much faster to
respond to probes when interacting with the natural
system, reflecting both a difference in difficulty and
improvement due to practice. In contrast, when people
interact with the easy (in this case natural) system first the
difficulty of the contrived system is balanced by
improvement in task performance, eliminating differences
in reaction time to the probes for the contrived and natural
systems.
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Figure 2: Reaction times to the probes for both system
types, with ordering of the systems in parentheses. Dark
solid lines are data from people who used the contrived
system first.

We also examined participants’ reaction times to the
instructions. As before, we conducted a 2-within, O-
between ANOVA comparison on the reaction times to the
instructions for the same 30 trials. In this data we did not
observe an effect of system type, but we did observe an
effect of probe location (F(1,18)=17.22, p <.01). Across
both systems, participants responded to instructions
significantly  faster in the EARLY condition
(mean=2331ms) than in the MID (mean=2520ms) or the
LATE (mean=2587ms) conditions and they responded to
instructions significantly faster in the MID condition than
in the LATE condition. We also observed that when
participants interacted with the contrived system first they
were faster to respond to instruction when interacting with
the natural system than when interacting with the
contrived system.

3. Conclusions

To our knowledge this study is the first direct



application of the dual-task paradigm to dialogue system
research for the purpose of comparing cognitive resource
demands of different styles of spoken interaction. We
observed results which are compatible with existing
psycholinguistic research concerning the time course of
activation for potential referents in a given scene, with
more competition occurring just at the end of the sentence.
We also observed a difference in performance between the
two systems which was consistent with both approaches to
reducing cognitive load, improving naturalness and
improving consistency. This difference could only have
been due to the distributional characteristics of the two
systems because the measurements were taken from trials
that were identical for the two systems. The effects we
observed in reaction times to the probes were mirrored in
the reaction times to the instructions themselves.
However, the probe reaction times showed a larger effect
size, suggesting that reaction time in the secondary task is
a more sensitive measure than reaction time to the
instruction. These results demonstrate that the dual-task
paradigm is a sensitive online measure of resource
demands of spoken interfaces, which may be more useful
than time to complete measures. We feel that the
introduction of this evaluation strategy represents a step
forward in dialogue system / speech interface research —
especially if we take it as our goal to develop human-
centered systems.

The specific test case we examined was whether a
system that closely approximated human-human reference
patterns would be less demanding to interact with than a
system that usually approximated human-human reference
patterns, but often overspecified and occasionally made
errors. We found that the cognitive resource demands were
reduced when participants were interacting with the
system that more closely approximated human-human
reference patterns. This was not surprising — no theory
that we are aware of would predict the reverse (although
some would predict no difference). However, it does
suggest that the common reference generation strategy of
“when in doubt, say more” might actually make a system
more difficult for users to understand.

Now that the basic feasibility of the methodology has
been demonstrated, we can begin to examine the question
of whether standardization or increased naturalness might
reduce cognitive load. In the realm of reference generation
we would like to know whether the form affects
processing. Does it help users when a consistent form is
used (e.g. always mention size and color in every
reference)? Will demands of a non-natural system ever
reach the level of demands of a natural system? How much
practice does it take? What about quasi-syntactic factors
such as adjective ordering? Can people learn to
understand “the red big bowl” as easily as “the big red
bowl”? Can they learn to understand “the triangled red tie”
as easily as “the red tie with triangles on it”? Is it better
for users when the systems’ referring expressions match
the users’ referring expressions — syntactically and/or
semantically?

In order to answer some of these questions we will
need to increase the complexity of the environment. In the
present study the users’ tasks were very simple, which
perhaps elevated the salience of referring expressions in
general, and/or size and color attributes specifically. In
addition, the user did not speak, but only listened, which
may have introduced strategic processing on the part of
the user. Fortunately, the dual-task paradigm is well-

suited to more complex interactive tasks. In future
research we plan to increase the complexity of the task,
and allow the user and the system to take turns speaking.
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