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ABSTRACT

We present a decoder for dialogue systems having
both automatic speech recognition (ASR) and natural lan-
guage (NL) understanding. Accurate and fast decoding
of spoken utterances is a key to speech understanding.
A good set of multiple word hypotheses produced by
a decoder is also crucial for flexible integration of
knowledge sources for language understanding. We
introduce three contributions to improve the search
efficiency and the effectiveness of our decoder, namely:
(1) handling of long-term language models with cross-
word triphone models, (2) speed-up of search and
likelihood computation; and (3) construction of high
quality word graphs for interfaces between the ASR and
NL understanding modules. The search algorithm was
successfully applied to a natural language call routing
task in a banking domain. As a result, we achieve both,
word hypothesis decoding and word graph generation in
real time with nearly no loss in word error rate in speech
recognition.

1. INTRODUCTION

Recently, the performance of spoken dialogue systems
has been drastically improved. The progress is accom-
plished by improving both the understanding component
of the system and the search strategy crucial for achieving
accurate continuous speech recognition in real time. The

acoustic search process mainly dominates the response

time of the whole system, particularly with regard to
complex knowledge sources such as trigram language
models and cross-word acoustic models. Thus, an
accurateand fast search method is the key to provide
the understanding module a flexible set of information
needed to integrate different knowledge sources.

To achieve fast search, we improve upon a time
synchronous one-pass beam search algorithm [9] which

is the likelihood calculation of the mixture densities for
the states of triphone HMMs. Typically, for most large
vocabulary tasksy0 — 80% of the overall recognition
effort is spent on evaluating the state likelihoods. We
propose a hybrid fast likelihood calculation combining
static and dynamic feature space partitioning technique
[1, 5].

Furthermore for mostlecoupledsystems, in which
ASR and NL understanding components are developed
separately, it is desirable to have a flexible interface
between them so that the effect of ASR search errors on
the NL understanding components is minimized. This
is typically accomplished through the use of the
best paradigm [8] or word graph [3]. We believe an
accurate word graph generation method that produces a
small graph for interfacing is very important. We propose
a word graph method that represents all (partial) word
sequence hypotheses whose scores are very close to the
locally optimal hypothesis at a given time frame similar
to what is done in conventional beam search algorithms.

The proposed improvement to one-pass beam search
is evaluated offa1 -word natural language call routing
task. The user inputs are usually spontaneous utterances
for a real-world banking application. We found the
proposed algorithm decodes the user utterances and
generates the word graph in real time with nearly no loss
in word error rate in ASR. Furthermore, this improves
call routing accuracy [7] because the resulted word graph
covers the user utterances very well and therefore the
call routing module has a better chance to pick the
correct destinations as long as the important keywords are
included in the word graph.

2. THE SEARCH ALGORITHM

2.1. Search Architecture

was built on layered self-adjusting decoding graph and The search algorithm is based on a self-adjusting
a tree-organized pronunciation lexicon. The algorithm decoding graph as described in [9]. This approach utilizes
handles long-term language model (LM) and detailed a scaffolding-layer technique to steer the expansion and
cross-word triphones. To improve beam search, we the release of the active search space with respect to long-
implement a number of efficient pruning techniques, term language models and cross-word acoustic models.
including acoustic pruning, word-end pruning and his- To evaluate the search space in a time-synchronous way
togram pruning. By doing so, the number of search by exploiting the principle of dynamic programming

hypotheses needed to be examined during search is (DP) and a tree-organized pronunciation lexicon, we

effectively reduced. In addition, it is well-known that condition the search hypotheses to the full cross-word
the most time-consuming operation in an ASR system contexts and the word history associated with long-term



language model constraint (e.g. [2]). Strictly speaking,
for each word ending corresponding to a specific cross-
word context, we only activate the part (or subtree) of
the lexical tree which represents the particular cross-
word context and corresponds to the required word-
history due to the LM constraints. To perform the DP
approach, we define the quanti(y(v;nflmﬁ_) (t,s) as
the overall score of the partial path that ends at time
t in states of the lexical subtree for predecessor word
sequencev]" ! V1, ...,Um—1 With the cross-word
context triphone,3_, wherea denotes the left context
of the actual phong. This definition involves the time
alignment within a word or strictly speaking within a
tree copy. At word boundaries, we have to incorporate
the LM probability p(v,,|v]*~") and finally we have

to optimize over the predecessor worgd. To define
the DP recombination at word boundaries, we use the
auxiliary quantityH (v3*,_~vs;t) as the joint probability

of observing the acoustic vectots, ..., z; and a word
sequence ending at tintewith v%* in cross-word context
_vs. For a potential word hypothesig, we get:

H(v3*,_75;t)
H})Zlix { p(’l)m|1){n_1) . Q(vfrl,aﬁ_) (t, S(vm’_ ’Y(j))} ,

where S(v,,,,_7s) is a final state of word,,, ending at
time framet in phoneme arc~; (v describes the actual
phone and the right context in the sense of a triphone
model). This score is then used to start up the new lexical
subtree:Q yp 5y (t,s = 0) = H(vs",_vs;t) , where

s = 0 denotes an artificial start-up state.

2.2. Pruning Techniques

In order to control the search space a time synchronous
beam search includingacoustic pruning word-end
pruning and histogram prunings applied at every time
frame during the search process. However, for handling
full cross-word models and long-term LMs this standard
approach is not sufficient to achieve real-time decoding
with high recognition accuracy. Strictly speaking, for
decoding using cross-word context dependent models,
multiple new tree hypotheses corresponding to different

X

Figure 1. Space partitioning using a VQ-based method
(static space partitioning ) combined with a PSA based
technigue dynamicspace partitioning ).

2.3. Fast likelihood calculation

One of the most computationally intensive operations in
HMM-based speech recognition system is the calculation
of the state likelihoods. To reduce the computational
effort of the calculation, we developed several extensions
to the vector quantization (VQ) based fast distance
calculation method describe in [1]. This method
partitions the high dimensional feature space imgper-
spheres Each sphere (or VQ cell) contains the assigned
prototype vectors of the HMM states. This is done in
a preprocessing step and, thus, the VQ-based method
can be viewed as a static space partitioning method.
During the search process, we determine for each acoustic
observation vectorz; the nearest VQ cell. In the
likelihood calculation procedure we then consider only

cross-word contexts are started for eagh actlve' wqrd—end the prototype vectors lying in the selected VQ cell.
sequence and at each time frame, causing a major increase

in search complexity. Therefore, we apply in addition to
the word-end pruning, a so-calledloss-word pruning
The idea of this pruning technique is to determine for

This VQ method can be further improved by using a
dynamic state partitioning method based ongiagection
search algorithm(PSA). After finding the nearest VQ

each active word-end sequence the best score amongcell corresponding to a given observation vector, we

all possible starting phoneme arcs and all copies of the
lexical tree associated with that word history. Then, a
new copy of a subtree will be initialized from that word
history, only if the associated phoneme arc score is close
to the locally best score of this specific history at that
time frame. The proposed approach can be integrated
into language model look-ahead based prunsm that

the efficiency of this pruning technique can be further
improved. Due to the memory constraints, we use a
simplifiedLM look-ahead based on a unigram LM instead
of an exact m-gram LM look-ahead.

limit the corresponding list of prototype vectors in the
following manner: Firstly, we construct a pair of parallel
hyperplanes centered around the observation vector and
orthogonal to an axis, e.g. the first component of the
feature space. Prototype vectors which are not between
this pair are removed from the list. Next we trim the
list of candidates by removing all prototype vectors that
are not located between a second pair of hyperplanes
being orthogonal to the first planes and so on. This
slicing technique leads finally to a hypercube containing
all prototype vectors that are closest to the observed
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Figure 2: lllustration of a time conditioned word graph for the spoken senténeed to get rates for home loans

vector. Only for those prototype vectors the likelihood is
calculated. States being not represented by a prototype
vector within the cube will be assigned to a standard
likelihood value.

Fig. 1 shows the principles of thao-stepprototype
vector preselection process for tRBalimensional case.
The circles describes the VQ cells after partitioning the
feature space, whereas theld circle denotes the nearest
VQ cell to the observation vectat; at timet. Then, at
timet we build a pair of hyperplanes (dashed lines) which
are orthogonal to the-axis These plane$/,, andH,.,,
are located on either side of at a distance of,. Next,
we create a pair of pland$,,, H,,) perpendicular to
the first pair of planes and, of course, centered around
x;. Finally, we get the hypercube (shadowed area). The
likelihood calculation is then performed only for those
prototype vectors of the selected VQ cell lying inside this
hypercube. It should be mentioned that for efficiency
reasons only the firsi — 8 components of the feature
vector are considered. In contrast to the method described
in [5] which was established for Laplacian densities, we
apply our approach to Gaussian densities. In addition,
we scale each side of the hypercube to accommodate for
different scaling in each parameter dimension.

3. WORD GRAPH GENERATION

In applications such as dialogue systems, it is useful
to generate a compact word graph for postprocessing
and NL understanding. Unlike thé&/-best approach

to determining the top sentence hypotheses, the word
graph method results in a more compact representation
of the N-best hypotheses. The algorithm presented in
this section tries to avoid any kind of approximation and
is similar to the work described in [4]. In addition, we
incorporate the acoustic cross-word triphone information
to build atime-conditioned word lattice Fig. 2 shows

an example of such a word graph for an NL call routing
task. For simplicity, only the time nodes and the word
hypotheses themselves are drawn. The basic idea of this
method is to store all hypothesized word ends during the
acoustic search process within a predefined beam width.
In principle, we consider all sentences in the word graph
where the following properties should be fulfiled:

e The word graph should have a minimum number
of word arcs. In principle, the word graph
may contain more sentence hypotheses than the
intendedN -best sentences in ai-best paradigm.

In particular, we store, for each hypothesized word end:
the word identityv,,, the corresponding acoustic word
scoreh(vm,a B_,_7s; T, t), Starting timer, ending timet
and the starting phonemg3_ and the ending phoneme
_By Of vy h(vm,a B_,_7s; T, t) CaAN be computed as:

Q(Urilmﬁ_) (t7 S(Uma_ 75))
H('U{n71 aB5T)

Nevertheless, keeping all word-end hypotheses within the
beam width leads in general to unmanageable storage
requirements. To reduce the size of the word graph,
we apply the so-callegvord boundary optimizatiof4]
during the word graph construction. That means, when
applying anm-gram LM it is sufficient to distinguish
word sequences only by their fingh — 1) words so that

we can recombine word sequences having the same final

h(Vmsa Bo_ 85T, 1)

(m — 1) words at a given time frame:
HOPsit) = max { poab -
v1

mfx{H(U{n_l,_ ag;T) - h(Vmsa B, 783 T, t)} } :

This calculation can be efficiently performed in a sub-
sequent operation by generatingvard-hypothesis tree
(sentence hypothesis tree) [4]. The use ofithgram LM
probabilities serves only for the purpose of more efficient
word graph pruning. In a final transformation, we
store all word hypotheses surviving the word boundary
optimization and also staying within the beam width.
Word hypotheses with the same word identity and the
same cross-word contexts will be stored only once if
they have the same starting and ending time nodes. To
further reduce the memory requirements needed during
the construction process all word hypotheses leading not
to the end of the spoken sentence will be removed from
the word graph. This so-callgulrging process can also

be applied at regular intervals, say evéfy time frames.
Word hypotheses, which cannot be reached from any

e The acoustic scores of each sentence should not be active state hypotheses, will be removed from the word
affected and, hence, the word boundaries should be graph and from the sentence hypothesis tree. In addition,
preserved. we limit the number of path hypotheses at a given time



Table 1: Performance of a single-best decoder on a NL
call routing task (PC 350 MHz).

| System || WER [%)] | RTF |

| Baseline [ 241 [ 83]
VQ + PSA 24.1 2.4
+ Cross-word Pruning 24.0 1.9

frame to a maximum number. When generating the
sentence hypothesis tree, the list of fiiebest sentences
can easily be produced.

4. EXPERIMENTAL RESULTS

To demonstrate the efficiency of the proposed techniques,
experimental tests were applied to a NL call routing task
(2 100-word vocabulary) [6]. The test set consistd 856
spoken sentences (a total bif116 spoken words with a
length of7672 seconds) with various spontaneous speech
effects. In all experiments, a trigram LM with a perplexity
of 25 and a set of phonetic decision tree based full
(within-word and cross-word) context dependent acoustic
model were used. The results of the speed-up techniques
are summarized in Table 1. The baseline search algorithm
without any kind of look-ahead pruning techniques leads
to a word error rate (WER) @4.1 and8.3 times real-time
(real-time factor (RTF): 8.3) on a Pentium-PC 350 MHz
using Linux. Applying the proposed cross-word pruning
in combination with the hybrid fast distance calculation
method (VQ+PSA), the search speeded up by a factor
of 4.4 with nearly no loss of recognition performance as
compared to the baseline result.

In another series of recognition experiments, we have
studied the word graph method for different thresholds,
Fwq, used in the time-synchronous pruning. Table 2
shows theword graph error rate(GER) as a function of
the word graph densitfWGD). The word graph error
rate is computed by determining that sentence through
the word graph that best matches the spoken sentence in
terms of word errors. The word graph density is defined
as the number of word hypotheses per spoken word. It
can be seen form this table, that even for a WGL2 of
the GER is clearly smaller than the WER 2£.1 from
the single-best sentences (see Table 1). This can help
achieve better understanding results in a natural language
ASR based call routing dialogue system [7]. The cost
for the word graph generation, including all optimization
steps, is negligible as compared to the acoustic search

process. These results demonstrate the usefulness of the

word graph approach.

5. SUMMARY

This paper has presented some techniques for speeding [g]
up the acoustic search process of a one-pass decoder.

In addition, we have presented an efficient method for
generating time-conditioned word graphs including the
cross-word triphones.

Table 2: Recognition results for the word graph method
on a natural language call routing task using different
word-graph pruning thresholds.

[ Fwe [[ WGD [ GER[%] |

180 | 457 11.18
160 || 433 11.20
100 251 11.26
60 89 11.57
40 40 12.18
20 11 13.73
5 2 14.85
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