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word spoken by an unknown child. Thiaises theemotive
ABSTRACT question of what constitutes ‘good’ or ‘poor’ pronunciation.
Jones [2] defines ‘poor’ speech asvay of talking which it is

Since 1990 theDRA Speech Research Unit hamnducted difficult for most people tainderstand, caused by mumbling or
research into applications of speech recognitiechnology to the lack of definiteness of utterance. By contragbod’
speech and language developmfentyoungchildren. This has Ppronunciation will enable a child to participatenfidently in
been done in collaboration with Hereford and WorceGmunty  public, cultural and workingife, and will aid accurate reading
Council Education Department (HWCC) amapre recently, with and spelling. ‘Good’ pronunciation occurs within the context of a

Sherston Software Limited, one the UK’s leading independent Variety of regional accents, and is clearly rthe same as
educational software publishers. Received Pronunciation (‘BBC English’). Factors such as a

child’s confidence in speaking are also relevant.
An initial project, known as STAR(Speech Training Aid

Research), was prompted by HWCC's awareness of Assumingthat‘good’ and ‘poor’ pronunciation can be identified,
requirement by teachef®r a computerised ‘Speech Trainingthere remains the question of whether current speech pattern
Aid’ tool to aid youngchildren in thedevelopment of a range of processing techniqueare sufficiently accurate to make the
communicationgnd languagskills. Thegoal was to develop a required distinction. This complimentie normalautomatic
computer-based system which waisle to distinguish between Speech recognition problem, where the goal is to correctly classify
‘good’ and ‘poor’ pronunciations of a word, spoken by a child irfach utterance (including those whieie ‘poorly’ spoken).
response to a textual, pictorial or verbal pronfmm a 1,000 Since thelate 1980s themost successful automatic speech
word children’s vocabulary. recognition systems have used phoneme-level hiddarkov
models (HMMs) to model acoustic speguhitterns. From this
The same speech recognititechnologyhas subsequently been perspective théey issue (assuming thathonological variation
integrated into  Sherston Softwaretommercially successful gye to legitimate accent differences carabeommodated by the
range of animated ‘Talking Books’, which use stored digitisefse of appropriate network structures) is whether there is positive
speech to enable tmputer to read wordsut-loud to a child. correlation between the probability of a particulacoustic

This converts them into “Talking & ListeninBooks’ which, in  pattern conditioned on given HMM and a teacher’s evaluation
addition to the existing functionsyre able to ‘listen’ to a child of the corresponding utterance as ‘good’ or ‘poor’.

reading and indicate words which have been read incorrectly.
Next there is the issue of children’s speech. Speecdyméon

1. THE CHALLENGE research has concentrated mtognisingadult speech, and in
particular,many front-endanalysis schemeare tailored to adult

The use of automatic speetognition in computer basédols  male speech. At thBecember 1993EEE ASR Workshop in
for speechand language development in children Basrmous Snowhird, children’s speech appeared in the ligpraiblems’ at
potential. While such tools are unlikely to be a substitatethe  the end of several presentations. HMM-based systemdittiere
human interaction which occurs when a teacheapent helps a explicit knowledge of human speech production and rely on
child learn to readthey could vastly increasthe individual automatic estimation of statistical model paramefemn large
assistance which a child receives, and allow valuable time Wiﬂpeech corpora. Sindbke majority of available corpora consist
the teacher or parent to be usedre effectively. Giverthese predominantly of adult speech, it is not surprisingt children’s
advantages, and theconomic importance dfteracy, it is not speech is found to be a problem. A further consequence of the
surprising that this problem is receiving attention from the speeefature of HMMs is that the question offarmal definition of
technology research community (see, for example [1]). ‘good’ or ‘poor’ speech may be largely academic. Saresuch
definition is likely to be couched ilinguistic or phonetic terms,
itt%usefulness in the context of an HMM based speeatessing
system is doubtful.

From the perspective of speech technoldiyg,question posed by
HWCC was whether automatic speech recognition can be used
distinguish betweefgood’ and ‘poor’ pronunciations of lenown



In practice, it was acceptetthat a largecorpus of children’s pattern conditioned on a word-level HMM witie probability of
speech would be required in order to make progressigand’ the same patteroonditioned on a ‘general speech’ HMM, it is
speech was defined implicitly by training an HMBEt on possible, on average, to distinguish betwé&mod' and ‘poor’
material collectedfrom children whose pronunciation was pronunciations of a given word spoken by a child [4]. The same
assessed agood bytheir teacher. The&peech Training Aid experiments showedhat there is a correlation between the
problem was treated as one of word spotting in continuous spegmrcentage of words whicare judgedpoor’ by the automatic
with a singlekey-word corresponding togood pronunciation of systemand by teachersthough the automaticsystem rejects
the given word. The requirement to distinguish betweesignificantly more utterances than the teacher.

different pronunciations of the same word, tie@al operational

environment, and the need wope with children's speech 3.2. A Real-Time Speech Training Aid
exacerbate the problem, but it is mitigated by few that only

one key word is active at any one time.

2. A CORPUS OF CHILDREN'S SPEECH programmable, HMM-based continuous speech recogniser,

configured as follows:

A substantialcorpus of speech of 5 to 7 year old children has
been recorded. Recordings of five children, whose pronunciation *
was considered to be ‘good’ by their teacher, speaking each of the
words from a 1,000 word PrimarySchool Reading (PSR)
vocabulary were compiled early inthe project and used to
developthe prototype Speech Training Aid system. The PSR
vocabularywas specified with thedvice of teachers, language
experts and speech therapists, and was judged to be suitable for
the age range involved. These recordings were supplemented,
first by ‘graded’ recordingérom eight additional childremvhose
pronunciation was rated betwegary-goodand very-poor, and .
subsequently by recordings of words wharke minimally distinct
from words inthe PSRvocabulary. These recordings were used

The development of a prototype real-time Speech Training Aid
began in 1994, using the Speech Research UABIRIX™

Speech was analysed using a 27 channel critical-
band filterbank (10kHz bandwidth) at 100 frames
per second, followed by variable frame-rate
(VFR) [3] analysisand a cosine transform. The
representation comprised 8 cosine coefficients,
mean filterbank channel amplitude, afdFR
count’, plus thecorresponding‘delta’ values.
This is the normal parameterisatidar adult,
speaker-independent applications.

HMMs were trained on the PSR subset of the
children’s speech corpus (secti@). Standard
HMM initialisation and optimisation algorithms

for early system assessment [4]. All of the children in this part of
the corpus are from the Hereford and Worcester region of the UK

The corpushas been extended with recordings of childirem

Worcestershire, London, Edinburgh, Glasgand Staffordshire
using theprototype Talkingand ListeningBook system(see
section 4). The scope of the corpus is shown in table 1.

were used. The modskt comprises 43 3-state
monophone HMMs, three 1-statenon-speech
HMMs, a ‘background adult speech’ HMM, and a
set of 3-statecontext-sensitive ‘forward-looking’
diphone HMMs (thelatter determinedrom the
training material using the ContexAdaptive
Phone (CAP) modelling approach [5]). The
monophone HMMs, non-speech HMMs and

‘backgroundadult speech’ HMM wereombined

PSR PSR PSR T&LB to form ageneral speech HMM. THenction of

(graded) (min. the ‘backgroundadult speechimodel is to match

distinct) verbal promptsfrom a teacher, which might

otherwise match well with the word models.
N;:chtj)gnof > 8 8 181 The Speech Training Aidises a Shure SM10 head-mounted
microphone. The child is prompted to spéla& requiredwvord

Approximate | 5,000 1,000 | 80words| 15,000 (using either text, graphics, or verbally, or a combination) by host
size words | words words software running on a typical UK primary classroom computer.

The speech signal is compared, parallel, with aword-level
HMM (obtained by concatenatinghe appropriatediphone
HMMs), and the ‘general speech’ HMM. The child is judged to
have produced goodpronunciation if the beshatch is obtained
with the word model. A number of featurese particularly
important:

3.1. Previous Results .

Table 1: Speech data recorded and used during the project .

3. A SPEECH TRAINING AID USING
AUTOMATIC SPEECH RECOGNITION

BecauseAURIX is truly continuousthe child is

not constrained to speak within a particular ‘time
window’.  Everything that the child says is
recognised, and a positive response is returned

Previous ‘off-line’ speech recognition experiments with the
‘graded’ portion of the DRA Children’s Speech Corpusave
demonstrated that bgomparing the probability of aspeech



only if AURIX's partial tracebackalgorithm
returns a path through the word model.

Changing the probability of the ‘word’ and
‘general speech’ components dhe syntax,
biases thesystem towards, omway from, the
general speech model, and hence makesoite
or less discerning. This ‘general speeubdel
bias’ parametecan beset by the teacher on an

technique, the speech data storage requirembat®e been
reduced suchhat thesoftware will run on platformsvhich are
typically available atheyoungerend of UK PrimarySchools (in
particular, a CD-ROM is not required).

A recent pilot study ofthe Talking Books involved 32infant
childrenfrom four classes. Preliminary results aecouraging.
Children exposed to the TalkinBooks have shown significant
increases in wor@ccuracy comparedith thosewho were not.

‘accuracy’ scale between ‘high’ and ‘low’. Teachers have also been favourable [ 5].

e The combination of a general speech HMM, 4.2.
AURIX's standard  adaptive noise tracking
algorithm, and the use of alose talking
microphonehelp ensure that thgystem isable to
function in a noisy classroom environment.

‘Talking and Listening’ Books

The addition of speech recognitiorechnology to ‘Talking
Books’, to convert them into ‘Talkingnd Listening Books’, is
compelling. Ideallythis would create an interactive, computer
based reading scheme which would aoly readout-loud to the
child, but also enable the child to reauat-loud tothe computer.
However, reading tuition presents additional challenges to the
A pilot study to evaluate the Speech Training Aid has been takiggeech technology. The Speech Training Aid application
place at a Worcester primary school since Jani@8b. Forty  concentrates omccuracy ofpronunciation of individual words,
children aged between 5 and 7 have had regafareper week), whereasfluency and comprehensiorare emphasised in the
supervised use of theystem. At firstthe trialstook place in a teaching of reading. To cometh fluency it is necessary move
quiet library area, buhey have subsequenteenmovedinto a  towards continuous speech recognition, which is within the
classroom. Several important factors became clear: capabilities of AURIX™ but presents additional problems in
terms of robustness and tlemplexity of the child-machine
interface. Also, approaches to reading which attach primary
importance to comprehensiomay require that thesystem isable

to copewith the omission of non-essential words and even the
use of synonyms.

3.3. Trials of the Speech Training Aid

* Children were less intimidated than adults by the
act of talking to a machine.They regard it as
exciting, but not unnatural.

e Using a computer appears to be a significant
motivating factor forchildren. Apartfrom the
superficial attraction of theechnologythere was
also evidencehat a child considers eomputer
‘non-judgmental’ and is more likely to attempt an
unfamiliar word.

A prototype Talkingand Listening Book systemhas been
developed by integratinfdURIX™ and Sherston Software’s
‘Talking Books’. Theinitial version used the Speech Training
Aid ‘vocabularyindependent’ phoneme-level HMMs trained on
the PSRcorpus (sectior?). Prototype ‘Talkingand Listening
Books' havebeen used by nearly 200 children, and audio
recordings ofthe majority of these interactions have been made
Initially teachers were skeptical dfie technology’scapabilities and used to adapt the HMM sitcrementally towardshis
and robustness to tldassroom environmerand of itsability to  vocabulary.

maintain children’s attention. However, as trials have progressed ) ) ]

the children’s interest has not wavered and the teache’d'® Prototype Talkingand Listening Books have been
enthusiasm hagrown suchthat they are now putting additional demonstrated ‘live’ akey educatlon_al exhlbltl_ons_, including the
children forward to useéhe system. Although naquantitative World Conference on Computers in Education in July 1995 and
measures of theystems educational benefits have been madi® British Educational Training ariiechnologyexhibition in
those involved in the trial now believe that thereviglencethat ~January. The respong®m educational professionals who have
the system can aid clarity of speech and improve confidence. S€en these demonstrationsoigerwhelmingly positive. ~School

trials are scheduled to begin in the near future.
4. TALKING AND LISTENING BOOKS 5. THE CHILD-MACHINE INTERFACE

4.1. Talkmg Books Wheneverthe systems described ithis paper are used by

“Talking Books' are animated,computer-based books which children it is clear that the design of tbleild-machine interface

include the ability toplay-back stored recordings of speech.IS of paramount importancg. Theitial Talking ar_ld Listening
Sherston Software is one tfe UK's leadingPrimary School B0OK systemprompted a child to speak the required word, then
software publishers, and has experience of spéedimology moved on tothe next word either after an acceptable

through adding a ‘talking’ facility to existing reading SChemegro.nunciation _had been produced,_or after a fixed time period.
and proprietarytities. By employing a speech compressionT_h'S gave togllttle control tothe child and was un_acceptqble.
Either the childvould feel pressure dke end of the time period

* A good child-machine interface is essential.



approached, or frustration at havingwait for the nextword if  uses thesystem forthe first time dow value would be chosen to
their utterances werenot accepted (either because pbor bias the system towards acceptance.

pronunciation or recognition error). the most recent system,

control is given tahe child,who decides when tmove on to the 7. CONCLUSIONS

next word, or to play-back the recorded speech. ] N ]
The results of the trials of th®peech Training Aid system and

A further factor is higher-level control dhe software by the experiences with therototype Talkingand Listening Books
child. Talking and ListeningBooks involve animation, and suggestthat there are benefits to be gainfedm deploying
talking-and-listening by both computer and child. A simple angurrent speech recogniticiechnology in tools forspeech and
unambiguous interface is needed to enabée child to operate language development youngchildren. Children arenotivated
these functions easilyzooddesign of this interface is essentialby the opportunity touse computers irthis aspect of their
to make these systems useable by an unsupervised child ~ education and do not appear to be intimidated by talking to a
machine. Teachers involved the Speech Trainingid trials,
6. SYSTEM PERFORMANCE although initially skeptical abouthe technology, are now

enthusiastic and believe that it is of educational benefit.
Figure 1 showshe results of aoff-line laboratory evaluation of

the January 1996 prototype Ta”(”'@d Listenin@ook System_ Suitable design of thechild-machine interface is critical in
Technical detailsare as defined isection3.2, except that the determining acceptability and educational usefulness. Indeed it
HMM parameters were trained oncambination ofthe PSR is arguable that these considerationscameently more important
corpus and @ubset of the Talking and ListeniBpoks corpus. than the performance of the speech recognition technology.

The system watested on the ‘minimally distinct PSR’ subset of

the corpus. The figurshows percentage false acceptance (or\ﬁidely available to primary schools at an affordable cost. This

membern O.f a minimally distincpair is accepteq as a valid canonly be achieved by making use tfie limited computing
pronunciation of the other) and false rejection “gmod power which is already available ithe primary school

pronunciation of a given word is rejected) as a function of th&assroom. Tahis end, the speeakcognition technology which
bias towards the general speech modglich was discussed in '

. ) . underpins theAURIX™ system is currently being ported to run
. ) o
section 3.2. The ‘equal error’ rate is approximately 30%. on this type of computer.

In order to realizéhe benefits of théechnology, itmust be made
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Figure 1: Performance ofthe January 1996 Talking and
Listening Book system as a function tife general speechodel
bias parameter
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