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ABSTRACT

This paper describes a system for the inductive learning
of grapheme-to-phoneme rules. As input, the system only
needs a list of words; each word in its orthographic and
phonemic form. In a first step, the correspondence between
graphemes and phonermes is established for each word. This
is done with the technique of Hidden Markov Models. Next,
the actual learning process is started. This iterative induc-
tion process creates an ordered list of pronunciation rules
for each letter of the alphabet. The proposed methods were
evaluated for Dutch.

INTRODUCTION

In most languages which employ an alphabetical spelling
representation there is no one-to-one correspondence be-
tween graphemes and phonemes. Therefore, a text-to-speech
system generally needs a lot of pronunciation knowledge to
perform the grapheme-to-phoneme conversion. The man-
ual development of a well performing grapheme-to-phoneme
system is a difficult and time consuming job. However, one
can try to automate the development applying inductive or
statistical learning strategies. Several approaches are de-
scribed in literature: the use of neural nets [6], the construc-
tion of decision trees [3], the inductive learning of re-write
rules [5,9]. Some of the proposed methods perform rather
well. For example, the information theoretic approach of
(4] leads to a performance of 94 % at the grapheme level.
Although this figure seems quite high it is still significantly
inferior to the performance obtained by several manually
developed rule sets (e.g. {1]). However, automatic learning
followed by manual refinement seems to be very attractive.
For this purpose we developed a system that learns pronun-
ciation rules inductively. The system only needs a training
set of words as input; each word in its orthographic and
phonemic form. In a first step, the orthographic represen-
tations are aligned with the corresponding phonemic ones.
Once the alignment phase is completed the actual learn-
ing process is started. In what follows, both steps will be
discussed.
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THE ALIGNMENT OF
ORTHOGRAPHIC AND PHONEMIC
REPRESENTATIONS

The actual learning procedure (see further) can only be
used if the correspondence between the graphemes and the
phonemes of the training words is known. In the follow-
ing paragraphs, an automatic alignment method based on
the technique of Hidden Markov models (HM models) is
presented. The use of HM models for the alignment prob-
lem is also mentioned in {3}, however without describing the
procedure or the performance of the method.

Principle

As is sometimes done in speech recognition (e.g. [2]),
the method uses HM phoneme models. Figure 1 shows the
topology of such a phoneme model.

The output symbols of the model are letters (graphemes).
Each time state 2, 3 or 4 is reached, one grapheme is emit-
ted. To align the phonemic transcription of a word with
its orthographic representation, a HM word model is con-
structed by concatenating phoneme models according to the
given phonemic transcription. Using the well known Viterbi
algorithm, one can then determine the state sequence which
is most frequently used to generate the given orthographic
representation. If the phoneme models have been trained
properly by means of the same Viterbi algorithm, we then
assume that this state sequence corresponds with the cor-
rect alignment between the phonemes and the graphemes.

1 @ 5

Figure 1: The phoneme model
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Evaluation

A number of tests were used in order to determine the
effectiveness of the proposed method. All these tests were
carried out for Dutch.

Training. The training of the phoneme models was
repeated with 3 training sets of different sizes. Set TR1
contained the 2000 most frequent Dutch words. Set TR2
and TR3 contained respectively the 5000 and the 10000
most frequent Dutch words [7].

Two different sets of initial probabilities were used. In
both sets and for all phoneme models the transition proba-
bilities a(%,j) were given the following values:

a(1,2) = 0.87
a(1,3) = 0.10
a(4,4) = 0.05

All other initial transition probabilities follow from these
three values.

We chose two different sets of output probabilities. In
the first set (Probl) all initial output probabilities were
identical and were given 1/72 as initial value (the program
supports 72 output symbols). The initial output probabili-
ties for the second set (Prob2) were determined using data
partially shown in figure 2. We used the following proce-
dure: all output probabilities were given the value 1/72 (as
is the case for Probl). Then the data was read. In that
way, some output probabilities received a value 1. Next,
the output probabilities were normalised so that their sum
per state became 1. The numbers in the table reflect some
very simple observations about the correspondence between
orthographic and phonetic representations in Dutch. If we
look at the specifications of the phoneme i for instance, we
see that the data in the table indicates that the phoneme 1
mostly corresponds with the letter ¢ or with the two-letter
sequence te.

state
phoneme | letter | 2 | 3 | 4
I 1 1
i i 1)1
e 1
u o 1
e 1
b b 17141
j it
i 1

Figure 2: Part of the table that is used to initialise the
output probabilities
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Testing. The performance of the method was tested
on two different test sets. The first test set contained 1000
words that were picked at random from set TR3. We will re-
fer to this selection by means of the letters SE. The second
test set contained 3000 words taken at random from the
words in corpus [7] that were not included in TR3. This
set of low-frequency words will be referred to using the let-
ters LF. We aligned the orthographic and the corresponding
phonemic representations of the words in sets LF and SE
manually.

Results. Table 1 gives the performance at word level
(the percentage correctly aligned words). A training set of
2000 words (TR1) already gives good results on condition
that the initial probabilities are chosen in a simple but well
considered way. We can also determine the performance at
phoneme level. When trained with set TR1 using the ini-
tial probabilities Prob2, the phoneme performance on the
LF set is 99.1 % (as to 95.7 % at word level). This means
that less than 1 phoneme in 100 shows an alignment error,

test words LF ]

training | Probl | Prob2
TR1 69.0 95.7
TR2 78.2 96.0
TR3 96.1 96.1

[ test words SE J |

training | Probl | Prob2
TR1 80.6 96.9
TR2 86.0 98.1
TR3 98.5 98.6

Table 1: Percentage correctly aligned words.

THE LEARNING STRATEGY

Once we have a database with words of which the or-
thographic and phonemic representations are aligned, the
actual learning process can start. The learning strategy
generates rules for one grapheme at a time and is therefore
repeated as many times as there are letters in the alphabet.
The result of one run is a list of context dependent pronun-
ciation rules in a formalism which resembles that of genera-
tive phonology. The rules appear in the order in which they
should be applied. The more specific rules appear at the
top of the list, the more general rules at the bottom. The
last rule is a context independent rule. We call this rule the
default rule. During grapheme-to-phoneme conversion, the
list is scanned from top to bottom until a rule that fires is
found.

We will now describe the procedure used during one run
of the learning program. More specifically, let us suppose
that the program starts to run for the letter 4.

Step 1: Collecting the appropriate pronunciation
examples.

The training set with words is scanned for all occur-
rences of the appropriate grapheme; in our case the letter
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3. Bach occurrence results in a pronunciation example. As
can be seen in figure 2, the left and right contexts of the
examples are limited to 3 letters each.

Step 2: Determining the default rule.

The phoneme that most frequently occurs in the list of
examples is used in the default rule. If we suppose that
for the letter i, the most frequent phoneme is I, then the
following default rule is created:

il =--> {Il;

All the pronunciation examples that are handled cor-
rectly by this default rule are marked realised while the
others are marked not yet realised.

database with pronunciation examples
aligned words for the letter ¢
context phoneme
politie pol tie i
polisi”™ lit o## i
eindigen ##e ndi -
J " nd$gén ind gen $

Table 2: Collecting the pronunciation examples. (The char-
acter ~ is used for alignment purposes.)

Step 3: Determining context dependent rules.

This step involves an iterative process which looks for
the rule that most enhances the performance of the previ-
ously determined rules.

In what follows we will use the term context length for
the total number of letters in the context of a rule (left and
right context together). We will refer to this value with the
letter C.

The idea behind the rule development strategy is very
simple. To create a new rule, one generates all possible dif-
ferent letter contexts (context lengths 1 to 6) that occur in
the pronunciation examples marked not yet realised. If the
user defines linguistic features such as vowel or consonant,
the system not only generates pure letter contexts but also
contexts with letters and/or features.

Next, one phoneme is associated with each possible con-
text. This is done in such a way that, if context plus
phoneme are interpreted as a rule and added to the cur-
rent rule set, the number of examples that are realised by
the new rule set is maximal. Subsequently, the rule (i.e.
context plus phoneme) that mostly improves the perfor-
mance of the current rule set, is chosen and added to the
current rule set. Next, the examples are scanned again and
marked realised or not yet realised. Note that some exam-
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ples that were already marked realised, may be remarked
not yet realised.

The bottleneck of this very simple but effective strat-
egy is the number of possible different contexts that have
to be considered to create one rule. This problem is solved
by considering only contexts of one fixed length at a time.
However, this means that the program has to change dy-
namically the context length of the rule to be found. Two
parameters play an important role in this process:

¢ the maximal context length that occurs in the previ-
ously determined rules. We refer to this parameter
with the letter M.

e the performance increase threshold T. A new rule is
accepted only if the increase in performance (i.e. the
increase of the correctly handled examples) exceeds
the value T.

The use of M and T as well as the dynamic change of the
context length C are clarified in the block diagram of figure
3 which shows the complete rule development process.

yes

find the rule with the highest per-
formance increase P

yes

add the rule to the rule set, up-
date M, mark the examples

]

performance increase threshold

initial value for T

lower limit for T (T1 < T5)

performance increase

factor for lowering T (0 < @ < 1; typical a = 0.5)

the context length of the rule to be found

the maximal context length in the rules previously found
maximal allowed increase of M (typical § = 1)

TEQR vHEN

Figure 3: The rule induction process
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Results and evaluation

The evaluation of the learning strategy was carried out
using the database with the 10,000 most frequent Dutch
words (see above). After learning on a random selection
of 7000 words, the grapheme-to-phoneme performance was
measured on the remaining 3000 words. The performance
at the grapheme level was found to be better than 96 %.
This means that less than 4 % of the graphemes receive
an incorrect phoneme. The result was obtained with an
average of 14 rules per grapheme.

Figure 4 shows part of the output file that was created
by the learning program. The linguistic features vowel and
cong were not determined by the system but defined by the
user. The notation used in the output file is compatible
with the notation used in the previously described Depes
development system [8].

module GRAPHEME_TO_PHONEME;

features
vowel = [aeiuo];
cons = [bedfghjklmnpqrstvwxz];

grammar RULES_FOR_i;

begin

Rule until first
begin
fil-->1j1 /Lcons][vowell [cons]_a;
li]-->1il| /#_[cons] [vowel];
lif=->1J1 /#(consl_j;
Fil-=>131 /bl_j;
1il~->1j| /_on;
fil==>1~1 /[vowell _g;
Jil==>1j1 /[vowell [vowell_;
lil=-=>1il| /_sc;

111-->1$1 /_g;
jil-->1il /[consl_{cons] [vowell;
lif-=>1$| /1_j;
1il==>131 /_j;

lil==>1~1 /lvowell _;
[il-->1il| /_[vowel];
lit-=>11] ;
end;

end;

end.

Figure 4: Part of the output file created by the learning
program: rules for the Dutch grapheme ¢
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CONCLUSION

We described an automatic alignment method based on
Hidden Markov Models. The method is used to prepare
the database of words needed by the proposed rule induc-
tion program. Both the alignment procedure and the rule
induction method yield very good results. The rule induc-
tion program is very useful to create a good initial rule set
for further manual development. Thanks to the inductive
learning method the rule development is speeded-up signifi-
cantly. This is especially appreciated if one is involved in
multi-lingual text-to-speech development.
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