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Abstract
This paper describes the Speaker Diarization (SD) systems sub-
mitted by HiTZ-Aholab to IberSPEECH 2024 for the SD task
of the Speaker Diarization and Identity Assignment Challenge
of Albayzin Evaluations. We presented three systems based on
pyannote.audio 3.0, an open-source Python toolkit developed
for various speech processing tasks. For all three submitted sys-
tems we fine-tuned the pre-trained segmentation model (v3.0),
focusing on minimizing the Diarization Error Rate (DER) and
each of its components, i.e., False Alarm (FA), Missed De-
tection (MISS) and Speaker Confusion Rate (CONF). Subse-
quently, we applied the pre-trained SD pipeline (v3.0) to gener-
ate the output for each of the four fine-tuned models, and fused
these outputs in various combinations. For the output fusion we
applied the majority voting algorithm DOVER-LAP. Our pri-
mary system obtained a DER of 14.98%, while our two con-
trastive systems a DER of 14.95% and 15.19%.
Index Terms: Albayzin evaluations, speaker diarization, di-
arization error rate

1. Introduction
The task of Speaker Diarization (SD) consists of segmenting an
audio stream into speech and nonspeech regions, while assign-
ing speaker labels to the speech regions, answering the question
of who speaks when.

This paper presents the SD systems submitted by the Hitz-
Aholab team (HITZAHO) to the Speaker Diarization and Iden-
tity Assignment Challenge of IberSPEECH 2024. The goal of
this challenge is to perform SD in a variety of TV shows of the
Spanish Television (RTVE).

For the purpose of this challenge, we used the open-source
PyTorch based Python toolkit pyannote.audio 3.0 , which per-
forms end-to-end neural speaker diarization [1]. This toolkit
combines an end-to-end powerset speech segmentation model
[2] that performs voice activity detection, speaker change detec-
tion and speaker overlap detection, and a global agglomerative
hierarchical clustering of speaker embeddings.

2. Data
For the Albayzin 2024 Speaker Diarization and Identity Assign-
ment Challenge, we used a total of 144 files for training and de-
velopment, provided by the organizers. Those files are included
in the data sets of RTVE, used in the 2018 [3], 2020 [4], and
2022 [5] Albayzin Evaluations. The RTVE datasets consist of
audio files of TV programs from a variety of genres, including
daily and thematic magazines, game shows, reality shows, and
serial dramas. Those TV programs are labeled with speaker turn
timestamps and speaker identification tags.

2.1. Data partitions

We used the RTVE2018 dev2 and test data partitions (12 and 40
files, respectively), the RTVE2020 test data partition (54 files),
and the RTVE2022 test data partition (38 files, 20 h 40 min)
to create our training and development partitions. The training
partition consists of a total of 122 files (71 h 10 min), and in-
cludes the RTVE2022 test data partition (20 h 40 min) and 84
files of the RTVE2018 and RTVE2020 datasets (50 h 30 min).
The development partition includes the remaining 22 files of the
datasets of RTVE2018 and RTVE2020 (14 h 22 min). Special
care has been taken to include at least one program of each TV
program genre in the development partition, in order to maintain
the representation of the different program genres. All systems
submitted for evaluation presented in this paper were fine-tuned
with the same data partitions described above. We call this data
distribution dataset1.

We also created a new distribution based on the same data
(dataset2) so as to evaluate the submitted systems. Besides the
training and test partitions, dataset2 also includes a test parti-
tion, resulting in three new partitions (training2, development2,
test2). For the test2 partition we used the RTVE2022 test parti-
tion (38 files, 20 h 40 min). This enabled us to compare the per-
formance of our systems with the systems submitted in the pre-
vious edition of Albayzin Evaluations [5]. The development2
partition is identical to the development partition in dataset1 (22
files, 14 h 22 min). Training2 contains the files of the training
partition, after removing the RTVE2022 test partition. Figure 1
shows a schematic representation of the two data distributions.

2.2. Data pre-processing

The audio files of the RTVE datasets were provided in AAC
format (LC mp4a) with two-channels, a sampling rate of 44,1
kHz and variable bitrate. We downsampled those files to 16
kHz and converted them to mono channel WAV format, using
the FFmpeg media converter 1.

3. System description
For our submissions we fine-tuned the pyannote.audio 3.0 pre-
trained powerset segmentation model2 four times, for 20 epochs
each. The first fine-tuning was made focusing on the minimiza-
tion of DER (model-DER), while the remaining fine-tunings
targeted each specific component of DER: model-FA, model-
MISS, and model-CONF. To obtain the systems’ output we used
the pyannote.audio pre-trained SD pipeline (v3.0). The model
used for extracting the speaker embeddings was the pre-trained

1https://www.ffmpeg.org/
2https://huggingface.co/pyannote/segmentation-3.0
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Figure 1: Schematic diagram of data partitions.

ResNet34 model [6]. For our primary system and first con-
trastive system (C1), we combine the outputs of all four fine-
tuned segmentation models in two different ways. For the sec-
ond contrastive system (C2), the output is obtained straight from
model-DER, serving as a control.

3.1. Output fusion

In the submitted systems, the combination of the outputs of
each fine-tuned model was performed with DOVER-Lap [7].
DOVER-Lap is a two-stage method to combine diarization out-
puts, inspired by the DOVER algorithm [8]. Label mapping is
performed in the first stage to unify labels into a common space,
followed by weighted majority voting in the second stage. How-
ever, unlike DOVER, DOVER-Lap takes into account regions
where speaker overlaps exist.

3.2. Primary system

For our primary system, we combined the outputs of the fine-
tuned model-FA, model-MISS, and model-CONF, using the
DOVER-Lap method. We assigned different weights to the out-
put of each fine-tuned model based on the influence of its corre-
sponding component metric on DER, to investigate if the com-
bination of those weighted outputs improves the overall perfor-
mance.

In order to detect and quantify how much each of the three
components (FA, MISS, CONF) impacts the DER metric, we
fitted a beta regression model [9] on a the outputs of our primary
system but on dataset2. in order to make our results comparable
to the previous edition of the Albayzin Evaluations [5]. For the
training2 partition (84 files, 50 h 30 min) we used the rest of the
training partition, after removing the RTVE2022 test partition.

We fine-tuned the pre-trained segmentation model with the
new partitions, monitoring DER throughout the process. Using

this model, we calculated the DER, FA, MISS, and CONF for
each file in the test2 partition. These metrics were computed
using a forgiveness collar of 250 ms, consistent with the one
used in the Albayzin Evaluations. Next, we fitted a beta re-
gression model in R [10] using the betareg package [11] on the
metrics obtained from the inference on the test2 partition. We
used DER as the dependent variable, and the z-score of the met-
rics of FA, MISS, and CONF as predictors. The coefficients of
the beta regression (βi) represent the log odds of the associa-
tion between the outcome (i.e., DER) and each predictor (i.e.,
metrici,where i = FA, MISS, or CONF). The log odds repre-
sent the log transformation of odds ratio. By exponentiating the
log odds, we can obtain the odds ratio for each predictor. An
odds ratio greater than 1 can be interpreted as a positive asso-
ciation between the outcome and the predictor, while an odds
ratio between 0 and 1 suggests a negative association between
outcome and predictor. The custom weights (wi) of the primary
system were calculated based on the odds ratio of the associa-
tion between the DER and each metric. These weigths were
derived by exponentiating the correspondent coefficient βi as
indicated in equation 1.

wi =
eβi

eβFA + eβMISS + eβCONF
,

where i = FA, MISS, or CONF

(1)

3.3. Contrastive systems

The C1 system is similar to the primary system, but instead of
using custom weights, it ranks the outputs based on their overall
DER, which is the default in DOVER-Lap. For the C2 system
we selected the fine-tuned model that monitored DER, which
serves as the control system for comparison with both the pri-
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mary system and the C1 system.

3.4. Runtime performance

Fine-tuning of the powerset segmentation model was performed
using an NVIDIA GeForce GTX Titan X GPU, and it took ap-
proximately 8 hours per model (total trainable parameters: 1.5
M, estimated parameter size: 5 MB). Inference of the evaluation
set took approximately 35 minutes in CPU.

4. Results
4.1. Beta regression

As displayed in Table 1, the components of MISS and CONF in-
fluence the DER more than the component of FA, as they show
higher odds ratios. Both MISS and CONF influence the DER
similarly, with comparable odds ratios.

Table 1: Beta regression output

DER
Predictors β Odds ratio CI (95%) p

(Intercept) -1.46 0.23 0.22 - 0.24 <.001
FA 0.17 1.19 1.08 - 1.31 <.001
MISS 0.49 1.64 1.50 - 1.79 <.001
CONF 0.49 1.64 1.52 - 1.72 <.001

β: beta coefficient, CI: odds ratio confidence intervals,
p: p-value.

These results were used to calculate the weights for the
primary system with equation (1). The weights calculated for
each component (wFA = 0.26, wMISS = wCONF = 0.37)
were used as the custom weights in DOVER-Lap for the respec-
tive fine-tuned models (model-FA, model-MISS, and model-
CONF), in order to combine them.

4.2. Evaluation of the submitted systems

As a first step to evaluate the performance of the submitted sys-
tems, we obtained the systems’ results over the test2 partition,
using dataset2 for fine-tuning. The test2 partition was the same
as the evaluation set used in the previous edition of Albayzin
Evaluations [5]. This would let us evaluate the performance of
our system in comparison with the systems submitted for the Al-
bayzin Evaluations 2022. Table 2 shows that in terms of DER,
the primary system performs slightly better than the C1 system
(0.02%) and the C2 system (0.2%), with a DER of 16.48%. The
primary and C1 systems show better performance than C2 in
terms of FA. However, the opposite is true for MISS, where the
primary and C1 systems show better performance than the C2
system. Finally, the primary system shows better CONF per-
formance than C1, which in turn shows better performance than
C2.

Table 2: Submission results over the test2 partition

DER% FA% MISS% CONF%

Primary 16.48 1.5 5.2 9.78
C1 16.50 1.5 5.2 9.80
C2 16.68 1.6 5 10.08

The best result of each metric in bold.

As a second step of evaluation, we compared the systems’
results using dataset2 with the evaluation results of the teams
submissions of the previous edition of Albayzin Evaluations [5].
In this previous edition, two teams participated: IRIT from the
Université de Toulouse [1], and Intelligent Voice (IV) [12]. The
first place of Albayzin 2022 was reached by the IRIT team, de-
velopers of pyannote.audio 2.1, achieving a DER of 18.47% by
fine-tuning the segmentation model. Table 3 displays the results
the comparison between our submitted systems, and the sub-
missions of Albayzin 2022. As shown in Table 3, fine-tuning of
the segmentation model of pyannote-audio 3.0 (C2) improves
DER by 1.79% compared to the fine-tuning of the segmenta-
tion model of pyannote.audio 2.1 (IRIT Primary), which was
the best system of 2022. Moreover, system C1 improves DER
a further 0.18% compared to C2. Finally, our Primary system
shows a DER of 16.48%, which is 1.99% lower than the best
system of Albayzin 2022.

Table 3: RTVE2022

System ID Primary C1 C2

HITZAHOa 16.48 16.50 16.68
IV [5] 35.59 45.92 48.67
IRIT [5] 18.47 19.58 -
a Based on dataset2 as in Albayzin 2022.

4.3. Challenge results of the submitted systems

The evaluation set of Albayzin 2024 consists of 27 files from 14
shows of various genres. Table 4 shows the evaluation results
of the primary and the two contrastive systems.

Table 4: Albayzin 2024 results

DER% FA% MISS% CONF%

Primary 14.98 2.64 4.54 7.80
C1 14.95 2.63 4.55 7.78
C2 15.19 2.74 4.55 7.90

The best result of each metric in bold (rounded
up to 2 digits).

Overall, the evaluation results are reminiscent of the results
over the test2 partition, as presented in Table 2: The primary and
C1 systems perform slightly better than the C2 system. How-
ever, in the evaluation results the C1 system shows a slight im-
provement in terms of DER compared to the primary system
(14.95% vs. 14.98%). Both the primary and C1 systems show
better FA and CONF than C2, with C1 showing the best per-
formance in those metrics. The primary system shows the best
performance in MISS compared to C1 and C2.

Looking at the file-by-file results, the C2 system shows bet-
ter DER than the primary and C1 systems in 11 out of the 27
files. For the remaining 16 files, the primary system shows
lower DER than C1 in 5 files, while the C1 performs better
than the primary system in 4 files. For the remaining 7 files,
the primary and C1 systems show indistinguishable DER.

5. Conclusions
In this paper, we investigated different ways to combine the hy-
potheses derived from the metric-specific fine-tuned segmenta-
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tion models (i.e., FA, MISS, and CONF). In particular, we com-
bined the output of each fine-tuned model with the DOVER-Lap
method, either using the default rank-based weights (contrastive
system 1), or custom weights (primary system). The custom
weights were obtained using the coefficients of a beta regres-
sion, with DER as the outcome, and FA, MISS and CONF as
predictors. Both systems show superior performance than the
system fine-tuned monitoring DER (contrastive system 2) over
the Albayzin 2022 evaluation set, with the custom weight sys-
tem being slightly better than the rank-based system. However,
over the Albayzin 2024 evaluation set, the rank-based system
performs slightly better than the custom-weights system, with
the former achieving a DER of 14.95% and the latter a DER
of 14.98%, while the contrastive system 2 achieves a DER of
15.19%. Our results suggest that combining the hypotheses of
the metric-specific fine-tuned segmentation models, improves
the diarization performance compared to the output of a single
fine-tuned segmentation model monitoring DER.
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