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Abstract
We analyse four different acoustic feature sets towards the au-
tomatic recognition of depression from speech signals. Specifi-
cally, the feature sets investigated are based on Mel-Frequency
Cepstral Coefficients (MFCC), the Low-Level Descriptors (LLD)
of the eGeMAPS feature set, Mel-spectrogram coefficients, and
pretrained self-supervised Wav2Vec 2.0 representations. The
main hypothesis investigated lies in the use of a multi-triplet loss
to improve the inter-class separability of the data representations
learnt in the embedding space, boosting, ultimately, the overall
system performance. To assess this aspect, we implement three
different techniques to perform the classification of the embed-
ded representations learnt. These include the combination of
two fully connected layers with softmax, a linear support vec-
tor classifier, and a clustering-based classifier with k−Means.
We conduct our experiments on the Extended Distress Analysis
Interview Corpus, released in the Detecting Depression Sub-
challenge (DDS) of the 9th Audio/Visual Emotion Challenge
(AVEC), in 2019. We select the Unweighted Average Recall
(UAR) as the evaluation metric. Our best model exploits the
eGeMAPS-based feature set, optimises a triplet loss, and utilises
a LinearSVC as the classifier. Tackling the task as a 6-class
classification problem, this model scores a UAR of 25.7 % on
the test partition, an increment in 9 % of the chance level.
Index Terms: Digital Health, Depression Recognition, Paralin-
guistic Analysis, Triplet Loss

1. Introduction
Approximately 280 M people suffer from depression worldwide
according to the World Health Organization (WHO). Despite its
prevalence, the social stigma associated with mental disorders
is one of the main barriers to effective care. To overcome this
issue, we envision the use of digital health solutions blending
Artificial Intelligence (AI) and smart devices to provide remote
care at the users’ discretion. In this regard, related works have
proposed AI-based solutions for a wide range of health-related
problems, including face mask detection from speech [1, 2, 3, 4],
COVID-19 detection from respiratory sounds [5, 6, 7, 8, 9, 10],
and depression detection and recognition from linguistics [11,
12] and paralinguistics [13, 14]. Such solutions do not aim at
replacing medical doctors, but instead at enriching the users’
assessment in favour of supporting doctors’ decisions towards
more effective and personalised treatment plans.

The collection of health-related data is a challenging task.
Both healthy and ill subjects should be recruited, but the latter
group can be understandably less willing to engage and take part
in research studies. This situation can bias the gathered datasets,
underrepresenting the ill population in comparison to the healthy
one. In the problem of depression recognition, this translates

into scarce datasets with non-uniform distributions of the ground
truth data. One of the valid instruments to measure the severity
of depressive disorders is the Personal Health Questionnaire
Depression Scale (PHQ-8). This instrument rates the depression
severity level of each subject with a score ∈ [0, 24]. Despite the
aforementioned limitations, related works in the literature tackle
the problem as a regression task, assessing the performance of
the trained models with the Mean Absolute Error (MAE) or the
Root Mean Square Error (RMSE). Based on the PHQ instruc-
tions manual, we reconsider the problem and tackle it from a
classification perspective; i. e., targeting the depression severity
category instead of the actual value. This reconsideration aims at
helping downsize the scarcity of data and improve the interpreta-
tion of the model performances, while preserving the meaning
of the model outcomes for psychologists.

Herein, we focus on categorical depression recognition ex-
ploiting four different acoustic feature sets. These are based
on Mel-Frequency Cepstral Coefficients (MFCC), the Low-
Level Descriptors (LLD) of the eGeMAPS feature set [15],
Mel-spectrogram coefficients, and pretrained self-supervised
Wav2Vec 2.0 [16] representations. Traditional supervised learn-
ing approaches do not directly condition the representations
learnt to the training process. We propose utilising a multi-triplet
loss to place the quality of the embedded representations learnt at
the core of the optimisation. This loss is aimed at improving the
inter-class separability of the data representations in the embed-
ding space to boost the classification performance. We employ
the Extended Distress Analysis Interview Corpus (E-DAIC) [17],
which was released as part of the Detecting Depression Sub-
challenge (DDS) of the 9th Audio/Visual Emotion Challenge
(AVEC) [13], in 2019, to conduct our experiments.

The rest of the paper is organised as follows. Section 2
points out relevant related works in the literature, and Section 3
introduces the dataset explored. Section 4 describes the method-
ology, while Section 5 reports and analyses the experimental
results obtained. Finally, Section 6 concludes the paper.

2. Related Works
Several works in the literature address the depression recogni-
tion problem exploiting the E-DAIC corpus released in AVEC
2019. The investigated approaches focus on the linguistic modal-
ity only [18], the acoustic and linguistic modalities [19, 20],
the acoustic and visual modalities [21], and the fusion of the
three modalities altogether [22, 23, 24, 25, 26, 27]. The studies
that include the acoustic modality in their analysis characterise
the raw audio signals by extracting the eGeMAPS feature set,
MFCCs, and deep representations using the pre-trained VGG-
16 [28] and DenseNet-201 [29] networks from their spectrogram
representations. Additionally, the authors in [27] explore the
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Figure 1: Distribution of the number of samples per partition in terms of the depression categories computed from the results of the
PHQ-8 questionnaire administered to the subjects belonging to the E-DAIC corpus.

Table 1: E-DAIC corpus summary considering the number of
subjects gender-wise, the total duration of the interviews, and
the total duration of the subjects’ interventions per partition.
The temporal information is provided in the format HH:MM:SS.

# Subjects Interviews Subjects’

F M
∑

Interventions

Train 70 93 163 44:11:36 23:43:52
Devel 22 34 56 14:31:19 6:55:12
Test 13 43 56 15:14:35 6:14:33∑

105 170 275 73:57:30 36:53:37

features extracted with the Collaborative Voice Analysis Repos-
itory (COVAREP) feature extraction tool [30]. The promising
performance of Large Language Models (LLM) has motivated re-
searchers to investigate its performance on the depression recog-
nition problem, exploiting the linguistic modality [31]. The
related works summarised in this section are not fairly compa-
rable with the present study, as they tackle the problem from a
regression perspective.

3. E-DAIC Corpus
The E-DAIC dataset [17, 13] – an extended version of the Wizard-
of-Oz Distress Analysis Interview Corpus (WoZ-DAIC) [32] –
contains semi-clinical interviews of 275 subjects (105 f, 170 m),
who interact with an animated virtual interviewer named Ellie.
This dataset encloses 73 h 57 min 30 sec of multimodal data,
which are distributed in three subject-independent partitions
(cf. Table 1). The data available include the audio recordings,
facial features extracted from the video recordings – which are
not distributed in their original form to preserve subjects’ pri-
vacy –, and the transcriptions of the interviews, which were
generated using the Google Cloud’s Automatic Speech Recogni-
tion (ASR) service. The released transcriptions primarily contain
the subjects’ interventions during the interviews.

This work focuses on the automatic recognition of depres-
sion from the analysis of the paralinguistic information embed-
ded in the subjects’ speech. Hence, despite the multimodal data
available, this study only exploits the acoustic modality. Due to
the data collection protocol and set-up, both subjects’ and El-
lie’s voices are included in the audio recordings. In some cases,
these even contain the voice of the assistant conducting the data
collection. Thus, for the purpose of the present investigation,
we use the timestamps of the released transcriptions, previously
checked for consistency, to segment the original audio record-
ings, so they primarily contain the subjects’ interventions during
the interviews (cf. Table 1).

The depression severity of each subject was assessed using
the eight-item PHQ-8 instrument. This instrument asks subjects
to rate each item in the questionnaire using a 4-point Likert
scale, so that the overall PHQ-8 score ∈ [0, 24]. The initial
analysis of the ground truth revealed the scarcity of samples
throughout the spectrum of PHQ-8 scores, which complicates

training models targeting their automatic recognition. To over-
come this issue and following the PHQ instructions manual,
we cluster the obtained PHQ-8 scores into the following cate-
gories: no depression/healthy (PHQ-8 = 0), minimal depres-
sion (1 ≤ PHQ-8 ≤ 4), mild depression (5 ≤ PHQ-8 ≤ 9),
moderate depression (10 ≤ PHQ-8 ≤ 14), moderately se-
vere depression (15 ≤ PHQ-8 ≤ 19), and severe depression
(20 ≤ PHQ-8 ≤ 24). Figure 1 depicts the distribution of sam-
ples per partition in terms of the aforementioned categories.

4. Methodology
This section presents the methodology followed. Section 4.1
describes the preprocessing applied to the acoustic informa-
tion containing the subjects’ interventions during the interviews,
Section 4.2 details the models implemented, and Section 4.3
summarises their training details.

4.1. Data Preparation

The dataset explored consists of recordings from semi-clinical
interviews (cf. Section 3), which we homogenise to the audio
format 16 kHz single-channel. The different questions through-
out the interviews posed by Ellie – the virtual interviewer – can
trigger different states to the subjects. Therefore, analysing
the subjects’ speech at the interview level can mask instanta-
neous biomarkers relevant towards the automatic recognition
of the subjects’ depression state. Herein, we opt for analysing
the acoustic information at the sentence level, using the times-
tamp information from the available transcriptions to segment
the subjects’ interventions. To overcome potential errors from
the automatically generated transcriptions, we consider the tran-
scribed sentences as valid if the sentence duration according to
the associated timestamps is shorter than 1.5 min.

The next step is the feature extraction from each sentence
individually. We aim to compare the performance of four differ-
ent acoustic feature sets for the task at hand. The first feature
set extracts 13 MFCCs using a hop size of 128 samples (8 ms),
while the second one extracts the LLDs of the eGeMAPS feature
set [15] using OPENSMILE [33]. Both feature sets are enriched
with their first and second order derivatives. The third feature
set extracts 128 Mel-spectrogram coefficients using a hope size
of 128 samples (8 ms), while the fourth one extracts pretrained
self-supervised Wav2Vec 2.0 [16] representations. Lastly, for
each feature set separately, we compute the mean and the stan-
dard deviation of the features extracted from each sentence to
summarise the paralinguistic information embedded and obtain
a single feature vector representation. With this approach, a 78-,
150-, 256-, and 1 536-dimensional feature vector represents each
sentence according to the four different feature sets, respectively.

4.2. Models Description

The networks designed are composed of two main blocks: the
first block extracts embedded representations from the acoustic
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information, while the second block performs the actual clas-
sification. As the paralinguistic information extracted changes
throughout the interview (cf. Section 4.1), we opt for using Gated
Recurrent Units – Recurrent Neural Networks (GRU-RNN) to
better capture their dynamics and, therefore, for tackling the
task as a sequence modelling problem. Specifically, the first
block implements two unidirectional GRU-RNN layers with 32
and 16 hidden states, respectively. We implement 1-dimensional
batch normalisation layers before, between, and after the GRU-
RNN. The normalised representation obtained at the output of
the second GRU-RNN is transformed using a Rectified Linear
Unit (ReLU) function. We represent the whole interview with
the last hidden state of the second GRU-RNN, as it encodes the
paralinguistic information extracted throughout all the subject’s
interventions within the interview. This single representation is
finally fed into the classification block of the network.

Three different techniques are investigated to implement
the classification block: the first one uses two Fully Con-
nected (FC) layers combined with a Softmax activation function
(FC+Softmax), the second one employs a Linear Support Vector
Classifier (LinearSVC), and the third one utilises k−Means clus-
tering. While the first two techniques are defined as supervised
learning methods, the third one is recognised as an unsupervised
method, as it does not consider the ground truth information for
training. The FC+Softmax technique implements two FC layers
with 8 and 6 neurons, respectively. The definition of the latter
is constrained to match the number of depression categories
considered. Both FC layers are preceded by two dropout layers
with probability 0.65. The output of the first FC layer is trans-
formed using a ReLU function. To train the LinearSVC and the
k−Means classifiers, the embedded representations computed
from the feature extraction block are transformed using min-max
normalisation. The k−Means classifier is initialised to cluster
the embedded representations into six different clusters, accord-
ing to the depression categories considered. We estimate the
clusters representing each depression category during training.

As the loss to optimise is an important variable when train-
ing neural networks, we aim to compare the impact of training
depression recognition models from speech optimising three dif-
ferent losses. The categorical cross-entropy is the standard loss
optimised when training classification models. This loss is com-
puted by comparing the logits obtained at the output of a FC layer
and the ground truth information. Consequently, this loss does
not directly consider the embedded representations computed by
the feature extraction block of our networks. We propose using a
triplet loss to optimise our networks with the aim to improve the
quality of the embedded representations computed, favouring
the separability of the inter-class representations. When training
the networks to optimise this loss, we feed into Siamese feature
extraction blocks the paralinguistic features from the current sub-
ject, the anchor Xa, accompanied by the paralinguistic features
of two additional, randomly selected subjects: one with the same
depression category as the current subject, X+, and the other
with a different depression category, X−. We mathematically
define the triplet loss – motivated in [34] – as:

LTriplet = max{0, d+ + α− d−}, (1)

where d+ and d− represent the Euclidean distance between the
embedded representations of X+ and X−, and the anchor Xa,
respectively. Nonetheless, the term d− in the triplet loss con-
strains the loss to only consider the embedded representations
from one subject of a different category than the anchor every
time. In an attempt to improve the inter-class representations

among the anchor category and all the other categories simul-
taneously, we extend the triplet loss and propose the use of a
multi-triplet loss, which we mathematically define as:

LMulti−Triplet =
1

N − 1

N∑
c̸=ca

max{0, d+ca + α− d−c }, (2)

where N indicates all the categories considered in the dataset,
d+ca represents the Euclidean distance of the embedded repre-
sentations from the anchor subject and a subject belonging to
the same category as the anchor subject, and d−c corresponds
to the Euclidean distance of the embedded representations from
the anchor subject and a subject belonging to the depression
category c, which is different than the anchor category ca.

4.3. Networks Training

All models are trained under the exact same conditions for
a fair comparison. We minimise the investigated losses
(cf. Section 4.2) – computed by weighting the individual contri-
butions to account for the imbalanced dataset (cf. Section 3) –
using the Stochastic Gradient Descent (SGD) with a fixed learn-
ing rate of 10−3 and a momentum of 0.9 as the optimiser. We set
the margin variable α = 1 to compute the triplet and the multi-
triplet losses defined in Equations (1) and (2), respectively, and
clip the gradients to 1 during the training process. Motivated by
the imbalanced dataset, we select the Unweighted Average Recall
(UAR) as the evaluation metric and define LUAR = 1−UAR
as the validation error to monitor during training. Network pa-
rameters are updated in batches of 32 samples and trained during
a maximum of 200 epochs. We implement an early-stopping
mechanism to stop training when the validation error does not
improve for 20 consecutive epochs.

5. Experimental Results
This section analyses the model performances on the test set.
For a 6-class classification problem, the chance level in terms
of the UAR is 16.7 %. We define the FC+Softmax classifier
optimising the categorical cross-entropy as the baseline model
for our experiments. We do not train this classifier with the
triplet and the multi-triplet losses, as the optimisation of the
classifier parameters would be suboptimal. The LinearSVC and
the k−Means classifiers optimising the categorical cross-entropy
implement the same FC layer as the FC+Softmax for fine-tuning
the network parameters, but only consider the output of the
feature extraction block for training the classifiers. The results
from the experiments conducted are summarised in Table 2.

The models exploiting the MFCC-based features
(cf. Table 2.a) support the suitability of the triplet loss, as they
surpass the performance of their counterparts trained optimising
the cross-entropy in all cases investigated. Optimising the triplet
loss, the highest UAR of 22.0 % is obtained with LinearSVC,
although it does not surpass the baseline performance. The
multi-triplet loss-based model with k−Means scores the best
UAR, 24.4 %, slighlty above the baseline performance, 23.4 %.
When analysing the eGeMAPS-based features (cf. Table 2.b),
we observe that the LinearSVC model optimising the triplet
loss obtains the best performance, scoring a UAR of 25.7 %,
above the baseline performance, which achieves a UAR of
23.3 %. The highest UAR with k−Means, 18.0 %, optimises
the multi-triplet loss, despite performing below the baseline.
Analysing the results, we observe that the MFCC-based and
the eGeMAPS-based models with k−Means obtain the highest
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Table 2: UAR scores (%) obtained optimising the cross-entropy, the triplet, and the multi-triplet losses using FC+Softmax, LinearSVC,
and k−Means as the classifiers. The chance level for a 6-class classification problem can be set to a UAR of 16.7 %. The model per
feature set obtaining the best performance is highlighted.

Losses FC+Softmax LinearSVC k-Means Losses FC+Softmax LinearSVC k-Means

Devel Test Devel Test Devel Test Devel Test Devel Test Devel Test

Cross-Entropy 33.2 23.4 25.4 21.8 36.0 13.7 Cross-Entropy 17.9 23.3 37.5 12.9 34.9 15.0
Triplet – – 21.6 22.0 20.2 15.4 Triplet – – 34.7 25.7 36.1 15.2
Multi-Triplet – – 24.2 21.2 25.0 24.4 Multi-Triplet – – 25.3 18.3 35.2 18.0

(a) Models exploiting the MFCC-based features. (b) Models exploiting the eGeMAPS-based features.

Losses FC+Softmax LinearSVC k-Means Losses FC+Softmax LinearSVC k-Means

Devel Test Devel Test Devel Test Devel Test Devel Test Devel Test

Cross-Entropy 29.9 24.9 24.2 22.9 20.7 22.4 Cross-Entropy 21.1 20.0 32.9 23.1 35.5 21.4
Triplet – – 29.2 21.2 28.4 16.7 Triplet – – 17.7 15.8 32.0 17.0
Multi-Triplet – – 32.7 17.3 27.5 13.5 Multi-Triplet – – 17.5 18.5 24.1 16.2

(c) Models exploiting the Mel-spectrogram coefficients-based features. (d) Models exploiting the Wav2Vec 2.0-based features.

UAR scores when optimising the multi-triplet loss, 24.4 % and
18.0 %, respectively, suggesting a separability improvement of
the data representations in the embedding space.

The investigation of the Mel-spectrogram coefficient-based
features (cf. Table 2.c) indicates that the models optimis-
ing the cross-entropy loss achieve the best UAR scores of
24.9 %, 22.9 %, and 22.4 % with FC+Softmax, LinearSVC, and
k−Means, respectively. Similarly, the models trained to optimise
the categorical cross-entropy loss with the Wav2Vec 2.0-based
features (cf. Table 2.d) obtain the best UAR scores with Lin-
earSVC, k−Means, and FC+Softmax, scoring a UAR of 23.1 %,
21.4 %, and 20.0 %, respectively. These results allow us to cast
doubt on the suitability of optimising the triplet and the multi-
triplet losses to model the Mel-spectrogram coefficient-based
and the Wav2Vec 2.0-based features.

6. Conclusions
This work optimised neural network-based models with a multi-
triplet loss to improve the separability of the inter-class represen-
tations in the embedding space applied to the categorical recogni-
tion of depression from speech. The cross-entropy loss surpassed
the triplet-based losses when exploiting the Mel-spectrogram-
based and the Wav2Vec 2.0-based features. This result could
be explained by the drastic dimensionality reduction of the Mel-
spectrograms-based and the Wav2Vec 2.0-based feature sets
when converted into the embedding space, which could prevent
the GRU-RNNs from extracting the most salient information
from high-dimensional data. The models trained optimising the
triplet-based losses surpassed their counterparts optimising the
categorical cross-entropy loss in most of the cases when exploit-
ing the MFCC-based and the eGeMAPS-based features. The
LinearSVC-based model exploiting the eGeMAPS-based fea-
tures and optimising the triplet loss obtained the best UAR score
on the test set, 25.7 %. The k-Means-based model exploiting the
MFCC-based features and optimising the proposed multi-triplet
loss scored the 3rd best performance on the test set, 24.4 %, only
0.5 % below the 2nd best performing model, the FC+Softmax-
based model exploiting the Mel-spectrogram-based features and
optimising the categorical cross-entropy loss.

The presented multi-triplet loss aims at moving apart the
embedded representations from different categories with respect
to the anchor, but it does not consider their own separability.
Future works could focus on reformulating the proposed loss to
improve the separability among the embedded representations

of the different categories. Another research direction includes
exploring prototypical networks in this problem with the aim to
create prototypical representations of the depression categories
in the embedding space.
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Type Outer Product-Based Fusion of Respiratory Sounds for De-
tecting COVID-19,” in Proceedings of Interspeech. Incheon,
Korea – Hybrid Event: ISCA, 2022, pp. 2163–2167.

[10] A. Mallol-Ragolta, F. B. Pokorny, K. D. Bartl-Pokorny, A. Se-
mertzidou, and B. Schuller, “Triplet Loss-Based Models for
COVID-19 Detection from Vocal Sounds,” in Proceedings of
the 44th Annual International Conference of the Engineering in
Medicine & Biology Society. Glasgow, UK: IEEE, 2022, 4 pages,
to appear.

[11] A. Mallol-Ragolta, Z. Zhao, L. Stappen, N. Cummins, and
B. Schuller, “A Hierarchical Attention Network-Based Approach
for Depression Detection from Transcribed Clinical Interviews,”
in Proceedings of Interspeech. Graz, Austria: ISCA, 2019, pp.
221–225.

[12] U. Yadav and A. K. Sharma, “A novel automated depression de-
tection technique using text transcript,” International Journal of
Imaging Systems and Technology, vol. 33, pp. 108–122, 2023.

[13] F. Ringeval, B. Schuller, M. Valstar, N. Cummins, R. Cowie,
L. Tavabi, M. Schmitt, S. Alisamir, S. Amiriparian, E.-M. Messner,
S. Song, S. Liu, Z. Zhao, A. Mallol-Ragolta, Z. Ren, M. Soleymani,
and M. Pantic, “AVEC 2019 Workshop and Challenge: State-of-
Mind, Detecting Depression with AI, and Cross-Cultural Affect
Recognition,” in Proceedings of the 9th International Audio/Visual
Emotion Challenge and Workshop. Nice, France: ACM, 2019,
pp. 3–12.

[14] K. Mao, W. Zhang, D. B. Wang, A. Li, R. Jiao, Y. Zhu, B. Wu,
T. Zheng, L. Qian, W. Lyu, M. Ye, and J. Chen, “Prediction of
Depression Severity Based on the Prosodic and Semantic Fea-
tures with Bidirectional LSTM and Time Distributed CNN,” IEEE
Transactions on Affective Computing, 2022, 15 pages.

[15] F. Eyben, K. R. Scherer, B. W. Schuller, J. Sundberg, E. André,
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