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Abstract
Silent Speech Interfaces transform biosignals into audible

speech, providing a voice to those who cannot speak. This study
focuses on generating speech from electromyographic (EMG)
signals captured from facial muscles during silent mouthing.
Using a Transformer Encoder-based model and a multi-speaker
Spanish dataset with both audio and EMG, this work studies
whether a mono-speaker model outperforms a multi-speaker
model. Additionally, we evaluate the influence of a speaker
identification vector on model performance. Evaluation criteria
include spectral feature distortion, intelligibility and voice sim-
ilarity. Results indicate that the mono-speaker model outper-
forms multi-speaker models for speakers with a large amount
of data. For speakers with less data, the multi-speaker model
produces more accurate spectrograms, while the mono-speaker
model better preserves the identity of the speaker’s voice. The
speaker embedding vector did not consistently improve model
performance.
Index Terms: silent speech interfaces, human-computer inter-
action, EMG signals, speech processing

1. Introduction
Silent Speech Interfaces (SSIs) represent an important step for-
ward in the evolution of assistive communication technologies,
aiming to convert biosignals into speech. These systems enable
speech communication without the need for vocal sound pro-
duction, making them particularly valuable for individuals with
speech impairments. Various biosignals have been explored for
this purpose, including electromagnetic articulography [1, 2],
brain activity captured by different methods [3], lip reading
[4], and sign language interpretation [5] among others. Each
of these approaches has its strengths and applications. In this
work, we focus on electromyography (EMG), which captures
the electrical signals produced by muscle movements, specifi-
cally those generated by the facial muscles during articulation.

EMG-based SSIs have numerous applications, particularly
for individuals who have lost the ability to produce vocal sounds
but can still move their facial muscles as if they were speaking.
For example, people who have undergone a laryngectomy—a
surgical procedure that involves removing the larynx, often due
to cancer—can benefit from this technology as an alternative
communication method. This procedure results in the loss of
natural voice production, and patients must rely on alternative
methods such as esophageal speech or electrolarynx devices.
These traditional methods can be challenging to learn and often
result in speech that is difficult for others to understand [6, 7].

While there have been many successful EMG-to-Speech
projects for English and Chinese [8, 9], there is currently no
robust technology available for Spanish. To address this gap, an

extensive database has been recorded featuring multiple speak-
ers and containing EMG, speech, and video. This paper intro-
duces a multi-speaker model trained from scratch, combining
data from all speakers. The goal of this approach is to create
a robust model to be used with speakers in the training set or a
versatile model that can later be fine-tuned for specific speakers,
especially those with limited data [10]. For laryngectomy pa-
tients, who cannot provide audible recordings for model train-
ing, fine-tuning a pre-trained model offers a promising solution.
Even though they cannot produce audible reference recordings,
it may be possible to use synthetic voices or recordings from
other speakers for the fine-tuning process.

For typical speakers, the variability in articulation raises the
question of whether a mono-speaker model or a multi-speaker
model is more effective. While multi-speaker data could help
the model generalize better, it might also complicate the training
process and reduce speech quality. We also explore the conve-
nience of using speaker embeddings, which involve providing
the model with a vector representing the speaker’s identity to
help it manage speaker variability. Our study aims to determine
whether the integration of multi-speaker data enhances or hin-
ders the performance of EMG-to-speech models and to assess
the effectiveness of using speaker embeddings in multi-speaker
models.

The paper is structured as follows: the Methodology sec-
tion explains the dataset used and the architecture of the EMG-
to-Speech model. The Experiments section describes the con-
ducted experiments and evaluation criteria. The Results section
presents the outcomes of these experiments. The Conclusions
section discusses the findings, and the Future Works section
suggests potential directions for further research in this field.

2. Methodology
In this section, we present the dataset used to train the EMG-to-
Speech model, along with a detailed explanation of the model
architecture employed for this purpose.

2.1. Dataset

We used part of the ReSSInt-EMG dataset, a dataset compris-
ing synchronous EMG and audio recordings in Spanish. A de-
tailed description of the dataset can be found on the webpage
of the project1. The data has been used for other EMG-based
SSI studies for Spanish, such as [11, 12, 13]. The audio was
recorded at 16 kHz using a Neumann TLM103 diaphragm mi-
crophone, while the EMG signals were recorded at 2048 Hz us-
ing a Quattrocento bioelectrical amplifier with bipolar CDE-C

1https://aholab.ehu.eus/ressint/wp-content/
uploads/2024/02/ReSSint_Database_Report_v1.pdf
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Table 1: Duration of audio and EMG recordings by speaker
and set, given in hh:mm:ss format. To provide the number of
utterances, we distinguish between voiced (V) and silent (S) ut-
terances.

Speaker Set Audio EMG Utterances
duration duration

001 Train 2:21:19 4:00:55 2151 V + 1093 S
Val 0:00:51 15 S
Test 0:01:42 30 S

002 Train 2:35:06 2:57:38 1735 V + 255 S
Val 0:01:16 15 S
Test 0:02:33 30 S

003 Train 0:47:42 0:52:29 875 V + 85 S
Val 0:00:16 5 S

004 Train 0:54:08 0:59:15 875 V + 85 S
Val 0:00:17 5 S

005 Train 1:54:32 2:11:26 1735 V + 255 S
Val 0:00:58 15 S
Test 0:01:56 30 S

006 Train 1:02:11 1:09:10 874 V + 84 S
Val 0:00:24 5 S

Total Train 9:34:58 12:10:53 8245 V + 1857 S
Val 0:04:02 60 S
Test 0:06:11 90 S

sensors. The EMG recordings include 8 channels, each track-
ing the activity of a different facial muscle. To ensure synchro-
nization between audio and EMG, a synchronization signal is
provided in the right audio channel and on one additional EMG
channel.

The dataset includes recordings from 6 healthy speakers,
with 3 having a large amount of data and 3 having less (see Ta-
ble 1). The dataset also includes 3 laryngectomized speakers
which were not suitable for the experiments described in this
paper, due to the lack of audible utterances. Only the speakers
with the largest amount of data were selected to build the test-
ing set since the data from other speakers was not enough to
train a mono-speaker model. These speakers are Speaker 001
(a 29-year-old male), Speaker 002 (a 29-year-old female), and
Speaker 005 (a 45-year-old male).

Although the database includes shorter utterances such as
words and combinations of vocalic and consonant sounds, only
sentences were used for this study. Each speaker participated
in multiple recording sessions, with utterances acquired from
the Sharvard [14] and Ahosyn [15] corpora. Each session in-
cluded the same 100 sentences from the Sharvard corpus, along
with a set of session-specific sentences. Some sessions were
recorded in both audible and silent modalities, while others
were recorded only in the audible modality. Of the 100 sen-
tences common to all sessions, 5 were reserved for validation
and 10 for testing. Only the recordings in silent mode were
used for validation and testing, and the audible mode record-
ings were discarded for these purposes. For speakers 001, 002,
and 005 these sentences were recorded in three sessions, provid-
ing a total of 15 sentences for validation and 30 for testing. For
the other speakers, these sentences were recorded only in one
session. Speaker 001 had additional sessions with sentences
pronounced once aloud and twice silently, which were used ex-

Figure 1: Structure of the EMG-to-Speech model. The speaker
embedding vector, processed through a linear layer, is present
only in the multi-speaker model with speaker embeddings. In
other models, this part is omitted.

clusively for training. That is the reason why this speaker has a
larger proportion of EMG data compared to the other speakers.
It is also worth mentioning that the material of Speaker 002 has
a longer duration compared to Speaker 005, despite the num-
ber of recorded utterances being the same. The cause is that
Speaker 002 speaks at a slower pace.

The aforementioned synchronization signal was used to cut
both audio and EMG signals to the synchronous regions. EMG
signals were filtered to remove components below 2 Hz to elim-
inate offset and drift. Harmonics of 50 Hz produced by the
electrical network were filtered out as well. Additionally, low-
frequency noise consistently appeared in the audio recordings,
so frequencies below 100 Hz were filtered, leading to improved
results despite the noise being inaudible.

Besides audio and EMG, aligned phone labels were used.
Those segmentation labels have been created with the Montreal
Forced Aligner [16], using a set of 29 Spanish phones plus a
silence mark.

2.2. EMG-to-Speech model

The proposed EMG-to-Speech model (Figure 1) is based on
an EMG encoder that generates a mel spectrogram [17]. First,
the EMG signals pass through an Automatic Feature Extractor
which employs three sequential residual convolutional blocks,
similar to ResNet [18], generating one frame for each eight
EMG samples, with a vector of 768 features per frame. For
models using speaker embeddings (SE), the SE vector is copied
as many times as frames has the output of the Automatic Feature
Extractor. For each frame, the SE vector is processed through
a linear layer to match the length of the output vector of the
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Automatic Feature Extractor. Then the two vectors are added
up.

For SE we have used the ECAPA-TDNN model available
from [19], which is intended to be used for speaker verification
[20]. This model predicts speaker representation vectors of 192
dimensions from voice recordings. The procedure involved us-
ing all voice recordings from each speaker, concatenating them
by groups to achieve a minimum duration of 10 seconds to ob-
tain a more accurate representation, and generating one vector
from each concatenated audio. The 192-dimensional vectors
predicted for each speaker were then averaged to obtain a sin-
gle speaker embedding vector per speaker.

The resulting feature vector is then fed into a Transformer
Encoder Layer with self-attention mechanisms. The Trans-
former Encoder has 6 layers and 8 attention heads. The trans-
former’s output is directed to two parallel linear layers. One
layer predicts frames of 11.6 ms of a mel spectrogram with 80
mel filters, while the other performs phone classification over
29 Spanish phones and silence.

The loss function varies based on the type of utterance. For
audible utterances, the loss is calculated as

L =
∑
i

||A[i]− Ã[i]|| − λP [i]T log P̃ [i] (1)

where A[i] is the reference mel spectrogram, Ã[i] is the
predicted mel spectrogram, P [i] is the target phone vector, P̃ [i]
is the predicted phone vector and λ is the phone loss weight, set
to 0.5.

In the case of silent utterances, audible utterances with the
same textual content are used as a reference. The length of
the reference and the predicted utterances are different, so the
predicted mel spectrogram and phone vector are aligned to the
reference by Dynamic Time Warping (DTW), calculating the
alignment cost as

δ[i, j] = ||A[i]− Ã[j]|| − λP [i]T log P̃ [j] (2)

Once aligned, the loss is calculated as with audible ut-
terances. An AdamW optimizer [21] is used for training the
model.

3. Experiments
This section describes several experiments conducted to com-
pare the performance of models trained on data from indi-
vidual speakers versus all speakers in the dataset. These ex-
periments were intended to compare the overall performance
of mono-speaker versus multi-speaker configurations and de-
termine the effectiveness of speaker embeddings in the multi-
speaker model. Afterward, the evaluation criteria to assess will
be explained.

3.1. Trained models

The three mono-speaker models (mono-SMs) were trained in-
dividually for speakers 001, 002, and 005, who had the largest
amounts of data. Two multi-speaker models (multi-SMs) were
trained using data from all speakers: one incorporating speaker
embeddings (multi-SMSE) and one without it (multi-SM). All
models were trained using the same hyperparameters. A learn-
ing rate of 2.5 · 10−4 was used, which was selected experimen-
tally. The behavior of the learning rate was scheduled by halv-
ing it after 5 epochs without improvement in validation loss and
implementing a linear warm-up over the first 500 batches. The
models were trained for up to 150 epochs, holding checkpoints

with the best validation loss. A batch size of 32 and a dropout
rate of 0.3 were consistently used across all models.

A data augmentation technique was applied for each epoch,
where the polarity of all EMG channels of each utterance was
flipped with a 50% probability. This approach was used to im-
prove the robustness of the models, as the polarity was not con-
sistently checked during electrode attachment. By randomly
flipping the polarity, the models become more adaptable to vari-
ations in electrode setup, ensuring more reliable performance
across different recording sessions.

3.2. Evaluation

To evaluate the model performance, we employed four metrics:
1. Euclidean Distance: It measures the difference between the

mel spectrogram of the reference voice and the mel spectro-
gram predicted by the network.

2. Structural Similarity Measure (SSIM): It measures differ-
ences in the structural information between the reference mel
spectrogram and the predicted one [22].

3. Character Error Rate (CER): It compares the character-
wise transcription of the generated audio, obtained using
a Spanish Automatic Speech Recognizer (ASR), with the
ground truth text. We used an autoregressive variant [23] of
the Conformer model [24] to transcribe the predicted audios.

4. Speaker Similarity: It evaluates the similarity of speaker
identity in the generated audios by calculating cosine dis-
tances between their embedding vectors and those of the ref-
erence recordings. The embedding vectors for the generated
audio are produced using the same model that was employed
to create the reference SE vectors. To ensure accuracy, both
recordings and generated audios were concatenated to a min-
imum length of 10 seconds before generating embeddings.

The EMG signals used to test the model were recorded in
silent mode, so there is no audible reference for the generated
synthetic speech to compare with. As audible references, we
used the recordings of the same sentence spoken by the same
speaker during the same session to ensure identical experimen-
tal conditions. The predicted mel spectrograms and phone clas-
sification probabilities are then aligned to the reference using
DTW before calculating the metrics.

4. Results
In this section, we present the outcomes of our experiments,
detailed in Table 2 along with the results of the Wilcoxon test
[25], which was used to assess the statistical significance of the
differences observed between the models.

For Speaker 001, the mono-SM outperformed the multi-
SMs in Euclidean distance (W = 36, p = 5.31 · 10−5; W =
35, p = 4.86 · 10−5) and SSIM (W = 43, p = 9.71 ·
10−5; W = 43, p = 8.19 · 10−5), confirming a clear ad-
vantage. The first set of statistics refers to the comparison
of the mono-SM with the multi-SM without speaker embed-
dings, while the second set corresponds to the comparison of the
mono-SM and the multi-SMSE. While the mono-SM achieved
better CER scores, these improvements were not statistically
meaningful. However, in terms of speaker similarity, the mono-
SM surpassed both multi-speaker models. Specifically, the
mono-SM and the multi-SM showed similar performance, while
the multi-SMSE performed significantly worse compared to the
mono-SM (W = 111, p = 1.25 · 10−2), and compared to the
multi-SMSE (W = 114, p = 1.48 · 10−2).
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Table 2: Performance metrics for different models and speakers. The mean and the standard deviation for each measure are shown
in the table, and the best results for each speaker are highlighted in bold. The significant differences of a model with the other two at
(p < 0.05) are denoted with *, and those at (p < 0.001) are denoted with **.

Speaker Model Distance SSIM CER Speaker Similarity

001 Mono-SM 2.633 ±±± 0.246** 0.625 ±±± 0.034** 0.372 ±±± 0.197 0.504 ±±± 0.057
Multi-SM 3.036 ± 0.262 0.578 ± 0.036 0.380 ± 0.140 0.471 ± 0.076
Multi-SMSE 3.071 ± 0.275 0.572 ± 0.037 0.428 ± 0.173 0.441 ± 0.082*

002 Mono-SM 3.742 ± 0.301** 0.457 ± 0.041 0.395 ±±± 0.129 0.426 ±±± 0.057
Multi-SM 3.439 ± 0.286 0.480 ±±± 0.048 0.453 ± 0.163 0.425 ± 0.068
Multi-SMSE 3.416 ±±± 0.259 0.474 ± 0.045 0.492 ± 0.152 0.409 ± 0.064

005 Mono-SM 2.886 ± 0.241 0.551 ± 0.040* 0.409 ± 0.162 0.455 ±±± 0.072
Multi-SM 2.833 ± 0.335 0.580 ± 0.045 0.402 ± 0.179 0.439 ± 0.061
Multi-SMSE 2.780 ±±± 0.235 0.585 ±±± 0.036 0.397 ±±± 0.162 0.435 ± 0.053

For Speakers 002 and 005, the results are unclear. The
multi-SMs showed remarkably improved Euclidean distance for
Speaker 002 (W = 86, p = 1.29·10−3;W = 67, p = 3.32−4)
and SSIM for Speaker 005 (W = 102, p = 7.27 · 10−3; W =
74, p = 1.11−3). Also here, the first pair of statistics cor-
responds to the mono-SM compared to the multi-SM, and the
second one to the multi-SMSE. However, there was no notable
improvement in Euclidean distance for Speaker 005 or SSIM for
Speaker 002. Despite these mixed results, the outcomes suggest
that the multi-speaker model generally performs better in spec-
trogram distortion metrics for these speakers. When assessing
the preservation of the speaker’s voice identity, the mono-SM
generally achieved higher speaker similarity scores across all
speakers. However, this improvement was statistically signif-
icant only for Speaker 001. The inclusion of an SE vector in
the multi-SM improved speaker similarity only for Speaker 001
but did not enhance other metrics significantly. Finally, speaker
002 displays the worst performance in general, which can be
attributed to differences in gender and speaking rate.

In terms of CER, no significant differences were observed
across the models. While other studies have opted for Word Er-
ror Rate metric, we considered that the intelligibility achieved in
our experiments was not high enough for accurate word recog-
nition. CER allows us to directly compare our results with the
work of [9], which achieved a CER of 10.69% using 139 Chi-
nese phonemes.

5. Conclusions
Based on our experimental findings2, we have drawn the follow-
ing conclusions about the performance of mono-SM and multi-
SMs. For Speaker 001, who has substantially more data than the
other speakers, the mono-SM showed a clear advantage over the
multi-SMs. Despite the multi-SMs being trained with a larger
overall dataset, the mono-SM, which was trained exclusively on
Speaker 001’s data, performed significantly better across most
metrics. This suggests that a mono-SM is more effective for
speakers with abundant data.

In contrast, for the other speakers, the multi-SMs generally
outperformed the mono-SM in terms of generated spectral fea-
tures, as measured by Euclidean Distance and SSIM metrics.
However, the performance differences among the mono-SMs
and multi-SMs were smaller for these speakers compared to the

2Additional information about the project, including experiment re-
ports and audio samples, can be found at https://aholab.ehu.
eus/deeprestore/resultados/.

significant difference observed for Speaker 001. Despite the re-
markable differences between the two speakers in terms of age,
gender, and speaking style, multi-SMs yielded the best results
for both of them. This suggests that the multi-SMs are better
suited for speakers with less data, as they leverage the diversity
within the dataset to enhance performance. Additionally, the re-
sults indicate that incorporating the speaking embedding vector
does not improve the model’s performance.

In terms of speaker similarity, the mono-SM consistently
achieved better results for all speakers. This suggests that train-
ing on a single voice helps the model generate a voice more
similar to the original speaker, thereby preserving individual
speaker characteristics more effectively.

6. Future Works

Building on our findings, future work will focus on enhancing
both model performance and applicability, as well as on try-
ing more complex architectures. Considering the observed rela-
tionship between the amount of training data and model perfor-
mance, a key priority will be to record a larger dataset, ideally
including at least one speaker with an extensive amount of data.
This will help in understanding the effect of data volume on
model effectiveness.

Additionally, it will be valuable to analyze the individual
impact of each speaker within the multi-SM to better under-
stand their contributions to overall performance. This includes
evaluating how different speakers affect the model’s ability to
generalize and perform across various metrics.

Another important direction is to explore fine-tuning tech-
niques specifically for speakers with limited data. For ala-
ryngeal speakers, we aim to develop and evaluate methods to
fine-tune models initially trained on laryngeal speakers. This
could involve leveraging synthetic data or transfer learning ap-
proaches to adapt the model for use with alaryngeal speakers,
who have unique vocal characteristics.
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[6] S. Raman, I. Hernáez Rioja, E. Navas Cordón, and L. Ser-
rano Garcı́a, “Listening to laryngectomees: A study of intelli-
gibility and self-reportedlistening effort of spanish oesophageal
speech,” 2018.

[7] P. J. Watson and R. S. Schlauch, “Fundamental frequency varia-
tion with an electrolarynx improves speech understanding: A case
study,” 2009.

[8] M. Wand, Advancing electromyographic continuous speech
recognition: Signal preprocessing and modeling. KIT Scientific
Publishing, 2015.

[9] H. Li, Y. Liang, H. Gao, L. Liu, Y. Wang, D. Chen, Z. Luo, and
G. Li, “Silent speech interface with vocal speaker assistance based
on convolution-augmented transformer,” IEEE Transactions on
Instrumentation and Measurement, vol. 72, pp. 1–11, 2023.

[10] S. J. Pan and Q. Yang, “A survey on transfer learning,” IEEE
Transactions on knowledge and data engineering, vol. 22, no. 10,
pp. 1345–1359, 2009.

[11] E. Del Blanco, I. Salomons, E. Navas, and I. Hernáez, “Phone
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