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Abstract

Tone is an important component in Mandarin speech recognition.
It is necessary to recognize the five lexical tones to disambiguate
between confusing words. Tone is acoustically characterized by
the pitch contour. The use of pitch has been shown to be helpful
in Mandarin syllable recognition [1]. In this paper, a
comprehensive set of investigations on the effect of pitch on
diverse Mandarin speech recognition tasks, namely large
vocabulary continuous speech recognition (LVCSR) and isolated
word recognition, is reported.

In this paper, various techniques to utilize pitch in acoustic
modeling are examined. In particular, modeling of tone context
dependence and normalization of pitch value are investigated.
The experimental result shows that with the incorporation of
pitch, an error reduction of 26% can be achieved in tonal syllable
recognition. The same level of error reduction is attained in
isolated word recognition. On the other hand, the gain from
using pitch in an LVCSR task is less. The result suggests that
without a language model, the use of pitch is more beneficial in
Mandarin speech recognition, thus speech recognizers may be
designed to dynamically make use of the pitch feature to obtain
the best tradeoff between accuracy and computation.

1. Introduction

Mandarin is a monosyllabic and tonal language. The basic unit
in spoken Mandarin is a tonal syllable, which is described by a
syllabic sound along with a lexical tone. If the tone is neglected,
the unit is referred to as a base syllable. There are 5 tones in
Mandarin, which are often referred as high, rising, low, falling
and the neutral tone. The complete recognition of a Mandarin
syllable thus needs to identify both the phonetic content as well
as the tone.

Tone within a syllable is realized by the pitch contour. The
frequency of pitch cycle (F0O) is therefore often used as the
feature for tone recognition. In [1], the effect of FO on Mandarin
syllable recognition is shown to be advantageous. In this paper,
the use of FO across different recognition tasks is reported. The
effect of FO on two very different tasks, LVCSR and isolated
word recognition, is investigated.

In Section 2, the use of pitch in acoustic modeling, and
different techniques to enhance the pitch feature are described.
The effects of pitch on LVCSR and isolated word recognition are
presented in Section 3 and 4 respectively. We contrast the use of
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pitch when language model is available or not in Section 5.
Finally, we conclude in Section 6.

2. The use of pitch in acoustic modeling

2.1. Setup for acoustic modeling

Syllable initial/final is used as the basic acoustic unit for
modeling. In order to model tone, the syllable final set is
expanded according to tones. There are a total of 27 initials and
157 tonal finals acoustic units defined in the phone set. In
conjunction with a silence and a short pause to model non-
speech segment, 186 phone models are used. The phone set is
described in Table 1 [2].

Initial b,c, ch, d, f, g, ga, ge, ger, go, h, j, k, 1, m, n,
p> g, 1.8, sh, t, W, X, v, Z, zh

Tonal Final | a(1-5), ai(1-4), an(1-4), ang(1-5), ao(1-4),
e(1-5), ei(1-4), en(1-5), eng(1-4), er(2-4),
i(1-5), ia(1-4), ib(1-4), ian(1-5), iang(1-4),
iao(1-4), ie(1-4), if(1-4), in(1-4), ing(1-4),
iong(1-3), iu(1-5), o(1-5), ong(1-4), ou(1-5),
u(1-5), va(1-4), uvai(1-4), van(1-4), uang(1-4),
ui(1-4), un(1-4), uo(1-5), v(1-4), van(1-4),
ve(1-4), vn(1-4)

Table 1. Initial and tonal final units used for acoustic
modeling. (numbers following final units indicates the
range of tones represented)

Continuous-density HMM is used for modeling. Several model
sets with different treatments on FO are built. Triphones are
constructed to model co-articulation effect. Decision tree based
state clustering is used to facilitate parameter sharing. In order
to have a fair comparison, all model sets are clustered to about
6500 states with 8 Gaussians per state. In all experiments, the
HTK version 2.2 toolkit was used for the training and the testing
of acoustic models [3].

The training database consists of 250 male speakers with 200
utterances per speaker. The scripts read by the speakers were
selected to provide broad triphone coverage. The recordings
were collected with head mounted high quality microphones.

2.2. Feature representations

We aim to investigate the impact of pitch in acoustic modeling.
Therefore pitch is not included in the feature for the baseline
model set. MFCC based feature is used for all model sets. Pitch
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and its dynamics are also used for other model sets. The
following shows the features used,

. Energy (E, AE, AAE)
. MFCC (12MFCC, 12AMFCC, 12AAMFCC)
. Pitch (FO, AF0, AAF0) (not used in baseline)

Pitch value is obtained using a two-pass, real-time pitch tracker.
The extracted pitch contour is smoothed so that there is no
discontinuity between voiced and unvoiced speech segments.
Details of the pitch tracker can be found in [2].

2.3. Ultilizing the pitch feature

Four model sets having different treatments on the pitch feature
are constructed. They are summarized below,

o without pitch feature (NP)

. NP + pitch (WPO)
. WPO + tone context (WP1)
. WP1 + pitch normalization (WP2)

NP is the baseline model set which uses a 39-dimension feature
vector consisting MFCC, energy and their derivatives. In WPO,
pitch based features are added to the original feature vector
forming a 42-dimension vector.

Tone context is taken into account in WP1, as pitch contour
is susceptible to the neighboring tone (the tone sandhi
phenomenon). Since tone is only associated with the syllable
final, quinphone is required to signify both the left and right tone
context. In order to conform to the triphone architecture, only
the right tone context is modeled by assigning a psuedo tone to
an initial. Therefore the right context of a final carries both
initial context and tone context. The initials with the same base
phone but different tones are tied as the psuedo tone just
provides the tone context for the preceding final.

The effect of pitch normalization is examined in WP2. The
long-term pitch normalization (LPN) suggested in [4] is used to
alleviate the speaker bias and tone declination. A moving
window of 1 second is used in the normalization. Figure 1
shows the operation of LPN. In (a), the circled pitch sample is
subtracted from the average pitch value of the shaded window.
The window is symmetric about the sample of interest. From (b),
it can be seen that the speaker bias (DC offset) and the decline in
FO0 are reduced after LPN.
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Figure 1. An illustration of LPN on pitch contour. (a)
before LPN, (b) after LPN.

2.4. Experimental result

The test data consist of 300 utterances from 30 male speakers
selected from National Hi-Tech Project 863 database. The
decoding process is tonal syllable-loop recognition without
language model. Tonal syllable accuracy considers both the
syllable and the tone, while base syllable accuracy neglects
errors in tones and tone accuracy neglects errors in the base
syllables. The results are shown in Table 2.

model tonal syllable base syllable tone
set accuracy (%) accuracy (%) accuracy (%)
NP 54.83 74.90 66.97
WPO 63.73 75.85 78.93
WP1 64.92 76.46 80.17
WP2 66.62 77.30 82.04

Table 2. Syllable recognition result for different model
sets.

2.5. Result analysis

From the above results, consistent improvement is observed
from NP to WP2. WPO achieves much higher tonal syllable
accuracy and tone accuracy but similar base syllable accuracy as
NP. This suggests that the incorporation of FO in the feature
vector provides additional dimensions to model the tone more
accurately. ~ Meanwhile, adding FO does not affect the
performance of the spectral feature.

The use of FO mainly contributes to tone accuracy.
Individual recognition rate for each tone in different model sets
is therefore of our interest. The result is shown in Table 3.

model
set

tone accuracy for different tones (%)

tonel | tone2 | tone3 | tone4 | toneS | avg.

NP 66.55 | 71.91 | 59.19 | 67.06 | 70.81 | 66.97

WPO | 83.15 | 78.09 | 6992 | 8248 | 70.33 | 78.93

WP1 | 84.00 | 79.49 | 69.11 | 84.35 | 74.64 | 80.17
WP2 | 83.15 | 82.05 | 7642 | 84.58 | 78.47 | 82.04

Table 3. Tone accuracy for different model sets.

From NP to WPO0, the average tone accuracy is found to be much
higher with the incorporation of FO. One point worth noting is
that the accuracy of tone 5 was not improved even when FO is
added to the feature vector. It is because tone 5 is the neutral
tone, which does not have a characteristic pitch contour.

When tone contextual effect is considered, the recognition of
tone 4 and tone 5 is mostly improved. We analyzed the phonetic
questions associated with the nodes in the decision trees built
during state clustering. Ten percent of the phonetic questions
being asked are about tone context. This shows that tone context
also contributes to the classification of the triphones. The
questions asked on triphones with base tone 4 account for 32%
of the tone-related questions, which is the highest among the 5
different tones. Tone 4 is thus classified in more details which
leads to a higher recognition rate. For example, a question of "Is
the right context of an4 a nasal initial with tone 4?" was asked
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during clustering. As all the other tones are modeled more
precisely, tone 5 is less confused with the others.

Notable improvement in the accuracy of tone 3 and 5 is
obtained with pitch normalization. LPN seems to effectively
compensate for the relatively high variations in the pitch contour
of tone 3 and tone 5. On the other hand, the accuracy of tone 3
and tone 5 is still below average. It was found that tone 3 and
tone 5 are susceptible to the preceding tone [5]. In our setup, the
left tone context was not taken into consideration. Therefore the
accuracy of tone 3 and 5 are not as high as the other tones.

With the incorporation of FO, an error reduction of 26% is
achieved in tonal syllable recognition. Concluding from the
results, NP and WP2 are used as our final model sets
representing the model with and without utilizing FO
respectively. These two model sets are used for subsequent
experiments.

3. Effect of pitch with/without LM on LVCSR

The use of lexical tones in Mandarin LVCSR has been shown to
contribute to character error reduction [2][4][6]. We have
already demonstrated in [2] that the gain is from both the use of
a large tonal phone set and the inclusion of pitch in the feature.
The results here corroborate with our previous result. In this
paper, we focus on investigating the effect of pitch on diverse
speech recognition tasks. Acoustic model sets with pitch (WP2)
and without pitch (NP) are used for comparison.

3.1. Experimental result

The test set is identical to the one used in Section 2. Bigram
language model with a 54K lexicon is used during decoding.
The language model was trained with a large corpus of Chinese
text, including newspaper text, books, and articles [2]. The
dictionary for the 54K lexicon is defined with tonal syllable
sequence. The result is given in Table 4. The tonal syllable
accuracy shown just provides a reference of the performance of
the acoustic model sets.

model character tonal syllable accuracy
set accuracy (%) without LM (%)
NP 81.33 54.83

WP2 83.78 66.62

Table 4. Recognition results in LVCSR.

3.2. Result analysis

From the experimental result, NP is found to achieve comparable
character accuracy as WP2 in the presence of a language model.
As the dictionary is built upon tonal syllables, the recognized
tonal syllable sequence must be correct in order to produce
correct character result. The tonal syllable accuracy of NP is
much lower than that of WP2 without LM. We would expect the
same trend in LVCSR. However, it is not the case. This shows
that even the correct syllable is not the top-1 candidate proposed
by NP, it could still be easily picked out by the LM. This is
illustrated by the following example (Figure 2). We traced the
syllable sequences obtained during decoding with and without
LM.

From the example, it can be seen that when LM is not
available, the recognized syllable string is much inferior with
model NP. In the presence of an LM, both NP and WP2 achieve

similar accuracy. This suggests that the acoustic model without
incorporating FO still generates high quality hypotheses which
the recognizer can successfully choose with the LM.

Reference transcription:
P LI 220 5]
pinyin: wo3 jue2 xinl dai4 zhe5 qil zil nv3 er2 hui2 guo2

(I've made up my mind to bring my family back to my country.)
NP:

w/o LM: wo3 jue2 xin2 dail zhai4 ji3 zi3 nv3 er2 huil guo2
with LM: wo3 jue2 xinl dai4 zhe5 qil zi3 nv3 er2 hui2 guo2
WP2:

w/o LM: wo3 jue2 xunl dai4 zheS qil zil nv3 er2 hui2 guo2
with LM: wo3 jue2 xinl dai4 zhe5 qil zil nv3 er2 hui2 guo2

Figure 2. Example of recognized output with and
without LM. Misrecognized syllables are shown in bold
italic.

The gain from adding pitch to the acoustic model is less in
LVCSR. As long as the phone set and the dictionary are tonal,
the model without FO can also achieve almost similar
performance as the model with FO. Moreover, some overheads
are incurred after adding pitch to the model. Pitch extraction
will then be required. Dimension of feature vector will be
increased. Pitch normalization will also be necessary.

4. Effect of pitch on isolated word recognition

4.1. Testing database

A speech corpus of Chinese names was collected as a testing
database for isolated word recognition. The database was
contributed by 13 male speakers. Each speaker was required to
utter 50 pairs of long names (3-syllable names) and 50 pairs of
short names (2-syllable names). Each pair of names are only
distinguishable by tones. Some example name pairs are shown
in Figure 3. There are a total of 1300 long names and 1212 short
names in the database. The corpus constitutes a challenging task
for Mandarin acoustic modeling as no LM or vocabulary could
be applied on the data and there are tonally confusing pairs.

short name pair

2% liu2 senl
IS liu3 senl
long name pair
L dong3 xiaol fan2

ENN

dong3 xiao3 fanl

Figure 3. Example name pairs of the name corpus.

4.2. Experimental result

The decoding process is similar to that described in Section 2
except that we assumed the number of syllables is known for
every utterance. We have shown that adding FO in the feature
has no effect on base syllable recognition in Section 2, therefore
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base syllable accuracy is not presented in the table. The
recognition results of short names and long names are shown in
Table 5 and Table 6 respectively.

model | tonal syllable tone string
set accuracy (%) accuracy (%) accuracy (%)
NP 48.93 63.82 24.92
WP2 60.19 82.34 38.12

Table 5. Recognition result for short names.

model | tonal syllable tone string
set accuracy (%) accuracy (%) accuracy (%)
NP 51.59 65.49 14.85
WP2 63.90 83.18 29.31

Table 6. Recognition result of long names.

4.3. Result analysis

The result is worse than the one shown in Section 2 even when
there are only 2 to 3 syllables in each utterance. However, the
same level of improvement in tonal syllable accuracy is observed
with the incorporation of FO. On average, an error reduction of
24% is achieved in recognizing the tonal syllables. The poor
results for both model sets could be accounted for by the
mismatch in speaking rate between the training and testing data.

The speaking rate in continuous utterances is much higher
than that in isolated words. The average syllable duration in the
training data is 220 ms while the ones for short name and long
name are 450 ms and 380 ms respectively. The large difference
in speaking rate between training and testing data degrades the
recognition accuracy for both model sets. The accuracy for long
names is higher than that of short names because the speaking
rate for long names is closer to that of the training data.

Though there is mismatch in speaking rate, tone accuracy is
maintained with WP2. On the other hand, the errors also come
along to tones in the NP case. This shows that pitch contour is
less susceptible to changes in speaking rate. Tone information is
still preserved in the pitch values extracted from speech of
different speaking rates. Consequently, in mismatch of speaking
rate, pitch contour may serve as a robust feature that provides
reliable tone recognition result.

5. The use of pitch and language model

In Section 3 and 4, we see that the use of pitch in Mandarin
speech recognition would be very different depending on
whether language model is present or not. When language
model is available, we gain little with the incorporation of pitch.
On the other hand, pitch boosts up the recognition performance
significantly when language model is not available.

Pitch is a strong cue to distinguish different tones from the
speech signal. When a language model is available, tone
information is already embedded in the lexicon. Even when
pitch is not included in the feature vector, as long as a lexical
entry is correctly recognized, the recognized tone would also be
correct. However, if there is no language model, pitch would be
the only clue to discriminate the tones. Therefore, the usefulness

of pitch in speech recognition depends on whether a language
model is available.

6. Conclusions

In this paper, the optimization of acoustic model with different
treatments on FO is investigated. It is found that considering the
tone context and normalizing the pitch feature leads to higher
recognition accuracy. With all the enhancements on FO, the
incorporation of pitch feature can attain an error reduction of
26% in tonal syllable recognition. Extensive analysis of the
effect of pitch on tone recognition is also presented. The
contribution of pitch towards accuracy of individual tones is
discussed.

A comparative study on the use of pitch information in
Mandarin LVCSR and isolated word recognition is presented. In
LVCSR, pitch does not improve the performance much. As long
as a tonal phone set is defined, the LM can help to achieve
almost equal accuracy even when FO is not included to the
feature vector. However, pitch serves an important role in
isolated word recognition. Significant improvement in
recognizing the tonal syllable is observed with the use of F0. We
can conclude that in a recognition task without using language
model, the use of pitch is more beneficial. The estimation of the
pitch and the use of extra features in the HMM models incur
additional computational costs. Our results suggest that one can
dynamically determine whether to use pitch or not depending on
the recognition task at hand to save on computation with little
loss in accuracy.
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