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Abstract

In this paper we apply a framework of finite-state
transducers (FST) to uniformly represent various
information sources and data-structures used in speech
recognition. These source models include -context-free
language models, phonology models, acoustic model
information (Hidden Markov Models), and pronunciation
dictionaries. We will describe how this unified
representation can serve as a single input model for the
recognizer. We will demonstrate how the application of
various levels of optimizations can lead to a more compact
representation of these transducers and evaluate the effects
on recognition performance, in terms of accuracy and
computational complexity.

1. Introduction

Recently, we have noticed an increased use of transducers
and automata in speech processing [1], [2]. From a
computational point of view, the utilization of these finite-
state machines (FSM), can often be highly motivated by
increased time and space efficiency. Size can be reduced
even further by the application of FSM-optimization
algorithms. By taking into account the fact that the decoding
process generally involves pruning techniques and
heuristics, an important question arises. Can a more efficient
representation of the underlying search-model reduce de
facto search-space with improved recognition accuracy as a
result? A primary focus of this work is to try to answer this
question.

2. Finite-state transducers and automata

A finite-state transducer maps sequences of input elements to
sequences of output units. In our framework, input units
consist of acoustic feature vectors, or symbols, e.g. phone-
labels, whereas output consists of sequences of tuples {s,p},
where s is a symbol, such as a phone-symbol or a word, and
p is an estimated probability, or score (see Figure 1). These
probabilities emerge from the included models used in
building the FST, e.g. transition and observation
probabilities of HMMs and grammar weights. Each
transition/arc in the FST is associated with a probability, but
not necessarily an output symbol. Typically, this holds for
arcs corresponding to transitions over phone-internal HMM
states. In general, states also have an observation probability
density function associated with them. States that have one
or more transitions with output symbols are referred to as
LM-states. By applying standard DP-methods such as the
Viterbi algorithm, an accumulated score can be calculated
for any path in the transducer.
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Figure 1. Three types of transductions; acoustic
input (feature vectors) to phone labels, phone labels
to word labels, and acoustic input to word labels.

2.1. Pronunciation dictionaries

In order to handle word-level pronunciation variations, and
word-local phenomena like reductions and contractions,
words are described by pronunciation grammars of regular
weighted production rules. Using these productions,
multiple-pronunciation models are represented as weighted
transducers, on which model optimizations, such as
determinization and minimization can be applied.

2.2. Language models

In this work we have adopted regular context-free language
models for guidance of hypothesis-generation in the
recognizer. For limited domain tasks, context-free grammars
are useful due to the ability to capture syntax of the language
structure with long-range dependencies [3], [4]. The close
relation to finite-state-machine theory makes context-free
grammars suitable for use in speech decoding.

3. FST composition

The process of transducer generation can be described as a
four-step process in our implementation.

1. Language-Model-FSM (LM-FSM) generation. This is an
automaton that works as a generator for the language defined
by language model sources, such as grammars and lexica. It
defines the output structure of the FST.

2. LM-FSM optimization. Determinization (sec. 3.1.1) and
minimization (sec. 3.1.2) of the LM-FSM to produce
deterministic output, as well as reduced size, of the resulting
transducer.

3. Acoustic model integration. Data from acoustic models
represented as HMMs are merged with the LM-FSM. After
this procedure the transducer maps feature data to sequences
of words or phone-symbols. The transducer consists of states
with observation probability functions and weighted
transitions with weighted symbolic output.

4. Transducer optimization. In this step model optimization
is carried out on the complete transducer. Aspects
considered include state tying (shared observation
distribution functions) and transition tying (see 3.2).
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3.1. Model optimizations

3.1.1. Determinization

A deterministic finite automaton (DFA) is an automaton in
which at most one transition is allowed, for a specific state
and symbol. In this work we have adopted an algorithm by
Aho, Seti, and Ullman [5], [6] for construction DFAs
directly from regular expressions.

Figure 2. A deterministic finite automaton with a
single initial state (0), and one final state (6).

3.1.2. Minimization

Minimization implies a reduction of the number of states to a
bare minimum without a change in the language being
recognized by the automaton. However, this task can be very
computationally demanding for large tasks. A very efficient
minimization algorithm that runs in O(n log(n)) time, has
been used in this work [6]. Using our implementation, we
are able to perform minimization of typical-sized models
with 107 states in about one hour on a standard 500Mhz PC.
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Figure 3. A minimal representation of the
DFA in Figure 2.

3.2. Transition tying

As stated in section 3.1.1, determinism holds for transitions
out of states, but not fo states. Since the number of states
merged, using acoustic model data, depends on the amount
of original transitions in the LM-FSM, a reduction of the
number of transitions is also preferable. By a principle
referred to as transition tying, where transitions are regarded
as n-to-1 relations (as opposed to 1-to-1), we are able to
simulate a kind of “backward determinism” as well.

Figure 4. The minimized DFA from Figure 3, with
tied tranmsitions.

321 Finishing the FST

After these optimization steps, information from acoustic
models is added, and the final transducer is finished. The
figure below depicts a schematic FST, composed using the
LM-FSM in Figure 4, augmented with HMM data. In the
figure only output labels on transitions from LM-states are
depicted.

Figure 5. Transducer built from the LM-FSM
in Figure 4.

3.3. A dual-layer approach

A straightforward approach is to design the transducer to
map acoustic feature data to weighted word sequences. This
type of transducer enables 1-pass recognition with
incremental word output. Another approach to FST
implementation is to decompose the task into two layers: a
first-layer FST that maps acoustic feature data to weighted
phone-label sequences, and a second-layer FST that maps
sequences of phone-labels to word sequences. Decoding is
then performed in two stages. In the first decoding stage, the
first-layer FST maps acoustic input to weighted phone-
sequences represented by a lattice. This lattice is then, in a
very fast second stage (typically less than 1% of total
decoding time), used as input for the second-layer FST,
which outputs weighted word-sequences. This multi-layer
approach enables further optimization of the FSTs in each
layer separately. We will show that by applying this dual-
layer approach, recognition performance can be increased
significantly.

4. Results

For the task of evaluating the proposed transducer principles,
they were implemented along with a new decoder using the
ACE speech recognition toolkit, developed at the Centre for
Speech Technology, KTH. A corpus of 1680 transcribed
utterances in Swedish was collected from the AdApt project
[7]. Word and phrases in the corpus were tagged with
semantic labels and production rules were generated for each
classification, simulating an augmented corpus of approx.
2-10" sentences. For instance, an occurrence of a street
address reference “Bondegatan 10" was substituted by
[addr ref]. Then a production rule set was generated for
[addr ref], capable of producing any possible address
reference, given a lexicon of street names, and numbers.
Finally, a regular context-free grammar was automatically
generated using the augmented corpus and the production set,
and a pronunciation lexicon of 1684 words. For acoustic
model training, we applied 203 min. of read speech by 25
male and 25 female speakers. From this data context-



Eurospeech 2001 - Scandinavia

independent CD-HMM phone-models were generated using
HTK [8]. For the tests we constructed a set of transducers,
generated from the same input data set (language and
acoustic model data), but with different levels of
optimizations applied. Recognition was then conducted (on a
basic Pentium 3, 550 MHz PC) for each transducer
configuration, using a test-set of 350 utterances, from 10
speakers. In order to evaluate the computational complexity
for each model, an absolute-beam-pruning method was
applied in the decoder. This method enabled evaluation of a
fixed number of FST-states, with the highest accumulated
probabilities, for each time frame.

4.1. Optimization configurations

The configurations of optimizations visualized in the figures
below are all interpreted using the following abbreviations:

AW: FST that maps acoustic feature input to word sequences.
APW: Dual level FSTs. A first mapping from acoustic feature
input to phone sequences, then a second mapping from
phone-sequences to sequences of words (see section 3.3).

d: Determinization,

m: Minimization,

t: Transition tying.
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Figure 6. Word error rate as a function of absolute
beam width measured in number of concurrent active
FST-states.
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Figure 9. The effect of recognition time on word
accuracy.

5. Discussion

As can be seen in Figure 7 the model-sizes can be reduced
significantly by applying the presented optimization
techniques. By moving from single AW transducers to dual
APW (AP+PW) transducers, total size can be reduced even
further. However, this approach leads to a drastic increase of
the proportion of LM-states, from less than 1% to approx.
20% (Figure 7). This outcome was expected since symbol
output is emitted more frequently, but in smaller increments
(phone-labels instead of words). Consequently, one might
have anticipated this intensified symbolic output to have
negative effects on time-performance. Fortunately, these
effects are not significant enough to thwart the benefits of
sheer size-reduction (see Figure 8). By analyzing the results
depicted in Figure 9, we can conclude that the APW-FST
with full optimization excels in accuracy versus time. An
interesting observation is how a sufficiently extensive search
leads to a convergence of word accuracy (to 97.3%) for the
evaluated FSTs. Such boundary effects arise when all
search-errors are obliterated due to a more extensive search.
Residual errors are designated as modeling-errors, derived
from weaknesses in the underlying models of language and
acoustic data.

6. Conclusion

A major conclusion of this work is that transducers can be
optimized to a very compact representation without decline
of recognizer accuracy. In fact, word accuracy can actually
be improved with a more compact representation. Another
conclusion is that by applying a dual-pass recognizer with
two levels of FSTs, instead of a single-pass/one-FST
solution, optimization effects can be increased resulting in
improved recognition accuracy, for given computational
restrictions.
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