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Abstract

In this paper, we present a comprehensive evaluation of five
quantization techniques for variable-dimension spectral
vectors in a waveform interpolation speech coder. Each
technique included in the evaluation is based on dimension
conversions. The conversions are performed using zero-pad
and truncation, frequency bins, band-limited interpolation,
discrete cosine transform, and polynomial approximation. In
addition to assessing quantization accuracy, this study
considers the complexity of the techniques. The evaluation
indicates that the selection of the optimal quantization
technique is a trade-off between coding accuracy, complexity,
and memory requirements. According to our results, the
technique based on discrete cosine transform appears to be a
strong candidate for many applications.

1. Introduction

Efficient quantization of frequency-domain information is an
integral part of speech coding at low bit rates. The
quantization is either directly employed to the speech
spectrum or alternatively the speech spectrum is first divided
into excitation and vocal tract components which are then
quantized separately. A compact vector representation of the
speech or the excitation waveform can be obtained by
sampling its magnitude and phase spectra at multiples of the
pitch frequency. Although the representation is efficient, the
pitch-dependent dimension and the desired bit rate make the
encoding task difficult and challenging.

Theoretically, the optimal method for quantization of
variable-dimension vectors is to employ a separate vector
quantizer for every possible dimension. However, this
approach is often impractical because of the excessive
memory requirements due to the separate codebooks. Thus,
the problem is usually approached using some dimension
conversion technique. Dimension conversion is performed
both at the encoder to map the variable-dimension input
vectors into fixed-dimension vectors prior to quantization and
at the decoder to convert the fixed-dimension reproduction
vectors into the original dimension. With this approach, the
actual quantization can be performed using a conventional
vector quantizer.

Several dimension conversion techniques, both linear and
non-linear, have been proposed in the literature. However, the
existing techniques have rarely been extensively tested
against each other. In this paper, we present a comprehensive
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evaluation of five methods that can be utilized in quantization
of variable-dimension spectral vectors. The emphasis is
placed on linear methods because they have been shown to
perform better than non-linear techniques such as all-pole
modeling [1]. The methods are tested in the context of
quantizing slowly evolving waveforms (SEW) in a waveform
interpolation (WI) coder [2]. The SEW signals are extracted
from the linear prediction (LP) residual signal. The evaluation
concentrates on testing the coding quality of the different
approaches but computational complexity is considered as
well.

This paper is organized as follows. Firstly, the dimension
conversion techniques included in the evaluation are
introduced in Section 2. Then, in Section 3 the test
arrangements are discussed. The obtained results are given in
Section 4. In Section 5, a brief discussion on the results is
presented. Finally, conclusions are drawn in Section 6.

2. Dimension conversion techniques

The simplest methods for converting the vector dimension are
truncation and zero-padding. Both techniques can be used
either as such or together with some other approach. In the
truncation method, the variable-dimension (K-dimensional)
input vectors are truncated to length p by simply disregarding
the last K—p elements of the original vector. In the zero-
padding method, K-dimensional input vectors are converted
into the fixed dimension p by concatenating the input vector
and a p—K-dimensional vector containing zeros. The zero-
padding method can be combined with the truncation method
to obtain a simple dimension conversion technique that
always makes the selection between the methods depending
on the dimension of the input vector.

The frequency bin method is based on division of the
available frequency range from zero to the Nyquist frequency
into a fixed number of frequency bands. The encoder utilizes
these subbands as frequency bins and maps each element of
the spectral input vector into the bin having the
corresponding frequency within its frequency range. The
contents of the non-empty frequency bins are then averaged
and conveyed to the decoder that reconstructs the variable-
dimensional spectral vector by assigning to each vector
element the value from the corresponding bin. The special
case in which the number of bins equals to the maximum
input vector dimension and in which the frequency bands
have uniform widths corresponds to the variable-dimension
vector quantization (VDVQ) technique proposed in [1]. In
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general, the number of bins and the locations of the bin edges
can be arbitrarily selected. However, in this paper we
concentrate on frequency bins with uniform widths.

Band-limited interpolation (BLI) can be employed in
converting the dimension of spectral vectors because the
vectors have been generated as uniform samplings of the
corresponding spectra. The vector dimension can be altered
by simply adjusting the spacing between the samples using
band-limited interpolation. Any interpolation method from
the basic linear interpolation technique to the optimal sinc-
based method can be used to perform the band-limited
interpolation. In this paper, interpolation based on B-splines
[3] is employed. This approach is not as fast and simple as
linear interpolation or as accurate as the ideal sinc-based
interpolation but it offers an excellent trade-off: B-splines
have been found to offer the best performance for the least
complexity. Moreover, the spline interpolators tend to the
ideal band-limited interpolator with increasing degree. For
practical implementations, cubic B-splines are the most
popular choice as they are capable of performing high-quality
interpolation with low computational cost.

An efficient method for quantizing variable-dimension
vectors was introduced in [4]. The method performs the
conversions using non-square transforms based on discrete
cosine transform (DCT). Consequently, the wvariable-
dimension vectors are represented using a fixed number of
DCT coefficients during quantization. This approach is often
referred to as the DCT-based non-square transform vector
quantization (NSTVQ) technique. In theory, the discrete
cosine transform can be considered an excellent transform for
coding purposes because it is independent of the input data
and achieves performance close to that of the optimal
Karhunen-Loeve transform with a relatively low complexity.

The fifth and the last conversion technique included in
the evaluation presented in this paper is based on polynomial
approximation. In this method, a polynomial with a fixed
number of coefficients is first fitted on the variable-dimension
input vector. Then, the resulting polynomial coefficients are
conveyed to the decoder. Finally, the variable-dimension
vector is reconstructed by forming an approximation based on
the received polynomial coefficients. The approximating
polynomial can be arbitrarily selected. In this paper, we
utilize the Chebyshev polynomials [5] that guarantee a
smoothly spread approximation error. With Chebyshev
approximation, the accuracy also degrades gracefully as the
degree is lowered. In fact, the Chebyshev approximation is
very close to the optimal minimax polynomial, the
polynomial that among all polynomials of the same degree
has the smallest maximum deviation from the true values.

3. Test arrangements

To be able to compare the conversion techniques discussed in
Section 2 a comprehensive performance evaluation based on
objective quality measures was conducted. The performance
was measured in the context of quantizing the magnitude
spectra of the SEW components a WI coder; i.e. in a
quantization tasks that is generally regarded to be critical in
achieving high speech quality. Although this renders the
results WI specific, they can be generalized to some extent for
other speech coding methods that require quantization of
variable-dimension spectral vectors. The comparison was
made in terms of coding accuracy and computational

complexity. Moreover, several code vector dimensions
between K ; = 10 and K, = 64 were also utilized.

The comparison was performed for 8-bit full-search
vector quantizers implemented using double precision
floating point arithmetic and trained using the generalized

Lloyd algorithm (GLA). Both squared error,

d(x.y)=(x-y) (x-y). (1)
and weighted squared error,
d(x.y)=(x-y) W(x-y), 2)

were employed as the distortion measure. The weights were
computed using the combined spectral weighting and
synthesis scheme proposed in [6]. Consequently, the diagonal
elements for the diagonal weighting matrix W were obtained
using
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where K is the number of harmonics, G is the power of the
corresponding residual waveform, and A4(z) denotes the 10th
order LP polynomial. The weighting parameters were set to
7, =094 and p =0.6. Furthermore, the selection vector
approach introduced in [1] was utilized to avoid spending
scarce coding resources on irrelevant vector elements in cases
where the converted fixed-dimension vectors contain
elements that do not carry meaningful information. This can
occur with all conversion techniques included in the
evaluation except for the method based on band-limited
interpolation.

The quantizers were trained and analyzed using a
multilingual database consisting of Finnish, German, Spanish,
and British as well as American English. Both female and
male speakers were included. The sampling frequency was
8 kHz and half of the speech material was filtered using a
modified intermediate reference system (IRS) filter. Separate
data sets including 60000 vectors for training and 18000
vectors for testing were employed. The vectors were obtained
from the speech data by processing it in two ways. First,
inactive portions of the speech signal, i.e. segments having a
very low signal power, were left out. Then, a WI coder was
utilized to compute the downsampled variable-length
residual-domain SEW magnitudes (one waveform per a 20 ms
frame).

Most quantizers included in the test were straightforward
implementations utilizing the techniques introduced in
Section 2. The implementations of the Chebyshev
approximation method and the DCT-based NSTVQ, however,
employed a modified search algorithm with weighting. The
reason for this arrangement was that both methods perform
the quantization in a domain that makes direct utilization of
the weights obtained through Equation (3) difficult. In order
to obtain the same weighting effect, entire non-diagonal
matrices should have been employed in calculating the
distortions for all the code vectors. This would have increased
the computational complexity of both the quantizers and the
codebook training substantially and would have made the
approaches almost impracticable. To alleviate this problem
the search was performed by converting the code vectors into
the dimension of the input vector instead of converting the
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input vector into a fixed dimension. Then, the weighted
distortion was calculated between the input vector and the
converted code vectors and the code vector leading to the
lowest distortion was selected. Codebook training was
performed without weighting. With this technique, the
quantization procedure was significantly faster and the
codebooks could be trained in a reasonable time. However, a
small price had to be paid—the resulting quality was not
perfectly optimal as no weighting was employed in training.

4. Objective results

The dimension conversion techniques included in the
evaluation and the corresponding symbols from A to E used
in other tables are introduced in Table 1. The obtained
objective test results are presented in two tables: Table 2
summarizes the results achieved using squared error in
encoding while Table 3 shows the corresponding values
obtained with weighted squared error. The results are given in
terms of coding quality (SNR, WSNR, and SD in dB) and the
worst-case computational complexity (in MFLOPV, millions
of floating point operations per vector).

Table 1: Methods included in the evaluation

Symbol Dimension conversion technique

A Zero-pad / truncation

Frequency bins (uniform widths)
Band-limited interpolation (cubic B-splines)
DCT-based non-square transform

moaw

Polynomial approximation (Chebyshev)

The quality measures were calculated between the
original and quantized variable-dimension vectors. The
weighted SNR for the whole test set was calculated by
averaging the WSNR values for individual vectors obtained
through

T
WSNR:IOlogw[ x Wx J[dB], 4)

(x=%) W(x-%)

where x and x denote the original and the quantized
spectral vector, respectively. The elements w,, of the diagonal
weighting matrix W were computed by evaluating Equation
(3) at multiples of pitch frequency, i.e. at

Z:€i2”k/P, (5)

where P is the corresponding pitch period in samples. The
ordinary non-weighted SNR was computed using Equation
(4) and a diagonal weighting matrix W with w,=1.
Furthermore, spectral distortion was calculated using

SD = \/%ZK:[IOIO&U%J [dB]. (6)

k=1 I

where x, denotes the kth element of the vector x.

The computational complexity was estimated for each
method by calculating the number of floating point operations
by hand on the basis of the actual ANSI-C implementations.
The calculation was performed under the assumptions that

Table 2: Results obtained using squared error distortion

CB Dimension conversion technique
dim. A B C D E

64 |10.03|10.23 10.41|10.64|10.38
SNR 32 1 9.22 110.34(10.33|10.64|10.38
(dB) 16 | 591 |10.04| 9.56 | 10.46|10.21
10 | 3.33 | 938 | 7.99 | 10.10| 9.90

64 | 522 | 4.64 | 454 | 448 | 4.61
SD 32 120.52| 4.69 | 455 | 449 | 4.61
(dB) 16 162.63| 5.10 | 4.86 | 4.59 | 4.66
10 |89.78 | 5.76 | 5.61 | 4.79 | 4.90

64 | 0.07 | 0.07 | 0.06 | 0.11 | 0.17
Complexity [ 32 | 0.03 | 0.03 | 0.03 | 0.06 | 0.09
(MFLOPV) | 16 | 0.02 | 0.02 | 0.02 | 0.03 | 0.04

10 |1 0.01 | 0.01 | 0.01 | 0.02 | 0.03

trigonometric functions consist of eight, the square root
operation and the floating point division of four, and other
arithmetic operations of one floating point operation.

5. Discussion

Several conclusions can be drawn from the obtained results.
Firstly, it was observed that the DCT-based NSTVQ
(technique D) achieved the best results in terms of coding
accuracy in all tested conditions regardless of the codebook
dimension and the quality measure. It should be emphasized
that this method also gave the best coding quality for the
weighted quantization despite the fact that no weighting was
used in training as discussed in Section 3. The quality also
seems to be degrading very gracefully when the codebook
dimension is lowered; the results for the 32-dimensional and
the 64-dimensional code vectors were nearly identical.
Moreover, with the 16-dimensional codebooks the method
still achieved quality that is highly competitive when
compared to the results obtained using the other methods with
64-dimensional codebooks. Therefore, the DCT-based
NSTVQ approach can clearly be regarded as the strongest

Table 3: Results obtained with weighted squared error

CB Dimension conversion technique
dim. | A B C D E

64 | 13.04 | 13.37 | 13.28 | 13.64 | 13.37
WSNR 32 | 12.73 | 13.47 | 13.00 | 13.59 | 13.37

(dB) 16 | 10.99 | 12.77 | 10.41 | 12.91 | 12.75
10 | 8.82 | 11.46 | 7.28 | 12.33 | 12.21

64 | 555 | 348 | 3.45 | 3.27 | 3.40
SD 32 | 17.34 | 3.56 | 3.45 | 3.27 | 3.39
(dB) 16 | 44.63 | 3.82 | 3.70 | 3.37 | 3.46
10 | 60.12 | 421 | 4.12 | 3.47 | 3.61

64 | 0.07 | 0.07 | 0.08 [ 2.20 | 5.64
Complexity | 32 | 0.03 [ 0.03 | 0.04 | 1.13 | 2.98
(MFLOPV)| 16 | 0.02 | 0.02 | 0.02 | 0.60 | 1.65
10 | 0.01 | 0.01 | 0.02 | 0.40 | 1.15




Eurospeech 2001 - Scandinavia

candidate when only the quantization quality is considered.
However, it should be noted that the optimal method using
the multicodebook approach was excluded from the test.

The quantization method based on Chebyshev
approximation (E) seems also to achieve quite competitive
coding quality, especially with low codebook dimensions,
although the gap to the DCT-based method was significant.
Moreover, the frequency bin approach (B) appears to be quite
close to Chebyshev approximation with all codebook
dimensions included in the test. The method based on band-
limited interpolation (C) was also capable of producing high
quality quantization with high dimension codebooks, but the
degradation was rather rapid when the codebook dimension
was lowered. The zero-pad method cannot achieve quality as
high as the above-mentioned approaches. The gap to the
DCT-based NSTVQ was approximately 0.6 dB in signal-to-
noise ratio. Furthermore, truncation had a destructive effect
on the quantization quality whenever it was applied on the
spectral vectors. This was apparent with the approach A based
on simple zero-pad and/or truncation.

All the observations regarding quantization accuracy can
be supported by theoretical reasoning. Firstly, DCT is known
to be very close to the optimal transform and thus it is not
surprising that the DCT-based method provided the best
results. Moreover, one of the properties of DCT is that the
amount of information per coefficient is highest with the first
coefficient and decreases towards the last coefficient. This
explains the good performance with lower dimensions.
Secondly, it is logical that the method based on Chebyshev
approximation is a strong candidate with low-dimension
codebooks: the applied polynomial approximation is known
to be nearly optimal for any given number of coefficients.
Full advantage of this is gained with codebooks having a low
dimension. Thirdly, the quality provided by band-limited
interpolation can be explained with the properties of the
utilized dimension conversion technique. The quality is
highly competitive with the 64-dimensional codebook
because the interpolation error is small and the approach
allows efficient quantization as each vector element
corresponds to a specific frequency that is the same for all
vectors. With lower codebook dimensions, the error caused
by the dimension conversions is considerably higher and thus
the coding quality can be expected to be somewhat inferior.

The frequency bin approach provided average results with
all codebooks. The slight inefficiency with high-dimension
codebooks was most likely caused by the fact that the
individual vector components do not represent exactly the
same frequency for all vectors although the bin edges limit
the maximum deviation from the centers of the bins. On the
other hand, with lower dimensions the averaging of the
elements within each bin degrades the quality but keeps the
distortion for each element within reasonable limits.
Therefore, the method is far from optimal but yet outperforms
some of the other approaches. Furthermore, the zero-padding
method with 64-dimensional code vectors did not achieve the
performance of the corresponding frequency bin approach
(VDVQ) because with zero-padding the individual vector
components are used to represent widely varying frequency
content. Finally, truncation degraded the coding quality
excessively since the method excludes part of the spectra
from quantization.

When computational complexity is considered, the
situation discussed above turns around. Namely, although

NSTVQ was the best approach in terms of coding quality, it
has very high computational complexity. Without weighting,
the complexity is about twice that of the simplest approaches.
When weighting is utilized, the difference is even bigger—the
approach involves about 30 times more floating point
operations than the simplest methods. The Chebyshev
approximation approach is even worse in this sense as can be
seen from Table 3. The differences between other methods are
relatively small as the complexity is dominated by the
encoding search operation. With NSTVQ and the Chebyshev-
based approach the need to convert all the code vectors
explains the increased complexity. However, the conversions
are necessary if weighting is desired. The other alternative
involving non-diagonal weighting matrices would lead to yet
significantly higher complexity.

6. Conclusions

The results presented in this paper clearly indicate that the
selection of the coding method for variable-dimension
spectral vectors is a trade-off between coding quality,
computational complexity, and memory requirements. Low-
dimensional codebooks are effective in terms of memory
requirements but do not give optimal quality. In terms of
coding quality, the best method seems to be the DCT-based
NSTVQ. On the other hand, the DCT-based method also has
high computational complexity. If this complexity cannot be
afforded, then the frequency bin approach and the method
based on band-limited interpolation are good alternatives.
BLI is better with high-dimensional code vectors while the
frequency bin method gives better results for codebooks with
lower dimensions. The other methods included in the test
cannot be regarded as good candidates because they either
have high computational complexity or produce output of
inferior quality, and a better trade-off can be made by
selecting some of the other coding methods. The final choice
depends on the application. The DCT-based NSTVQ can be
considered the best alternative if the complexity does not
make it impracticable.
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