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ABSTRACT

The numeric language defines the set of words or phrases that
are relevant to the task of understanding and interpreting num-
ber strings, such as credit cards, telephone numbers, zip codes,
etc. This paper addresses the issues involved in designing an
utterance verification system for the numeric language in a
natural spoken dialogue. The objective is to associate each ut-
terance with a verification measure that reflects the confidence
in recognizing its numeric language. A hierarchical mixture-of-
experts is used to verify whether an utterance, being encoded
using different features, is correctly recognized and interpreted
by the understanding module. Experimental results on a field-
trial study conclude that the proposed verification system out-
performs the classical likelihood ratio distance and does signif-
icantly better than a standard Gaussian mixture model.

1. INTRODUCTION

The success of spoken dialogue systems for human-
machine communication depends largely on their
ability to accurately recognize and understand flu-
ent unconstrained speech. Robustness plays a critical
role in the design of these systems to help facilitate
natural interaction with users of different expertise.
One fundamental problem in building robust spoken
dialogue systems is the ability to associate each rec-
ognized word with a confidence score. This score is
valuable for speech understanding to help identify
out-of-vocabulary words and words that are incor-
rectly recognized. It can also be propagated to the
dialogue manager for use in call confirmation, repair
and disambiguation.

This paper describes the use of utterance verification
for improving robustness in spoken dialogue systems.
In particular we will focus on a task of recognizing and
understanding users’ responses when prompted to say
their credit card or telephone number. This task is an
integral part of a field trial study of AT&T customers
responding to the open-ended prompt “How may I
help you?” [2].

Since it is not necessary for a spoken dialogue sys-
tem to recognize and understand every word, we have
identified those words that are relevant to our task by
exploiting the mapping from unconstrained input to
machine action [10]. The set of those words, which
we refer to as the numeric language, form the basis
for recognizing and understanding a credit card and
a telephone number.

This paper addresses the challenges in designing an
utterance verification system for the numeric lan-
guage in fluent unconstrained speech. We consider
the problem of utterance verification for the numeric
language as a binary classification task. Each ut-
terance is encoded by a set of five features that are
designed to reflect the confidence in recognizing the
underlying numeric language. Using a hierarchical
mixture-of-experts (HME) [3], an utterance is classi-
fied into either Cj if its numeric language is correctly

recognized, or C, otherwise. The HME enables non-
linear supervised learning and uses the ezpectation-
mazimization (EM) algorithm for training. The out-
put of the HME is considered as a confidence score.
By imposing different verification thresholds, a spec-
trum of performance curves are generated and an ap-
propriate operating point is selected accordingly.

2. The Numeric Language in Spoken
Dialogue

We are interested in the problem of recognizing and
understanding fluent speech within constrained task
domains. In particular, we have conducted a number
of field trial studies on AT&T customers responding
to the open-ended prompt “How may I help you?”
with the aim at providing an automated customer
service. The goal of this service is to recognize and
understand users’ requests whether they relate to
billing, credit or call automation [2]. Dialogue in this
application 1s clearly necessary since in many situ-
ations involving ambiguous requests or poor system
robustness, customer service can not be performed
from a single input.

The design of a robust spoken dialogue system does
not necessarily require recognizing and understanding
every word in the dialogue, but only those that are
“salient” to the task. Salient phrases are essential for
interpreting fluent speech. They are commonly iden-
tified by exploiting the mapping from unconstrained
input to machine action [10].

In this paper, we will refer to those salient phrases
that are relevant to our task as numerics. The nu-
meric language defines the set of words or phrases
that play a key role in the understanding and automa-
tion of users’ requests. For this application, the nu-
meric language consists of six distinct phrase classes
including digits, natural numbers, alphabets, restarts,
city/country name, and miscellaneous [7].

3. Numeric Language Recognition

We consider the problem of numeric language recogni-
tion in spoken dialogue systems as a large-vocabulary
continuous speech recognition task where the numeric
language is treated as a small subset of the active vo-
cabulary in the lexicon. With this methodology, it is
essential to accurately model, recognize and under-
stand the numeric language in fluent unconstrained
speech. Figure 1 shows a block diagram of the nu-
meric recognition system.

For acoustic modeling, two sets of continuous-density
hidden Markov models (HMMs) have been used; one
dedicated for the numeric language and the other for
the remaining vocabulary words. Each numeric word
has been modeled by three context-dependent seg-
ments - a head, a body and a tail - capturing all pos-
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Figure 1: A block diagram for numeric recognition.
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sible inter-numeric coarticulation [4]. The remaining
vocabulary words (non-numerics) have been modeled
by forty tri-state context-independent subwords. Ad-
ditional HMMs have also been used to model transi-
tional events between numerics, non-numerics and si-
lence, and to accommodate for extraneous speech and
background noise events. A total of 333 HMMs have
been used, trained using maximum likelihood estima-
tion (MLE) followed by minimum classification error
(MCE) [7].

For language modeling, stochastic finite state ma-
chines have been automatically generated from the
training data using a variable n-gram model [8]. This
particular design includes back-off mechanism and
enables parsing of any arbitrary sequence of words
sampled from a given vocabulary. Semantic-syntactic
knowledge has been integrated into the estimate of
the word sequence probabilities for improving the
generalization capability of the language model.

The purpose of the understanding module is to trans-
late the output of the recognizer into a “valid” string
of digits. A rule-based strategy has been implemented
for numeric understanding to translate recognition re-
sults (e.g., N-best hypotheses) into a simplified finite
state machine of digits only. Examples of these rules
are presented in [7]. The output of the understanding
system is passed through a validation module which
determines whether the number string is valid, par-
trally valid or invalid.

An important charter of a robust spoken dialogue sys-
tem is to identify out-of-vocabulary utterances and
utterances that are incorrectly recognized. This is
particularly important in numeric recognition since
it provides the dialogue manager with a confidence
measure that may be used for call confirmation, re-
pair or disambiguation. Associating each utterance
with a confidence score is performed through utter-
ance verification.

4. Utterance Verification
4.1. Statistical Hypothesis Testing
Consider Z = {7Z1,75,..,7,} to be n verification
features that describe a single utterance having M
words, {w;|i = 1 : M}. In statistical hypothesis test-
ing, if Hy 1s the null hypothesis and H; is the alter-
nate hypothesis, then the decision rule is stated in
terms of a likelihood ratio as

Pro,(Z|Ho) T
L(Z,0)= —"r—~ > 71 (1)
Pry, (Z|H,) ;1
where 7 is the decision threshold and © = {fq, 61}
are the parameters of the model which are esti-
mated by minimizing the average probability of error
Pre,(Z, Hy) 4+ Pre,(Z, Hy) [1]. Tf 8™ denotes the nu-
meric language set, then Hy assumes that w; € 87,
for at least one word, and that all numeric words are
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—

correctly recognized. Conversely, H; assumes that ei-
ther w; &€ 8™, Vi, or at least one of the numeric words
is incorrectly recognized.

In this study, we consider utterance verification as
a binary classification problem where for each utter-
ance, the most probable hypothesis is selected as

H* = arg n_léa)%Pr(;,(HAZ). (2)

Feature extraction and classification are performed as
follows.

4.2. Verification Features

Verification features, Z, are designed to reflect the
confidence in recognizing essentially the numeric lan-
guage. Five features are used to encode each utter-
ance. Pilot experiments have shown that each of these
features has the capability of providing reasonable
separation between Hg and Hj.

Verification score: To detect out-of-vocabulary words
and numerics that are incorrectly recognized, a log
likelihood ratio distance is computed based on a set
of discriminatively-trained context-independent ver-
ification HMMs, ¥, involving keywords, ¥(*) anti-
keywords, W(%*) and fillers, () [6]. Let X be
the acoustic features for a given utterance (e.g., cep-
strum, energy, etc.), {wglk = 1 : K} its numeric
words, such that wp € 8™, Vk, and Xy the corre-
sponding acoustic vectors, then the verification score
is defined as

L(X,¥) = ;log { % ) exp{-nL(Xk, ¥)}},
_ Pr(X, o)
L(Xk> \I') - log { a»Pr(Xk|lIl(”k)g+(1—o<)~)Pr(XkI\Il(f)) } (3)

where 7 > 0.0 and 0 < a < 1. This measure has been
commonly used in [5, 6].

N-best verification score: This score reflects the con-
fidence in L(X, W), estimated over the N-best candi-
dates:

dL(X, W) = L,(X,¥) — Ly(X, ¥), (4)
where Ly(-) and Ly(-) are the verification scores for

the top best two candidates.

Likelithood-ratio distance: The ratio of the N-best like-
lihood scores for the recognition HMMs, A, provides
a confidence measure in the best decoded path.

AL(X,A) = Ly(X,A) = Ls(X, A),
LXA) = 2 Y log (Pr(Xe,uxlA)}, (3)

where Li(-) and Lo(-) are the likelihood scores for the
top two best candidates.

Numeric cost function 1: Confusions among the nu-
meric language for the top N-best candidates is a
strong indication of a possible error. Thus for wy €

Sm,
Dy :{ 1wl =w} Vk

0 otherwise,

where w} and w} are the numeric words for the top
two best candidates.



Numeric cost function 2: Since for some utterances
the numeric language can be the only vocabulary in
the N-best candidates, D; will erroneously be set to
0 in these situations. A companion cost is therefore
introduced, such that

DF{ 1w, eS8, Vk

0 otherwise.

4.3. Hierarchical Mixture-of-Experts

The action of the classifier is to map the input fea-
ture space into Hy should the top hypothesis con-
tains numeric words that are all correctly recognized,
and Hi otherwise. A hierarchical mixture-of-experts
(HME) has been used for this binary classification
problem [3]. Unlike neural networks, HMEs apply
the EM algorithm for training as opposed to gradient
descent. HMEs are also discriminative, thus unlike
Gaussian mixture models (GMM) that maximize a
likelihood function, HMEs minimize the probability
of error. They generally converge reasonably fast ac-
cepting both binary and continuous inputs.
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Figure 2: A hierarchical mixture-of-experts (after

Jordan and Jacobs, 1994).

Figure 2 shows a HME of depth 2. This architecture
enables non-linear supervised learning by dividing the
input feature space into a nested set of regions and
fitting simple surfaces to the data that fall in these
regions. The output of the HME, y, is a discrete
random variable having possible outcomes of 1, to
denote Hy, or 0 to denote H;.

An HME is a binary tree having gating networks that
sit at the nonterminals of the tree and expert networks
that sit at the leaves of the tree. Both gating and ex-
pert networks receive the verification features Z and
compute a conditional probability. For binary classi-
fication, the resulting hierarchical probability model
is a mixture of Bernoulli densities [3]:

Pry(y|Z) = > Fi(Z,0:) 325 Fij (Z, 6ij)
Pry;(y|Z)Y (1 — Pro,;(y1Z))'~). (6)
Thus, the probability of selecting H 1s
Pry(y =1]Z) = Zi=0,1 Fi(Z, ¢:) Zj Fij(Z, ¢45)
Pry;(ylZ). (7)

The output of the HME is considered as a confidence
score. Based on the application design requirements,
an appropriate decision threshold can be selected to
achieve a desirable trade-off between false acceptance
and false rejection rates.

5. Experimental Results

All experiments have been performed using the
AT&T’s Watson speech recognition system [9]. For
feature extraction, each speech frame was represented
by twelve mel-based mean-normalized cepstral coef-
ficients. Cepstral vectors along with frame log en-
ergy were augmented with their first and second order
time derivatives. Recognition was performed through
standard Viterbi beam search over a dictionary of
3.6K words and perplexity 14 [2].

Various databases have been used for training the
acoustic and language models as well as the HME.
They included 10,000 utterances from this experimen-
tal study along with over 20,000 utterances of con-
nected digits and natural numbers that have been col-
lected over a period of a decade [7]. For HME train-
ing, a network of depth four was learned to output
1 for data representing Hg and 0 otherwise. For lan-
guage modeling, separate class-based n-gram stochas-
tic automata were generated for the card and phone
numbers [§].

Our experiments have been conducted on 626 test ut-
terances, each representing a separate speaker trans-
action. The first set of results are presented in Fig-
ure 3 which demonstrate the word and understand-
ing error rates as a function of processing speed. The
understanding error rate reflects whether the inter-
pretation (the translated sequence of digits) of the
recognized speech matches that of the transcription.
At a word error rate of 12%, for example, the under-
standing error rate is 26%. This implies that we are
able to correctly recognize and automate credit card
and telephone numbers for 74% of the utterances.
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Figure 3: Processing speed of the numeric recognition
system as a function of (a) word error rate, and (b)
understanding error rate.

In the next set of experiments we introduce utterance
verification by using the HME output as a confidence
score to identify when the interpretation of the under-
standing module is incorrect. At this point, we will
only consider those utterances that contain the nu-
meric language. Utterances that included solely out-
of-vocabulary words (i.e., non-numerics) were found
not to be confused with the numeric language. Re-
jecting those utterances based on their recognized
speech would therefore be trivial.'?

Figure 4(b) shows the distribution of the HME output

' This result is considered as one of the advantages of the pro-
posed approach for numeric recognition. Methods that rely on
more constrained grammars often show larger confusion errors be-
tween in-vocabulary and out-of-vocabulary data.

2Utterance verification is applied in this study for detecting
recognition errors among the numeric language. This is clearly a
much tougher problem t%lan rejecting out-of-vocabulary words.
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Figure 4: Utterance verification performance when
using (a) a likelihood ratio score, and (b) HME ver-
ification score. The solid and dashed lines represent
the distribution of the scores for Hy and H1, respec-
tively.

when the data is correctly interpreted, i.e., Pry(y =
Hy|Z) , and when the data is incorrectly interpreted,
ie., Prg(y = Hi1|Z). To baseline our results, Fig-
ure 4(a) shows the distribution of the likelihood ra-
tio scores when computed using the keyword/anti-
keyword /filler verification models. This is considered
as the classical approach when performing utterance
verification, particularly for digit recognition (e.g.,
[6]). The amount of overlap in the two distributions,
which define the false rejection rate and the false ac-
ceptance rate, is clearly smaller for the HME case; a
result that is attributed to the additional input fea-
tures.
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Figure 5: ROC curves when using the GMM and the
HME for utterance verification.

In the following results we compare the performance
of the HME with that of a GMM. Figure 5 shows the
receiver operating characteristic (ROC) curves for the
two methods, that is, the detection rate (1- false re-
jection rate) versus false alarms (false acceptance).
The HME clearly demonstrates better performance
than the GMM at all possible settings. At an operat-
ing point of 10% false acceptance rate (equivalent to
a total rejection rate of under 30%), for example, the
detection rates are 82.5% and 90.4% for the GMM
and the HME, respectively.

From a designer’s prospective, Figure 6 illustrates the
trade-off between false acceptance and false rejection
as a function of the decision threshold. The minimum
and equal error rates, which both seem to have similar
thresholds, are less than 18% and 10%, respectively.

6. Summary
This paper addressed the challenges in designing an
utterance verification system for the numeric lan-
guage in fluent unconstrained speech. We considered
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Figure 6: False acceptance, false rejection and total
error rates as a function of the decision threshold.

the problem of utterance verification as a binary clas-
sification task. Each utterance was encoded with five
verification features that reflected the confidence in
recognizing the numeric language. Utterances were
classified as either correct or incorrect using a a dis-
criminative hierarchical mixture-of-experts. Exper-
imental results on a field-trial study have concluded
the following: (1) Accurate recognition of the numeric
language resulted in 74% correct understanding and
automation of credit card and telephone numbers. (2)
The proposed five features for utterance verification
can be combined effectively using a HME. At 10%
false alarms, for example, the HME achieved over
90% detection rate, which was significantly higher
than a GMM (82.5%), or a classical likelihood ra-
tio verification distance (64%) [7]. At this operating
point, the understanding correct rate increased from

74% to over 90%.

Acknowledgments

The author would like to acknowledge the technical
contribution of L. Saul.

7. REFERENCES

1. P. Bickel and K. Doksum. Mathematical Statistics: Ba-
sic Ideas and Selected Topics. Prentice Hall, Englewood
Cliffs, 1977.

2. A.L. Gorin, G. Riccardi, and J.H. Wright. How May I
Help You? Speech Communication, 23:113-127, 1997.

3. M. Jordan and R. Jacobs. Hierarchical mixtures of ex-
perts and the EM algorithm. Neural Computation, 6:181—
214, 1994.

4. C.-H. Lee, E. Giachin, L. R. Rabiner, R. Pieraccini, and
A. E. Rosenberg. Improved acousticmodeling for large vo-
cabulary continuous speech recognition. Computer Speech
Language, 6(2):103-127,1992.

5. E. Lleida and R.C. Rose. Utterance verification in contin-
uous speech recognition. In Proc. IEEE ASR Workshop,
December 1995.

6. M. Rahim, C.-H. Lee, and B.-H. Juang. Discrimina-
tive utterance verification for connected digits recogni-
tion. IEEE Transactions on Speech and Audio Process-
ing, 5(3):266—277, May 1997.

7. M. Rahim, G. Riccardi, J. Wright, B. Buntschuh, and
A. Gorin. Robust automatic speech recognition in a nat-
ural spoken dialogue. In Workshop on Robust Methods
for Speech Recognition in Adverse Condition, Tampere,
Finland, 1999.

8. G. Riccardi, R. Pieraccini, and E. Bocchieri. Stochastic
automata for language modeling. Computer Speech and
Language, 10:265-293, 1996.

9. R.D. Sharp, E. Bocchieri, C. Castillo, S. Parthasarathy,
C. Rath, M. Riley, and J. Rowland. The Watson speech
recognition engine. In Proc. Int. Conf. Acoust., Speech,
Signal Processing, pages 4065—4068, 1997.

10. J.H. Wright, A.LL.. Gorin, and G. Riccardi. Automatic ac-
quisition of salient grammar fragments for call-type clas-
sification. In Proc. Furospeech, pages 1419-1422,1997.



