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ABSTRACT

The usage of multiple Hidden Markov Models (HMMs) to
prepare a Czech acoustic unit inventory and speech synthesis
based on this inventory are presented in this paper'. Triphone
HMMs are trained on the basis of the speech corpus spoken by
a single speaker. The states of triphone HMMs are
automatically clustered down using binary decision trees. The
clustered states are then used to automatically segment the
speech corpus and to create a speech segment database. The
acoustic unit inventory constructed in this way is assumed to
enable more precise context modeling than was previously
possible. Concatenation-based speech synthesizer can be
designed on the basis of the speech segment database. Several
speech synthesis techniques are discussed for this purpose. In
the end, a Czech text-to-speech (TTS) system is presented.

1. INTRODUCTION

Traditionally, formant synthesis was used in the context
of TTS synthesis [1]. This synthesis was based on a
simple model of speech production, and a set of
manually derived rules was used to determine parameters
of the synthesizers such as formant frequencies and
bandwidths, and other articulatory parameters. Hence,
this method of speech synthesis is called synthesis by
rule. While these systems can achieve a high degree of
intelligibility, their naturalness is typically low, since it
is very difficult to accurately describe the process of
speech generation in a set of rules.

Nowadays, concatenative speech synthesizers are widely
used. Speech synthesis is performed by concatenating
speech units (or segments) into a desired utterance. The
inherent problem of concatenation-based synthesizers is
that they suffer from discontinuities encountered at the
unit boundaries, i.e. in the concatenation points.
However, there are several reasons for the massive usage
of concatenative synthesizer [2]. It has been shown that
production of a concatenative synthesizer of acceptable
quality is much easier and does not require the detailed
knowledge of speech production processes needed for
producing a rule based synthesizer of a similar quality.
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Moreover, a very long time is usually needed to design a
formant synthesizer (typically several years).

The traditional speech units used in concatenative speech
synthesis are diphones. While they retain the transitional
information between phones, some problems can appear
in the concatenation points. Diphone inventories were
often augmented by longer units (such as demisyllables
or syllables) to cover longer lasting contexts (i.e. co-
articulation phenomenon), and obtained by manually
doing segmentation of the speech corpus, which is a
labor-intensive process. Nevertheless, more contexts
than diphones should be taken into account to achieve
more natural synthetic voice quality. The suitable unit
seems to be a triphone.

This paper presents a new approach to speech synthesis
[3], [4], [5]. It is based on recent advances in speech
recognition technology. It uses triphones as the basic
speech units. These units contain both the stationary
parts of the phone and the transitional information of the
adjacent phones. HMMs are used to model triphones.
They are trained on the basis of the training set. The
states of triphone HMMs are clustered down using a set
of automatically generated binary decision trees and then
used to automatically segment the speech corpus and to
create a speech segment database. Concatenation-based
techniques can be then used to perform speech synthesis
from these segments.

The paper is organized as follows. Section 2 describes
the acoustic unit inventory preparation process. In
Section 3 two major approaches to the construction
speech segment database are mentioned. Section 4 is
dedicated to speech synthesis techniques. Finally,
Section 5 contains the conclusion and outlines our future
work.

2. AUTOMATIC ACOUSTIC UNIT INVENTORY
CONSTRUCTION

First of all, some initial remarks will be mentioned. We
use a single speaker continuous natural speech corpus. It
contains a number of utterances, which represent
approximately one hour of speech. It was built on the
arbitrary text reading and recorded at a sampling rate of
44,1 kHz. Pitch asynchronous speech analysis was then



performed, i.e. speech data were pre-emphasized,
Hamming windowed with 25 ms frames, and coded into
Mel frequency cepstral coefficients (MFCCs) with
energy, delta and acceleration coefficients to give a 39
dimensional feature vector. Three state left-to-right
HMMs were used with 6 ms frame rate (see top in
Figure 1). To train HMMs, Hidden Markov Models
Toolkit (HTK) from Entropic was used [6].

Before constructing HMMs, speech corpus must be
provided with word level and phonetic transcription. To
do that, a set of Czech phonetic transcription rules is
used. Some words cannot be transcribed in such a way.
These words are mostly non-Czech words and are called
exceptions. They are organized in an exception-word
dictionary. Applying phonetic transcription rules or
looking up in the exception-word dictionary, phonetic
transcription dictionary that contains word level and
phonetic transcriptions of words from the speech corpus
is created.

Having the MFCC files, phonetic transcription
dictionary and word level transcription, the training
process can start. Firstly, monophone models are trained.
These models are then cloned to produce triphone
models for every distinct triphone in the training data.
The transition matrix remains tied across all the
triphones of each base phoneme. The triphone models
are then re-estimated.

However, simply modeling triphones, problems with a
large acoustic unit inventory must be faced up to. Using
a Czech 45-phone set, 91.125 triphones are theoretically
possible. Moreover, there are too few occurrences of
many triphones in the training data to properly estimate
Gaussian distribution for each of the model states. In
addition, there is a lot of triphones that do not occur even
in the large speech corpus. Fortunately, effective
clustering of similar contexts modeled in a sub-phonetic
level has been well studied in the speech recognition
community, and thus can be applied to get rid of the
above mentioned problems. For each set of triphones
derived from the same base phone, corresponding states
are clustered using binary decision trees (see Figure 1).
HMM states in triphone are often called fenemes [4] or
senones [5]. A binary decision tree is constructed
automatically for each feneme using a large list of
questions concerning immediate phonetic context, and
two clustering parameters. The process runs as follows.
Corresponding fenemes of triphones derived from the
same base phone are pooled. All the data corresponding
to this pool is used to construct a single Gaussian in the
root node of the tree. Then, a list of questions is used to
suggest splits of the data into two child nodes. The
question which results in the maximum gain in the log-
likelihood of the data fitting Gaussians constructed in the
child nodes compared to the Gaussian in the parent node
is selected to split the parent node. This process
continues at each node of the tree until one of two
stopping criteria is met. The two clustering parameters
specify the minimum number of frames of speech that
must be assigned to each node, and the minimum gain in

L_Voiced-consonant? L_Nasal?

N

v-atn p-atn m-ats r-ats
d-atm k-atm n-a+d k-atp
b-atng t-atng m-atl z-att

AA

Clustered State Gaussians

Figure 1. An illustration of the decision-tree state-
clustering procedure. Here the middle states of all HMMs
modeling the base phone [a] are clustered using the
questions at the tree nodes into the groups listed under
each leaf node.

log-likelihood, which must be achieved for a node to be
split. The former threshold ensures that sufficient data is
associated with each leaf node to properly estimate a
Gaussian distribution. The latter ensures that nodes are
not split for negligible gain. The final terminal nodes
form the clustered states for that tree. The similar
terminal nodes can be merged. All states in the same leaf
node are tied. After clustering some models may share
the same three states and transition matrices and are thus
identical. Such models are then tied together.

The decision trees enable previously unseen triphones to
be synthesized. Finally the state-clustered models are re-
estimated. Changing the stopping criteria thresholds, we
can balance between memory requirements and quality
context modeling. Higher threshold values lead to lesser
count of resulting clustered states, and thus to lesser
memory requirements, but to worse context modeling. In
contrast lower values result in better context modeling
(more clustered states can be used), but memory
requirements can be enormous.

Finally, the training data is aligned to state-clustered
models using Viterbi search, producing label files of
clustered state name against time (see Figure 3). The
segmentation process could lead to some errors (like
misplaced segment boundaries — mostly caused by
incorrect transcriptions) when compared to manual
segmentation. Nevertheless, good context coverage and
consistent segmentation by HMMs typically overcomes
the drawback of an imperfect automatic segmentation
[5]- The process of automatic acoustic unit inventory and
speech segment database construction is illustrated in
Figure 2.
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Figure 2. An illustration of an automatic acoustic unit
inventory construction (includes HMM training and
speech corpus segmentation), and segment database
construction.

No comparison between larger and smaller acoustic unit
inventory has been made so far. Using internal-word
triphones, approximately 4.600 triphones appear in our
speech corpus. These triphones were trained and
clustered down to share about 1.300 states. The values of
clustering parameters were relatively high: a minimum
number of 100 frames of speech are required for each
node, and the minimum gain in log-likelihood was set to
350. Using cross-word triphones (and the same
clustering thresholds), approximately 7.300 triphones
were encountered in our training data. After clustering,
the number of clustered states was about 2.500. In the
end, speech corpus was segmented into clustered states.
No verification of the segmentation results was done
since it is very laborious to manually segment such a
large corpus.

3. SPEECH SEGMENT DATABASE
CONSTRUCTION

Speech segments corresponding to each clustered state
are stored in the speech segment database. There are
several ways how to construct the database. One
approach is that only one segment is selected to represent
each clustered state. The selected segment should be
good (or average) enough to be used anytime the desired
sound (i.e. acoustic unit) is to synthesize.

Another way how to construct the database is that more
segments (or all occurrences) per clustered state are
stored. Dynamic programming could be then applied
during synthesis, ensuring that segment which best fit
the phonetic and prosodic context of to-be-synthesized
sound is selected. The programming is usually based on
a cost function that evaluates prosodic features and
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Figure 3. An illustration of speech signal alignment to
state-clustered models. Triphone d-o+k in the Czech
word “doktor” is aligned to state-clustered models
02 17,03 32,ando 4 8.

spectral discontinuity of the adjacent to-be-synthesized
segments [4]. Here again compromises between memory
resources and speech quality can be made. In case of
runtime synthesis, the runtime speed should also be
taken into account.

In our current implementation, we use the former
approach. The main criteria for selecting a representative
segment from segmented speech corpus is a HMM score
imposed by Viterbi search. To avoid selecting an in
some way extreme segment (e.g. segment with too big or
small energy or too long or short segment), amplitude
and duration statistics were calculated for each acoustic
unit (i.e. clustered state) from all the occurrences of a
particular clustered state in the training data. Segments
whose amplitudes and durations are far away from the
unit mean are not taken into account. Pitch should also
be taken into account, but current implementation does
not use any pitch-tracking algorithm.

4. SPEECH SYNTHESIS

There are several techniques used in the context of
concatenation-based speech synthesis. The simplest one
(called direct synthesis or synthesis based on waveform
coding) is based on simply concatenating waveforms of
speech segments from speech database. Neither speech
analysis, nor prosodic modification is performed on
speech segments. The resulting speech sounds
intelligibly (no speech parameterization is done) but
strongly unnaturally (segments with different prosodic
features are simply joined with no prosodic
modification).

The classical approach to speech synthesis is linear
predictive (LP) synthesis. It is based on autoregressive
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Figure 4. The classical autoregressive model of speech
production.

(AR) model of speech production (see Figure 4). Pitch
asynchronous LP analysis is done for each segment of
the speech segment database. As a result, parametric
speech segment database is constructed. We use
PARCOR coefficients with order 20. Other synthesis
parameters, i.e. duration, intensity, voiced/unvoiced
(V/UV) decision and pitch, can be calculated directly
from the non-parametric speech segments. Vocal tract is
modeled by a lattice filter whose coefficients are
PARCORs. The excitation signal is generated by an
impulse train generator (in case of voiced sounds), or by
Gaussian noise  source. Prosody matching is
straightforward, since pitch, duration and intensity are
explicit parameters of the model. Spectral discontinuities
encountered in the concatenation points are simple to
smooth by linear interpolating the difference between
PARCORs [7]. The resulting synthetic signal is
intelligible, more natural than in previous approach.
However it is accompanied by a characteristic buzziness
caused by pulse-like nature of the excitation signal. An
alternative solution to this problem is the usage of the LP
residual excitation signal (so called RELP synthesis) at
the expense of limited prosodic matching capabilities.

TD-PSOLA approach to speech synthesis is a very
attractive and computationally inexpensive technique
since it enables prosodic modification to be done in the
time domain. The original speech segments are divided
into several pitch synchronous short-time segments by
Hanning windowing centered on the analysis pitch
marks. These short-time segments are then combined to
produce a synthetic signal. Prosodic matching is done by
changing distances between pitch period pulses and by
adding or overlapping short-time segments. In this
simple way pitch and duration can be set to desired
values. While segmental quality of the synthesized
speech is very high (no speech model is employed),
some problems can be observed in the concatenation
points. No spectral discontinuity smoothing can be
applied, and moreover, phase and pitch mismatch
appears. Combining an RELP synthesizer and TD-
PSOLA algorithm can solve these problems. In this case,
powerful smoothing capabilities of AR model and
simple prosodic modifications applied on the LP residual
signal are used together to achieve a high quality
synthetic speech. This approach is denoted as RELP-

PSOLA. This is the method we are focused on.
Unfortunately, there is no resulting speech signal in time
of writing this paper, except of simple resynthesizing the
original utterance. We suppose to present some speech
samples at the conference in September.

Now, we can present a Czech text-to-speech system. The
TTS conversion process starts with converting the word
string of the utterance to a phone string. The only text
pre-processing included is to interpret punctuation marks
as short pauses. The phone string is then converted to a
sequence of triphones and this sequence to a string of
clustered states using the decision trees. The clustered
state sequence is then synthesized using one of the
techniques described above. The process ends with
generating an acoustic wave.

5. CONCLUSION

This paper is dedicated to the problem of automatic
HMM-based acoustic unit inventory and speech segment
database construction. Concatenation-based speech
synthesis techniques are then proposed to produce a
resulting speech. Presented TTS system is fully
automatic. It is based on a single speaker speech segment
database and should be able to produce intelligible
speech that mimics the voice of the original speaker. Due
to the automation, the system can be retrained relatively
easily and quickly to produce any desired voice. The
future work will be directed towards improving the
naturalness and intelligibility of the synthesized speech.
We will focus on RELP-PSOLA synthesis technique.
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