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ABSTRACT

An extensive rule set for grapheme-to-allophone
conversion of Slovene texts has been defined and
evaluated. Another rule set has been developed for
pronunciation of names. The efficiency of both S5 rule
sets was compared to the one of the Onomastica rule set
on two manually transcribed test data sets.

A performance test applied on the S5 pronunciation
dictionary showed error rates of about 30% in the stress
assignment and consequently in the phonetic
transcription. In case stress assignment and the
transcriptions of graphemic /e/ and /o/ in stressed
syllables had been marked in advance a transcription
success rate of nearly 100% was achieved both on
names and on standard words with the S5 names rule
sets and the S5 standard words rule set respectively.

1. INTRODUCTION

One of the important aspects in text-to-speech synthesis
is the grapheme-to-phoneme conversion of the input
text. Although there are many different approaches to
this conversion, this contribution focuses on a combined
use of pronunciation dictionary and context dependent
pronunciation rules in the S5 Slovene text-to-speech
system (SQEL Slovene Text-to-Speech System) [1].

Input to the S5 text-to-speech system is arbitrary
Slovene text. It is translated into a series of allophones
in two consecutive steps.

First, input text normalization is performed. The
unrestricted input text is split into sentences and word
end is detected. The function of punctuation marks
needs to be interpreted correctly. Abbreviations and
acronyms are expanded to form equivalent full words
using a special list of lexical entries and spelling rules.
The text normalizer converts further special formats like
numbers, dates and non-alphanumeric symbols into
standard grapheme strings. The rest of the text is
segmented into individual words and basic punctuation
marks.

The normalized words are passed to the pronunciation
module, which uses a range of dictionary and rule based
methods to assign a pronunciation to each word. These

methods are arranged in order of accuracy, with
dictionary lookup as the most accurate. They are
discussed in detail and evaluated in the following
sections.

2. PRONUNCIATION DICTIONARY

The S5 pronunciation dictionary was originally
developed with the intention of capturing as large a
percentage of words in continuous running text as
possible. This was achieved by a statistical analysis of
many different types of Slovene texts, mainly fiction,
newspaper and journal articles (in total nearly 1.000.000
words).

It was found that that about 16.000 most frequent words
accounted for approaching 90% of all words used in the
text corpus [1]. These words were used as the core of
the dictionary. They were automatically transcribed by
the S5 grapheme-to-allophone rules. Later their
pronunciation was manually corrected.

The S5 pronunciation dictionary covers over 16.000
most frequent inflected Slovene word forms,
collocations and proper names. For words that are
pronounced differently for different parts of speech the
most frequent pronunciation is chosen.

2.1 Collocations

The identification of collocations, 1i.e. current
combinations of words as they appear in context, can
considerably increase the naturalness of synthetic
speech [2]. In human speech, collocations act as
prosodic units and are subject to a higher degree of
reduction and internal coarticulation than they would be
had they been ordinary, separate words. We have
chosen a lexical approach for handling collocations.
The most common collocations are stored in a separate
pronunciation dictionary including reflexive verbs.

3. LEXICAL STRESS ASSIGNMENT

In case where dictionary derivation fails, input words
must be transcribed automatically. First, the lexical
stress position has to be determined, a quite frustrating
task given that in Slovene lexical stress can be located
almost on any syllable obeying no specific rules. The
stressed syllable in Slovene may form the ultimate, the



penultimate or the preantepenultimate syllable of a
polysyllabic word.

The automatic stress assignment algorithm we
developed is to a large extent determined by
(un)stressable affixes, prefixes and suffixes of morphs,
based upon observations of linguists [3]. For words
which do not belong to these categories, the most
probable stressed syllable is predicted using the results
we obtained by a statistical analysis of stress position
depending on the number of syllables within a word [1].

The analysis was performed on the S5 pronunciation
dictionary where lexical stress positions had been
manually inserted. According to the results of the
statistical ~ analysis  disyllabic, trisyllabic  and
quadrosyllabic words are most likely to be stressed on
the penultimate syllable.

The rules assume that all monosyllables are stressed,
since stressless monosyllables, forming a limited set of
function words, would already be found in the
pronunciation dictionary or they would be handled as
collocations. The rest of the rules refer to polysyllabic
words.

4. GRAPHEME-TO-ALLOPHONE RULES

Finally, a collection of over 150 context-sensitive and
context-free grapheme-to-allophone rules translates
each grapheme string into a series of allophones.

The rules are accessed sequentially until a rule that
satisfies the current part of the input string is found. The
transformation defined by that rule is then performed,
and a pointer is incremented to point at the next
unprocessed part of the input string, and so on until the
whole string has been converted.

The context free rules are rare and they include a one-
to-one correspondence, two-to-one correspondence and
one-to-two correspondence.

The vast majority of the rules for grapheme-to-
allophone transcription for Standard Slovene are
context-sensitive. This means that a grapheme or a
string of graphemes is transcribed differently according
to its phonetic environment. Certainly all rules for
determining which allophone of a certain phoneme is to
be used in a phonetic sequence are context-dependent.

Each context-sensitive rule consists of four parts: the
left context, the string to be transcribed, its right context
and the phonetic transcription. A number of writing
conventions has been adopted in order to keep the
number of rules relatively small and readable. The left
and the right context may contain wild characters
describing larger phonetic sets, e.g.: ‘#’ stands for
vowels, ‘$’ for consonants,  ’ for white space.

The rules for consonants are rather straightforward,
while those for vowels must handle vowel length and
the variant realizations of the orthographic /e/ and the
orthographic /o/ in stressed syllables.

Typical context-sensitive rules have the following
structure:

left grapheme right phonetic
context  string context string
$ Jer/ _ [@r]
= /m/ k [N]

The above rules state that the word final /er/ preceded
by a consonant is transcribed as [@r] (e.g. /gaber/ ->
[*ga:.b@r]), and that any /n/ followed /k/ is transcribed
into [N] ([N] is the allophone of [n] when followed by
/k/ or /g/, e.g. in /anka/ -> [*a:N .ka]).

Our initial rule set produced in 1995 [4] was based on
various observations of expert linguists, e.g. [3] and
other basic rule sets for Slovene grapheme-to-allophone
transcription [5],[6].

The initial set of rules has been undergoing continuous
refinement ever since and resulted 169 rules of the S5
standard word rule set. Rules for pronunciation
corrections of words according to the left and to the
right context of the word were also added.

In the recent years, telecommunication applications of
speech synthesis have increased in importance, e.g.
automatic telephone directory inquiry systems. Names
of locations (cities, streets, etc.) and proper names
cannot be mentally reconstructed from the context when
listening to the messages, correct name pronunciation is
required [7]. S5 standard word rules developed for a
standard Slovene vocabulary do not lead to satisfactory
results when applied on names. Therefore, additional
‘name-specific’ rules were added to the S5 standard
words rule set resulting in the S5 names rule set.

5. EVALUATION

One way of insuring accurate pronunciation for many
telephone applications is to create huge dictionaries
containing all the names needed. This was one of the
motivations behind the LRE and COP European funded
projects Onomastica that aimed to produce machine-
readable phonetic dictionaries for names in various
European languages.

In 1997 the COP Onomastica CD-ROM was published
and distributed by ELRA [8]. The CD-ROM contains
manual transcriptions of 283.449 Slovene names
marked by an expert phonetician (all of them Quality
Band I) and also a set of 125 rules for Slovene
grapheme-to-allophone transcription.



In our test we have compared the transcription
efficiency of three rule sets:

e the Onomastica rule set (125 rules),
e the S5 standard words rule set (169 rules) and

e the S5 names rule set (174 rules)

on two manually transcribed pronunciation dictionaries:

e the Onomastica pronunciation dictionary consisting
of 233919 names; for names with multiple
pronunciations only the more probable one (the
first one) was taken; company names were
excluded from the test input data,

e the S5 pronunciation dictionary consisting of
14.640 most frequent Slovene words.

On the Onomastica pronunciation dictionary the
Onomastica rule set and the S5 names rule set were
compared. Since the Onomastica rule set must be
adapted to pronunciation of names it was not entirely
fair to compare its performance with the S5 standard
words rule set on the second pronunciation dictionary.
We would have taken the 88 rules set for standard
words mentioned in [9] if it were publicly available.

5.1 Data Preparation

The Onomastica rule set and pronunciation dictionary
use the broad phonetic level of transcription as opposed
to the narrower one applied in the S5 case. Therefore,
the S5 rule sets and the S5 pronunciation dictionary had
to be generalized to larger phonetic groups.

The Slovene Onomastica rule set does not contain any
rules on stress mark assignment. Furthermore, the rules
for graphemic /e/ and /o/ are rather vague when it
comes to [e] and [E] or [o] and [O] disambiguation in a
stressed syllable [8]:

* E {*}
1

e(e2)

i*} E {*}
E(e3)

Does the first rule apply to a /E/ in a stressed syllable?
Not all /E/ in stressed syllables are transcribed as [e],
many often are transformed in to [E].

As reported in [9], the stress mark position was inserted
manually. We assume that the /e/ and /o/ in stressed
syllables were transcribed by hand as well.

Therefore, in the evaluation only names where stress
position was automatically correctly detected by our
stress assignment rules were used. [O]-[o] and [E]-[e]
transcriptions were regarded as equal due to the lack of

disambiguation capabilities in the Onomastica rule set.
The resulting sizes of both test data sets were:

*  Onomastica pronunciation dictionary: 68.384
words,

e S5 pronunciation dictionary: 8.480 words.
6. RESULTS

The phonemisation errors were determined by
comparing the automatic transcription outputs with the
manual pronunciation dictionary transcriptions.

An initial count of the results on the Onomastica
pronunciation dictionary showed that 996 of the 68.384
names were incorrectly output using the S5 names rules
set, i.e. a success rate of 98.5% (Table 1). A closer
examination of the errors revealed that they could be
grouped into various categories.

transcr.
false
rule set transcr success
' rate [%]
Onomastica 9051 86.8
S5 names (all errors) 996 98.5
S5 names (revised errors) 20 99.9

Table 1. Number of false transcriptions and
transcription  success rate on the Onomastica
pronunciation dictionary

There were 919 words among the 996 errors where
word final grapheme /l/ was manually transcribed as
[w] (/nikol/ -> [ni.*ko:w], /stil/ -> [*sti:w] or /gril/ ->
[*gri:w]). We agree with these transcriptions in only 15
cases (/stol/ -> [s*tO:w]). Everywhere else final /I/
should be transcribed as [1].

In 68 cases the diphthongs /ai/ or /ei/ were manually
transcribed as [ai][Ei] and as [aj][E]j] by the S5 names
rules, which is just a matter of transcribing convention.
In 5 cases /ue/ was manually transcribed as [WE] and as
[ue] by the S5 names rules. The double consonant /kk/
was manually transcribed as [kk] 8 times (/brankka/ ->
[b*ra:nk.ka]) and as [k] by the S5 names rules, which is
closer to the real pronunciation.

Given this revised interpretation of the data, the results
show only 20 errors out of 68.384 input words, which
is a 99.6% success rate.

When transcribing the S5 pronunciation dictionary
using the S5 standard words rule set only 3 words were
transcribed incorrectly (Table 2), i.e. a 99.9% success
rate.



These raw results do not, however, properly reflect the
accuracy of the transcription rules since it has been
assumed that lexical stress assignment and [e]/[E] and
[0]/[O] disambiguation have been done manually.
Therefore, the S5 standard word rule set was tested
once again on the S5 pronunciation dictionary, this time
with the full allophone set.

transcr.
false
rule set transcr success
’ rate [%o]
Onomastica 2139 74.8
S5 standard words 3 99.6

Table 2. Number of false transcriptions and
transcription success rate on the S5 pronunciation
dictionary

For 70.6% of the test words the generated allophone
sequence matched the manual transcription exactly. In
15.1% of the words, the stressed syllable was
incorrectly predicted which resulted in an incorrect
phonetic transcription. In the rest of the text, [e]/[E] and
[0])/[O]) were confused in 12.2 % of the words; other
pronunciation errors were found in 2.1% of the rest of
the test set.

Provided over 80% of the input text can be found in the
pronunciation lexicon, only 5% of the words would be
processed incorrectly. In other words, in an average text
of 1.000 words (including of course many repetitions of
the more common words) 950 words would be expected
to be correct assuming that the obtained corpus
frequencies can be said to reasonably predict the actual
frequencies encountered by a text-to-speech system.

6. CONCLUSION

An extensive rule set for grapheme-to-allophone
conversion of Slovene texts has been defined and
evaluated. Another rule set has been developed for
pronunciation of names. Rules for stress position
prediction are described as well.

A performance test applied on the S5 pronunciation
dictionary showed error rates of about 30% in the stress
assignment and consequently in the phonetic
transcription. In case stress assignment and the
transcriptions of graphemic /e/ and /o/ in stressed
syllables had been marked in advance a transcription
success rate of nearly 100% was achieved both on
names and on standard words with the S5 names rule set
and the S5 standard words rule set respectively. The
Onomastica rule set produced a lower transcription
success rate.

A slight improvement of stressed /e/ and /o/
transcription may be obtained by using statistical or

pronunciation-by-analogy approaches [10] combined
with a suffix stripper proposed in [11]. However, there
are innumerable cases where also this would fail, e.g. as
for Slovene words /leto/,/teto/,/Ceto/,/Celo/ and /pelo/,
with the transcriptions [*le:.tO], [*tE:.tO], [*tSe:.tO],
[*tSE:.10] and [*pe:.10]. The only way to ensure proper
word transcription in Slovene is to use the derivative
morphology approach based on a lemmatized dictionary
of canonic Slovene forms along with all inflection and
exception rules.
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