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ABSTRACT

In this paper, hybrid HMM/ANN systems are used
to model context dependent phones. In order to re-
duce the number of parameters as well as to better
catch the dynamics of the phonetic segments, we
combine (context dependent) diphone models with
context independent phone models. Transitions from
phone to phone are modeled as generalized context
dependent distributions while phonetic units are con-
text independent models trained on the less coar-
ticulated middle part of each phone. Words are
thus modeled as a sequence of probability distrib-
utions alternately representing the middle part of
the phoneme and the transition to the next phone.
A single neural network is used to estimate both
context independent phone probabilities and gener-
alized context dependent diphone (phone to phone
transition) probabilities. Resulting systems are com-
pared to classical hybrid HMM/ANN system with
the same number of parameters. The PHONEBOOK
isolated word database, the RESOURCE MANAGE-
MENT and the WALL STREET JOURNAL continuous
speech databases have been used for training and
testing the new methods.

1. INTRODUCTION

Many contributions have already demonstrated the
benefit of using Context Dependent models in large

vocabulary continuous speech recognition tasks. Some

recent studies show that it is also possible to use
this kind of approach with hybrid HMM/ANN sys-
tems [1, 2, 3].

In this paper, we used hybrid HMM/ANN (Hid-
den Markov Models - Artificial Neural Networks) in

!Supported by a F.R.I.A. grant (Fonds pour la Formation
a la Recherche dans I'Industrie et dans I’Agriculture).

the framework of context independent, phone models
combined with generalized context dependent tran-
sition (diphone) models. In most of the context
dependent phone modeling approaches using HMM
systems [6] or hybrid HMM/ANN systems ([1], [4]),
word models are composed of a sequence of contex-
tual phoneme models (phoneme in a particular pho-
netic context). In our case, context dependent mod-
els were only used to model the phone to phone tran-
sitions. We still kept context independent phone
models for modeling the less coarticulated middle
section of the phonetic units (see Figure 1). To ob-
tain a trainable system, we reduced the number of
parameters by tying the transition distributions to
a limited number of generalized transitions. These
generalized phone-to-phone transition models, un-
like classical generalized diphone models, were not
necessarily attached to a particular phone.
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Figure 1: Combination of CI phone models and gen-
eralized phone-to-phone transition models

2. APPROACH

As shown in Figure 2, a single ANN is used to esti-
mate both context independent phoneme probabili-
ties and generalized transition probabilities.

Two strategies [3] have been used to cluster the
whole set of transitions into a limited number of
classes.

First we define transition classes based on a priori
knowledge of the phone characteristics. We have
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Figure 2: ANN structure estimating both context
independent phoneme probabilities p(q”Xﬁfg) and
generalized phone to phone transition probabilities
(g 4m| X720,

considered two criterions to define the phonetic classes
(see table 1):

e silence + 9 classes based on the broad phoneme
category.

e silence + 8 classes based on the place of artic-
ulation.

The second strategy was based on automatic data-
driven clustering of all the phone to phone tran-
sitions. In this approach, we identified states for
which pdf’s could be tied with a minimal loss of the
system modeling capability, avoiding introducing a
priori (and usually inaccurate) knowledge in the sys-
tem. The pdf’s of a given state were modeled using
single gaussian distributions and a K-means algo-
rithm was used to cluster the gaussians. We tested
3 kinds of distance measure between the gaussians :
Euclidian, Mahalanobis and Kullback-Leibler. The
best results were obtained with the Mahalanobis dis-
tance.

3. EXPERIMENTS

Experiments have been done to compare context in-
dependent (CI) models with context independent
models combined with context dependent (CD) mod-
els (CI&CD). A minimum duration of half the aver-
age duration of each phoneme was used to define the
CI HMM topologies. The ANNs were feed-forward
multilayer perceptrons.

The complete feature set for our hybrid
HMM/ANN systems was based on a 26 dimensional

TiMIT honemes
b, bcl, d, dcl, g, gcl
p, pcl, t, tcl, k, kel

Broad phonemes class
voiced stops
unvoiced stops

affricates jh, ch
unvoiced fricatives s, sh,
voiced fricatives z, zh, th, v, dh
nasals m, n, ng
semivowels Lr,wy
whisper hh
vowels iy, ih, eh, ey, ae, aa, aw,

ay, ah, ao, oy, ow, uh, uw, er

Place of Articulation
closures
front consonants
middle consonants
back consonants
front vowels
middle vowels
back vowels
middle diphtongs

TiMIT phonemes

bcl, dcl, gcl, pcl, tcl, kel

b, p, f, th, v, dh, m

d, t, jh, ch, s, sh, z, zh, n, 1
g, k, ng, hh

y, iy, ih, eh, ae, ey, ay, oy
r, er, aa, ah, ao

uh, uw

W, aw, OW

Table 1: Phonetic classes.

vector composed of the cepstral parameters (log-
RASTA-PLP), the Acepstral parameters, the Aen-
ergy and the AAenergy. Nine frames of contex-
tual information was used at the input of the ANNs,
leading to 234 inputs.

Three tying configurations were compared. For
the CI&CD(I) case, generalized transitions were based
on the phonetic classes (9 classes + silence) of the
left and right phonemes of the transition. Hence,
the neural network estimating context independent
probabilities as well as context dependent probabili-
ties had 46 (CI phones) 4+ 10*10 (CD transitions) =
146 outputs. For the CI&CD(II) case, generalized
transitions were based on the place of articulation
of the left and right phonemes of the transition (8
classes + silence). The neural network had 127 out-
puts. For the CI&CD(III) case, we used the auto-
matic data driven clustering approach to obtain a
set of N transition classes (N=100 for the experi-
ment with PHONEBOOK and WSJO0, neural network
with 146 outputs). Finally, for the CD-MLP we
trained all the diphones leading to approximately
1100 outputs on PHONEBOOK. We decided to quan-
tify the diphones into a limited number (600, CD-
MLP-600) to reduce the number of parameters. The
clustering technique is based on the automatic clus-
tering method already used in the previous section.



4. RESULTS

The experiments reported in this paper have been
carried out on the following databases :

e The PHONEBOOK database [7].
A phonetically rich isolated word telephone
database.

e The RESOURCE MANAGEMENT database [8].
Medium vocabulary (1000 words) continuous
speech recognition database.

e The WALL STREET JOURNAL - CAMBRIDGE
VERSION database [9].
A British English large vocabulary continuous
speech recognition database (read speech de-
rived from the Wall Street Journal text cor-

pus).

For each of them, the official training and eval-
uation sets have been used. Those databases have
been chosen to cover different kinds of tasks (small,
medium and large vocabulary, isolated and conti-
nous speech recognition, recorded on microphone
and telephone lines).

The following tables give the results obtained
on the PHONEBOOK, RESOURCE MANAGEMENT and
the WALL STREET JOURNAL databases for the dif-
ferent methods developed in this article.

Model type | 75 words | 600 words | 8000 words
CI 2.7% 7.0% 23.0%
CI&CD(I) 1.9% 5.7% 18.9%
CI&CD(II) 1.5% 5.0% 17.0%
CI&CD(III) 1.7% 5.5% 18.3%
CD-HMM 1.8% 5.2% 15.4%
CD-MLP-600 1.2% 4.1% 15.1%
CD-MLP 0.9% 3.2% 13.0%
Table 2: FError rates on isolated word recogni-

tion (75, 600 and 8000 lexicon words) with hybrid
HMM/ANN systems and log-RASTA-PLP features.
Comparison between context independent and com-
bination of context independent and context depen-
dent models. The 3 kinds of phone to phone transi-
tion clustering and the CD-MLP are presented here.
The table also presents results with context depen-
dent HMM (gaussian miztures) and context depen-
dent hybrids systems.

As shown in Table 2, using CD&CI models yielded
up to 38% reduction of the error rate with only a

Model type | Error Rate
CI-HMM 12.4%
CI-MLP 5.4%

CI&CD(I) 4.8%

CI&CD(II) 4.5%

CD-MLP all 6.5%

Table 3: Error rates on RM (feb89) with hybrid
HMM/ANN systems, word-pair grammar (perplex-
ity 60) and log-RASTA-PLP features. Compari-
son between context independent and combination of
context independent and context dependent models.
The 2 kinds of phone to phone transition clustering
and the CD-MLP are presented here.

slight increase of the computational load due to the
modified word topologies. The same conclusion has
been made for the RM database since we observed
a 20% reduction of the error rate by using our new
system (see Table 3). Note that, for the PHONE-
BOOK database, a MLP trained on all the diphone
outperforms the other methods. The same approach
doesn’t improve the results on the RESOURCE MAN-
AGEMENT database. This is probably due to the
smaller amount of training data available for the
RM database compared with PHONEBOOK. Never-
theless, we can conclude that using a single MLP
in order to estimate diphone probabilities is feasible
and can lead to very good recognition rate.

We tested this approach on a more difficult task,
the WALL STREET JOURNAL database. We used
the 5000 words closed vocabulary task (commonly
referred to as si-dtba with about 350 sentences).
The BEEP dictionary, the Nov-93 5k bigram and
20k trigram backed off language models and the
Noway [5] decoder have been used.

Model type CI CI&CD(III)
bigram 20.5% 18.1%
trigram 13.9% 12.1%

Table 4: FError rates on WSJCam0 with hybrid
HMM/ANN systems, bigram and trigram language
models and log-RASTA-PLP features. Compari-
son between context independent and combination of
context independent and context dependent models
(automatic data driven clustering).

As shown in table 4, using CD&CI models yield
to significant reduction of the error rate even for



large vocabulary continuous speech recognition sys-
tems. The improvement is quite lower (13%) com-
pared with those obtained on the other databases,
but we only use in this experiment intra-word con-
text dependent models. No cross word models has
been used. This can explain the different improve-
ments observed on each database (PHONEBOOK is
an isolated word speech recognition database and
so no cross word models are required). The used of
cross-word context dependent models will probably
improve again the performance of our system. The
other methods CD&CI (I and IT) have not yet been
tested on this particular database.

So far for the isolated word database, the best
performance were obtained with the CDMLP trained
on all the diphones. But this method does not im-
prove the recognition rate on the RM task. The best
system is currently the one based on phonetic classes
obtained by data driven clustering. This method
does not require any a priori knowledge about the
phoneme characteristics and so is very attractive.

All the experiments were done with the STRUT
(Speech Training and Recognition Unified Toolkit)

software 2.

5. CONCLUSIONS

In this paper, we have presented a particular hybrid
HMM/ANN configuration in which we combine con-
text independent phone models and context depen-
dent generalized diphone models.

Three kinds of phone to phone transition cluster-
ing have been compared on different tasks. In addi-
tion, we used a unique MLP in order to generate the
diphone probabilities. Experiments have demon-
strated significant improvements on small to large
vocabulary sizes, isolated and continuous speech,
telephone and microphone speech recognition. This
new attempt to use CD phone models with transi-
tion models in a hybrid architecture and the training
of very big Neural Network to estimate the diphone
probabilities look promising (up to 38% improve-
ment). Note that, unlike other methods, our ap-
proach for context dependent phone modeling does
not dramatically increase CPU and memory require-
ments.
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