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ABSTRACT

A new acoustic modeling technique of hierarchical
mixture densities (HMDs) is presented for handling
phone substitutions in pronunciation variations. The
lower level of an HMD is comprised of the continuous
Gaussian mixture densities (CGMDs) of phone-unit
HMMs; the higher level of the HMD is a linear
combination of the CGMDs based on phone-substitution
probabilities. The HMD technique has been evaluated
in an open-vocabulary speaker-independent continuous
speech recognition task, with a vocabulary size of
1793 and 52% new vocabulary words. The HMDs
were found most effective for modeling substitutions
between vowels. By combining the HMDs with several
phonological rules of phone deletions, the recognition
word accuracy was improved by 10.7% over that of the
baseline CGMD HMMs (38.5% error reduction), and
it outperformed the performance of using 33% more
acoustic-phonetic transcriptions of words generated by
phonological rules.

1. INTRODUCTION

Pronunciation variation of words, due to speakers’
dialects, speaking contexts, habits, etc., is an important
factor impairing the performance of speaker-independent
continuous speech recognition. In the past, efforts on
handling such variations have been using phonological
rules to generate variants of acoustic-phonetic (AP)
transcriptions of words, or pronunciation networks, from
the phonetic baseforms of words. The phonological
rules are roughly two types: one based on the empirical
descriptions in phonetic science [1], the other derived
from large amounts of acoustic-phonetic labels of speech
data such as the TIMIT database [2,3]. The first type
of rules is of descriptive nature, which could be general
but not sufficient for detailed modeling of pronunciation
variations; the second type of rules depends heavily on
the training vocabulary, which could be detailed with
useful statistics but not easily generalizable to new
vocabulary words.

The current work focuses on the pronunciation variations
of phone substitutions, in particular substitutions within
vowels. Different from the previous approaches, the
present one investigates the feasibility of handling phone
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substitutions through robust acoustic models that are
trainable from the speech data, which could be both
detailed and less dependent on training vocabulary. Fur-
ther, it alleviates the need for enumerative transcription
variants.

The proposed acoustic modeling technique is described
as the hierarchical mixture density (HMD) models of
phone units. At the lower level of the hierarchy lie
the continuous Gaussian mixture densities of individual
states of phone-unit HMMs; at the higher level of
the hierarchy, the phone-state specific Gaussian mixture
densities are linearly combined across phone units and
thus forms another layer of mixture densities. The
combination parameters of the higher-level mixture
densities are estimated via a maximum a posteriori
estimation. The HMD technique has been experimented
in an open-vocabulary, speaker-independent, continuous
speech recognition task. By combining the HMDs
with several phonological rules that describe phone
deletions, significant improvement on recognition word
accuracy has been achieved. Experiments have also been
carried out on using phonological rules for handling
pronunciation variations; these results help to calibrate
the effectiveness of the HMD technique for open-
vocabulary speech recognition.

This work is summarized in five sections. The back-
ground of the speech recognition system and the open-
vocabulary recognition task are described in Section 2;
the construction of multiple AP transcriptions of words
using phonological rules is described in Section 3; the
hierarchical mixture density technique is described in
Section 4; discussions are made in Section 5.

2. BACKGROUND

The baseline speaker-independent continuous speech
recognition system is based on hidden Markov models of
phone units using continuous Gaussian mixture densities.
There are a total of 60 phone units, which are defined the
same as in the TIMIT database. Each phone is modeled
by a three-state hidden Markov model; the p.d.f. of
spectral features in each state is modeled by a Gaussian
mixture density. The phone models were trained from
a small subset of TIMIT database that consists of 717
sentences (SX3 through SX200) and covers a vocabulary
of 853 words. A speech feature vector consists of the

1587



PLP cepstral coeflicients, log energy, and the Ist-order
temporal regression coefficients, with a total size of
18. Details of the system can be found in [2]. The
acoustically normalized phone models [4] were used for
the current evaluation task. The test set contains 75
speakers: two thirds are male; one third is female.

2.1 Closed-Vocabulary Results

The initial evaluation experiment was performed on a
closed-vocabulary task, i.e. only the sentence types of
SX3 through SX200 were included in the test sentences.
In this case, the word transcriptions were extracted
from the labeled training data and compacted via a
pruning procedure. The dictionary constructed from
these transcriptions is referred as Dic-Cls. The Dic-
Cls maintains up to three transcriptions for a small
percentage of words and keeps single transcriptions for
the majority of the words. In this case, a recognition
word accuracy of 88.6% was attained on a task perplexity
of 104.

2.2 Open-Vocabulary Baseline Results

In the open-vocabulary experiments, all the SX sentence
types in the TIMIT database were included in the test
set, which amounts to a vocabulary size of 1793 words.
Since there was 52% vocabulary words unseen at the
training stage, it was no longer feasible to extract
the word transcriptions from the training utterances.
Therefore, the acoustic-phonetic (AP) baseforms were
used for the task vocabulary, which were generated
by applying the phonetic to acoustic-phonetic mapping
rules on the phonetic baseforms defined in the TIMIT
database. This dictionary is referred as Dic-AP. The
test set has 354 test sentences from the same 75 test
speakers, and the task perplexity was 64. Using the
baseline acoustic models and the Dic-AP, a recognition
word accuracy of 72.2% was obtained. Comparing to
the result in Section 2.1, i.e. the closed-vocabulary task,
this performance figure is rather low, which motivated
the work described in sections 3 and 4 for improving
the accuracy.

3. MULTIPLE AP TRANSCRIPTIONS

Since using the AP baseforms led to unsatisfactory
results, multiple AP transcriptions were considered for
coping with the problem. The multiple AP transcriptions
were constructed from several standard phonological
rules as well as rules derived from the training data. For
ease of implementation, the multiple AP transcriptions
of individual words were organized as lists rather than
networks.

3.1 Phone Deletions

In order to capture the basic pronunciation reductions in
continuous speech, the phonological rules of flapping,
germination, and palatalization were applied to Dic-AP,
As a result, the number of AP transcriptions of words
was increased from 1793 to 2428 (35.4% increase),
where variants of transcriptions generated at the word
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junctures were not included in the count. This dictionary
is referred as the Dic-AP-R. On the same 354-sentence
test set, using Dic-AP-R and the baseline phone models,
the recognition word accuracy was improved to 76.8%,
which corresponds to a 16.6% error reduction.

3.2 Phone Insertions/Deletions/Substitutions

Comparing the two dictionaries of Dic-Cls and Dic-AP-
R, the transcriptions in the former are narrower than
those in the later, i.e. finer distinctions on phone units
were made in Dic-Cls than in Dic-AP-R. For example,
the reduced vowels “ax-h” and “ux” were used in Dic-Cls
but not in Dic-AP-R. Since the baseline phone models
were trained according to the narrow transcriptions in
TIMIT, it is expected that refining the AP transcriptions
in Dic-AP-R will lead to better recognition performance.

The differences between the two dictionaries were
studied by aligning the phone strings of the AP
transcriptions of the corresponding words over the
853 closed-vocabulary, where the string alignments
were based on dynamic-programing using a sim-
ple phonetic distance measure. The statistics of
insertions/deletions/substitutions of phone units were
collected from the alignments; the patterns that occurred
with high frequency counts (> 0.1) were taken as
the rules in constructing additional AP transcriptions
from the dictionary Dic-AP-R. Pilot experiments were
performed to verify the feasibility of these rule-generated
transcriptions.

The findings were that using the substitution rules
increased the recognition accuracy; using the deletion
rules beyond those in the Dic-AP-R and using the
insertion rules did not produce further improvement. The
phone substitutions were primarily within vowels. Based
on the findings, an expanded dictionary, Dic-AP-RS, was
then constructed by applying the vowel substitution rules
to the AP transcriptions in Dic-AP-R, which led to a total
of 3219 transcriptions (32.6% increase over Dic-AP-R).
On the same 354-sentence test set, using the Dic-AP-
RS and the baseline phone models, the recognition word
accuracy was increased to 81.7%, corresponding to a
21.2% error reduction over the result using Dic-AP-R.

4. HIERARCHICAL MIXTURE DENSITY

In modeling phone substitutions, the difference between
the AP pronunciation networks and the proposed HMD
models lie in the way that the likelihood scores of
multiple phone units are combined. Such a difference is
illustrated for the word fairy in Figure 1: the word can
be pronounced as either /f/ /ae/ /t/ fiy/ or [f] Jeb/ /1 fiy/.
Figure 1.a shows the AP network. The reduction of /ae/
into /eh/ produces the parallel paths in the network, and
the likelihood score covering the time interval (t, t+1.)
is calculated by averaging the likelihood scores of the
two paths. Figure 1.b shows the mechanism behind the
HMD model, which also averages the likelihood scores
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faef

n—ﬁ@ Wyl

feh/
t 4+
(a). AP pronuciation network

P fae/ /ae/m/ae/ Wyl

feh/leh/  eh/

s o tel
(b). Proposed HMD model

Figure 1. Pronunciation network
vs. hierarchical mixture density phone model.

from the two phone units, but the averaging is on a per
frame basis rather than on the path-segment basis.

4.1 Definition of the HMD

A hierarchical mixture density is made up of two layers
of mixture densities. The lower layer consists of the
continuous Gaussian mixture densities as described in
the baseline acoustic model; the higher layer consists of
a linear combination of the lower-layer Gaussian mixture
densities.

Let m be the index for phone units and s for states.
The likelihood of a feature vector z; from the Gaussian
mixture density of the phone-state unit (m, #) is defined
as

I(m,s)

f(zt‘(mya)) = z: a(m,a),iN(zt; ﬂ'(m,s),hc(m,l),i);

i=1

where the mixture size I(m,s) varies depending upon
the data distribution in the unit (m, s), and the mixture
weights a(m,,),: s are triphone-context dependent [2].

For each (m, 8), a set n(m, s) is identified which contains
phone units at the same state that are substitution
candidates for (m,s), including (m,s) itself. The
likelihood of z; from a hierarchical mixture density
Fn(zs; (m, 8)) is defined as the average of the likelihoods
of z; from the individual phone-state units (n,s) €

n(m,s), ie.

fu(zsi(mi0)) = Y P((n,8)l(m,0)f(zel(n,2)), (1)

nEn(m,s)

where the weighting parameters are substitution
probabilities that satisfy the stochastic constraint

Y P((n,9)l(m,e)) = 1.

nen(m,s)

4.2 Estimation of the HMD Parameters

The parameters of the lower-level” mixture densities
are assumed known, which were estimated from the
bottom-up merging algorithm described in [2] (or other
algorithms). The issues addressed here are at the
higher level, i.e. the determination of the substitution
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sets g(m,s) and the estimation of the substitution
probabilities P({n, s){{m, s)) via the EM algorithm.

Denote the set of time indices of the feature vectors
that are labeled by (m,s) as T(m,s). The posterior
probability of the label (n,s) given the feature vector
z: and its label (m,s) is P{(n, 8)|z:,t € T(m,s)). Av-
eraging the posterior probabilities over a sufficiently
large set T(m,s) yields the substitution probability

P{(n,s)|(m,s)), ie.

B((n,a)|(m, )
= ey 3 PlmaleteT(ma), @

tET(m, 1)

where the posterior probabilities in Eqn.(2) are computed
as

P((a,s){z,t € T(m,a))
f(ztl(n, 8), te T(m, 8))P((n, a)!(m, 3))

n’E; )f(zil(nlr 5),t€ T(m,a))P((n',a)l(m,a))'
' 3)

The substitution sets n(m,s) are initially unknown.
To carry out the iterations, the initial values of
P((n,s)|(m,s)) are set as uniform, and the posterior
probability in Eqn.(3) is computed by setting n(m, s)
as the entite set of phone-state labels. From the
posterior probabilities, Eqn.(2) is carried out to obtain
the reestimated substitution probabilities P((n, s)|(m, s)).
Let the substitution probabilities be sorted as

B((n1,9)l(m, 8)) 2 P((n,8)|(m,8)) > - > o,

then the substitution set np(m,s) is determined by
keeping a predetermined number of top-ranked units
(n1,8),(n2,8), -+ (nx,s). In the case that only a single
member is maintained for each substitution set and that
the phone-state unit (m,s) always gives the highest
substitution probability to itself, i.e. P((m,s)|(m,s)) =

max )P((n,a)[(m, s)), the hierarchical mixture density

nen{m,s

model is reduced to the baseline Gaussian mixture
density model.

4.3 Experimental Results

In the experiments, the substitution probabilities
P((n,s)|(m,s)) were estimated from the training set
described in Section 2. The acoustic matching scores
were computed using Eqn.(1). To fix the idea on the
substitution sets derived from the training data, the
substitution sets derived for the phone unit /aw/ are
listed in Table 1. For the three HMM states of /aw/:
Beginning, Middle, Ending, each substitution set was
limited to three members. As can be seen from the
table, the phone units in each set are indeed similar;
certain temporal structure of the phone unit can also be
observed from the change of the substitution members
in the evolving three states. Further, the probabilities of
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Table 1 The substitution sets for the phone unit [aw/.

HMM states substitution sets
B Jaw/ [ae/ fay/
0.876 0.065 0.059
M Jaw/ fah/ /ay/
0.759 0.123 0.119
E faw/ [aa/ Jao/
0.776 0136 0.088

Table 2 Recognition word accuracy using the HMDs.

set vowels+semi- all
. vowels

size vowel+ nasals phones
1 76.8% 76.8% 76.8%
2 81.1% 80.7% 80.3%
3 82.9% 82.7% 823%
4 82.9% - -
5 81.9% - -

the correct phone unit /aw/ is far above the substitution
ones in each state, which can be explained by the fact
that the lower-level Gaussian mixture density parameters
for the phone unit /aw/ were estimated from the same
set of data that were labeled by /aw/.

In order to examine the effect of the HMDs on the
open-vocabulary recognition performance, three cases
were considered. In the first case, all phone units were
modeled by the HMDs; in the second case, the vowels,
semi-vowels, and nasals were modeled by the HMDs,
and the other phone units were modeled by the baseline
Gaussian mixture densities; in the third case, only the
vowels were modeled by the HMDs. In the cases of 2
and 3, an exception was made for the phone /zh/. The
reason is that the HMM model of /zh/ was trained from
a very small amount of data; using multiple-membered
substitution sets in effect interpolates the /zh/ model by
those of similar phone units; the resulting /zh/ model
hence becomes more reliable. To see the effect of the
substitution-set size on recognition accuracy, the sizes
were varied from 2 to 5. Again, the evaluations were
performed on the same 354-sentence set. The dictionary
Dic-AP-R was used in conjunction with the HMD
models, thus covering the basic phone deletions and
phone substitutions. The recognition word accuracies
resulting from these cases are shown in Table 2.

From Table 2, using HMDs for vowels and maintaining
three members in the substitution sets yiclded the

- best result: a word accuracy of 82.9% was attained.
Comparing to -using the baseline Gaussian mixture
density models and the same dictionary Dic-AP-R, an
error reduction of 26.3% was achieved. In Table 3, the
recognition performance under various cases as discussed
in Sections 2 through 4 are summarized, where the HMD
result refers to the case of vowels in Table 2. The error
reductions in the table were compared w.r.t. the result
of Dic-AP.
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Table 3 Summary of recognition results.

number of word error
transcriptions  accuracy reduction
Dic-AP 1793 72.2% -
Dic-AP-R 2428 76.8% 16.5%
Dic-AP-RS 3219 817%  342%
Dic-AP-R+HMD 2428 82.9% 38.5%

5. DISCUSSION

The acoustic modeling technique of hierarchical mixture
densities is shown effective in handling pronunciation
variations of vowel substitutions. The hierarchical mix-
ture density models were trained on top of the baseline
continuous Gaussian mixture densities; therefore only
a small amount of extra computations was entailed.
By combining the HMDs with the basic phonological
rules of phone deletions, the recognition accuracy on
an open-vocabulary task has been improved by 10.7%,
corresponding to an error reduction of 38.5%.

The HMD method as described in this work leaves con-
siderable space for refinement. One obvious direction is
to incorporate contextual conditions such as neighboring
phone units, stress, or dialect information into the esti-
mation of the substitution probabilities. The substitution
sets in the HMDs could also be used for automatic
generation of state-dependent (HMM) AP pronunciation
networks. In principle, the proposed HMD technique
is in line with tying mixture densities for improved
model robustness [5]. The current work demonstrates
an important philosophy of combining detailed acoustic
models for explicit coverage of phone substitutions in
pronunciation variations; such an approach is superior
to the forced-training of phone models that mixes up
the phone models in the presence of phone substitutions,
and it is also more effective than using enumerative
variants of AP transcriptions based on phonological rules
of phone substitutions.
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