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ABSTRACT

We present a framework for Maximum a Posteriori
(MAP) adaptation of large scale HMM recognizers. First
we review the standard MAP adaptation for Gaussian
mixtures. We then show how MAP can be used to es-
timated transformations which are shared across many
parameters. Finally, we combine both techniques: each
of the HMM models is adapted based on an interpola-
tion of MAP estimates obtained under varying degrees of
sharing. We evaluate this algorithm for adaptation of a
continuous density HMM with 96K Gaussians and show
that very satisfactory improvements can be achieved, es-
pecially for adaptation of non-native speakers of Amer-
ican English.

1. INTRODUCTION

State-of-the-art speaker independent (SI) HMM recog-
nizers use tens of hours of speech from many speakers
to estimate their parameters. The resulting models may
perform well, but they do not represent the true dis-
tribution of any of the training speakers. Furthermore,
these models suffer serious degradations when tested on
speakers/environments not represented in the training.
In such cases, adaptation techniques are called for to
move the SI model closer to the model of the speaker
in question and improve performance.

The adaptation algorithms we are exploring are based
on the Maximum A Posteriori (MAP) estimation of
HMM parameters [1, 2]. MAP provides an optimal so-
lution to the problem of combining the prior knowledge
contained in the SI model with the data from the new
speaker. The problem with MAP is that it changes only
parameters for which data are available, and as such it
converges slowly for tasks where there are limited adap-
tation data and many parameters. To account for this
problem we present a framework for MAP adaptation
where (i) the adaptation can be tied across different mod-
els, (ii) correlations among models are explicitly taken
into account, and (iii) estimates for the same model ob-
tained using varying degrees of tying are interpolated to
improve robustness.

We evaluate our adaptation algorithm on a num-
ber of the WSJ corpus tests. We present results for
two HMM configurations, a Phonetically Tied Mixture
(PTM) HMM, which has 3,000 Gaussians, and a State
Cluster Tied Mixture (SCTM) HMM which has 96,000
Gaussians. For both configurations we obtain very big
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reductions in word error rate, especially when we tested
on non-native speakers of American English.

2. MAXIMUM A POSTERIORI
ADAPTATION

The MAP framework provides a way of incorporating
prior information in the estimation process, which is
particularly useful for dealing with problems posed by
sparse training data, for which Maximum Likelihood
(ML) estimation gives inaccurate estimates. The dif-
ference between MAP and ML estimation lies in the
assumption of an appropriate prior distribution of the
parameters to be estimated. If A, which is assumed to
be a random vector, is the parameter vector to be esti-
mated from the observation X with probability density
function (pdf) f(X|X) and g is the prior pdf of A, then
the MAP estimate is defined as the maximum of the
posterior pdf of A, g(A|z) o< F(X|X\)g(N).

For HMM, MAP estimation can be incorporated in
the EM algorithm. Instead of maximizing the auxiliary
function Q(j\, A) as in the maximum likelihood case, we
now maximize an auxiliary function which includes a
contribution from the prior distribution of the parameters
of the model [1]:

R, 0 = QA M +logg(R),

with A the collection of the means, variances and mix-
ture weights of the model. Under certain indepen-

dence assumptions the prior term logg(1) can be ex-
pressed as a sum of the logs of the priors of the means,
variances and mixture weights. The appropriate prior
distributions [4, 1] are Gaussian distributions for the
means, gamma distributions! for the inverse variances
and Dirichlet distributions for the mixture weights. As-
suming that after an EM iteration we observed ¢; counts
associated with the 7 Gaussian component, the re-
estimation formulae are given by

2
X CiT;, X
My Map — My = (M — my)

Gi +Cia"'0

1Al of the formulae to be presented assume that the dimensionality
of the observation space is 1, which of course is not true. Qur system
however uses diagonal covariance Gaussians, and all of the problems
we are dealing with are decomposed to many independent problems,
one for each dimension. In the full covariance case the appropriate
priors for the inverse covariance matrices are Wishart distributions.
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with 7 = 07 /07,
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DiMAP I
where m; and a are the trained HMM parameters, a,o
is the prior variance of m;, a; and G; are the parameters
of the gamma distribution such that G3;/(c; — 1) = o?

=(a1,...,a,) is the parameter vector of the Dlnchlet
prior, and the subscript M L is used to denote the values
estimated with a straightforward ML estimation. The
parameters of the prior distributions can be estimated by
considering as samples the models obtained individually
for each of the training speakers [2, 5].

3. MAP ADAPTATION OF TIED
PARAMETERS

In section 2 we allowed the re-estimation to change each
of the means and variances independently. As a result,
if the count for any parameter is zero, the value of the
parameter is not allowed to change. When the number of
parameters is large, only a small fraction of them will
change for a certain amount of adaptation data. As a
consequence, the rate at which the adaptation converges
to the new speaker model as new date arrive is slow.
Instead, we would like each of the adaptation samples
to simultaneously change many parameters. We can do
that by tying the adaptation across classes of models.

3.1. A Shared Mean Shift and Variance Scaling

We will consider the problem of estimating a s1ng1c
transformation for a populatlon of Gaussians N (mx, o),
k=1,...,K. We will examine the adaptation procedure
for the s1mp1est possible transformation, a shared mean
shift

Thk=mk+b,k=1,...,K, €))
and a shared precision scaling,
61 =10k, k=1,...,K. )

The solution can be obtained either by assuming indi-
vidual priors for the parameters of each Gaussian of the
population, or by assuming a single prior for the cen-
tered average of the population W ~ N(w,02), with
w = E[W]=0. We can show that when we apply (1)
and (2), w and a undergo the same transformation, that
is

W=w+b,
62 =102,

We will use accordingly a prior for (w,02), w ~
N(w,03,), and 7 ~ Gamma(ay,B,). The new aux-
iliary function R is a function of the transformation b
and 7; solving accordingly we obtain

ck
E o__zbk,ML

k
byap = J;———— (3

Ck
D D

0w k Ok
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and

aw+%20k—l

/3_ Z__k_ kML+(bkML_b)2

“

TMAP =

where
be, ML = mg ML — M.

3.2. General Linear Transformations

Following a similar treatment as with the case of a
shared mean shift and variance scaling, we can obtain
MAP solutions for the estimation of a general linear
transformation

my =amg +b.

The solution can be obtained either by selecting a Gaus-
sian prior for the shift of the mean w of the population

uﬁaw=aw+b—w~N(a0w+bo—w,a}”),

with Elag] = 1 and E[by] = 0, or by assuming that the
parameters of the transformation are jointly Gaussian:

aw agw
v (] ),
with § the 2x2 correlation matrix of [aw, b}T. For de-
tails, see [2].

4. EXTENDED MAP ESTIMATION

In section 2 we presented the case of independent re-
estimation of all parameters. We then argued that this
leads to slow adaptation convergence rate and we pro-
posed as a remedy in section 3 to consider transfor-
mations that are shared across many parameters. An
alternative approach is to consider correlations present
across the various parameters. We will do that for the
adaptation of the means of the Gaussian models. The
correlation information will be mcorporated in the prior
distributions; before we were assuming that the prior
g(m1,...,mg) could be decomposed to the product
g(my)---g(mg). That is, we were assuming that the
means were independent random variables. Now, we
will consider their full joint distribution. This approach
was first proposed as an improvement in the estimation
of a set of Gaussian classifiers in a static pattern recogni-
tion problem [3], and the procedure was called Extended
MAP (EMAP) estimation. We will now see how EMAP
can be extended in the re-estimation of HMM Gaussian
means.

To describe EMAP, let m = [m; - - -mg |7 be the col-
lection of the means of a population of X Gaussians,
my = [my, -- -mOK]T the SI model value of m, and as-
sume that the means of the mixture are correlated normal
RVs with correlation matrix So = E(m—mo )(m—myg)7.
Assuming independent observations for the means, it can
be shown that the re-estimation formula is given by

mprap — n;o = So(S +CSo) 'Clnpr —mg)  (5)
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where My = [mpr, - marngl?,
S = diag(c?,---,0%), and C = diag(c,---,cx) with
c; the adaptation EM count associated with mean 1.

The use of correlations can be extended to the
estimation of transformations that are shared across
parameters.  Assume J populations of Gaussians,
N (mkj,rkj);,:}:k=l, where K is the number of Gaus-
sians within each of the populations. Let w; be the
average of the j** population, let w = [wy,...,wsl,
and assume the w is normally distributed according to
N(wg, Sy), with

Sw = E[(w — wg)(w — wg)T]

Also assume that within each population we will con--

strain the adaptation to be a tied shift:
'I’)\'ij =mk]'+bj, k= l,...,K]’,

hence
W=W+b, b=[b1,...,b]].

Under these assumptions we obtain the solution
b=(L+5,")'q (6)
with

L=diag{l,...,Ik}, k=) cir/ok,
k

and

g=lg,--,qx), @i= ) (Cik/ol)bik,prL.
k

Note that both in the untied and the tied EMAP es-
timation, when the correlation matrix is diagonal, the
re-estimation formulas reduce to the ones presented in
sections 2 and 3.

S. THE ADAPTATION ALGORITHM

We have so far presented three alternative ways of
obtaining estimates for the parameters (especially the
means) of the HMM. Each of them has advantages and
disadvantages. Exact MAP (section 2) models detail
but leads to slow convergence. Sharing the re-estimation
(section 3) improves the convergence at the cost of mod-
eling less detail. EMAP (section 4) improves both con-
vergence and detail, but the cost is that both storage and
computation requirements of the adaptation algorithm
(due to the correlation matrices) increase considerably.
We will now present an algorithm that attempts to com-
bine all three approaches.

To that effect we start by considering gradually more
broad classes of models. Starting from a single Gaussian
we define the following classes:

1 Ci: the Gaussian itself.

2 C5: the mixture that the original Gaussian belongs
to.

3 (C5: the mixtures that model the same HMM state
and phoneme as the original Gaussian.
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4 Cy: the mixtures that model the same phoneme as
the original Gaussian.

‘We propose to obtain independent estimates for the new
mean (variance) of the Gaussian as a member of these
for classes. For C; we use the exact MAP adaptation
outlined in section 2 and for C, — C, we use the shared
re-estimation outlined in section 3. We then recursively
interpolate the 4 estimated mean shifts:

eAng, + (1 — €)Ac
Arc

counts(mg,;) > 0
counts(mg,) =0

Amc; = { i+l

i+l

with A7 = 7 —m. We used € & 1, although in general
€ can be a function of the counts of the two means
that are interpolated. The interpolation of the variance
scaling factors is done similarly.

EMAP can be selectively used at all the levels of
adaptation if the storage and computation requirements
are not prohibitive. The means assumed to be correlated
in each case are

1 P;: across the Gaussian of the same mixture.

2 P,: across the averages of the mixtures that model
the same HMM state and phoneme.

3 P5: across the averages of the states of the same
phoneme.

4 P4: across the averages of the phonemes.

For the means in P; we shall use (5) and for the shifts
of the means in P, — P, we shall use (6). However,
we may select to use one or more levels of adaptation
without correlations. Irrespective of the method we use
to adapt the HMM Gaussian parameters, the mixture
weights are always adapted based on the exact MAP
formula presented in section 2.

6. EXPERIMENTAL RESULTS

To evaluate the adaptation techniques outlined, we are
performing a series of experiments on various 5K word
tests of the ARPA Wall Street Journal (WSJ) corpus.
Experiments were performed using two configurations
of the BBN BYBLOS continuous density recognizer:
(i) a PTM system that uses mixtures of 64 Gaussians
to model each of the 46 phonemes of the system, and
(ii) a SCTM system [7] that uses 3000 mixtures of 32
Gaussians. The PTM system adapted levels P, and P,
(as defined in section 5), since the levels P, and P; are
absent by definition of the model. For the SCTM system
we adapted levels C; (no EMAP) and P2 — P4, as we
have already mentioned in section 5.

The Table below presents a summary of the resulis
obtained so far for batch adaptation using 40 enrollment
sentences on the 1994 development tests for spokes O
and 3. Concentrating first on the SCTM results only, we
see that there was a 21% reduction in word error rate for
batch adaptation of native speakers (from 6.3% without
adaptation down to 5.0% with adaptation), and a 50%
reduction in word error rate (or a factor of 2) for batch
adaptation of non-native speakers, from 20.9% without
adaptation down to 10.4% with adaptation.
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Word Error %
Test & System No Adapt. | Adapt. | Gain
natives-PTM 8.0 59 26%
non-natives-PTM 30.9 110 | 64%
natives-SCTM 6.3 5.0 21%
non-natives-SCTM 20.9 10.4 50%

When we compare adaptation of the SCTM system
with adaptation of the PTM systems we notice that the
relative gain due to adaptation is slightly smaller for the
SCTM system (21% versus 26% for the native speakers
and 50% versus 62% for the non-native speakers), but in
terms of absolute word error rate the adapted SCTM sys-
tem always outperforms the adapted PTM system (5.0%
versus 5.9% for the native speakers and 10.4% versus
11.0% for the non-native speakers).

6.1. Evaluation of SCTM Adaptation Components

A breakdown of the SCTM adaptation result to its com-
ponents appears in Table 1. First we see that MAP
adaptation of the 96,000 Gaussians of the SCTM sys-
tem, C), resulted to an 11% reduction in word error
rate, from 6.3% down to 5.6%. Second, shared adapta-
tion of the Gaussian mixture classes (C; — C; but not
C)) gave a bigger gain, 16% (from 6.3% down to 5.3%) .
for tied MAP adaptation and 19% (from 6.3% down to
5.1%) for tied EMAP adaptation (P, — Py). As we see,
the adaptation of the hierarchical class models is much
more important for the SCTM system than in was for
the PTM system. This is understandable, since there is
not enough data to adapt the SCTM Gaussians, and it
may change when more adaptation data are available.

The last line of the table refers to the full adaptation
procedure, when both the terminal and the non-terminal
tree nodes are adapted (with MAP and EMAP respec-
tively, Ci, P, — P,). The incremental gain from the
previous best procedure (tied EMAP adaptation of the
Gaussian mixture classes only) is only 2%, which is a’
disappointing result.

Condition Word Error % | Relative Improvement
No adaptation 6.3 -

C 5.6 11%

C,—Cy 53 16%

P,- P, 5.1 19%
C,P,— P 50 21%

Table 1. Breakdown of how much each component of
the SCTM batch adaptation helped.

6.2. Asymptotic Behavior

To investigate the asymptotic properties of the adaptation
algorithm we have tested on the 1994 spoke 3 develop-
ment set using 10, 40, 100 and 200 enrollment sentences.
The results appear in Table 6.2.

We see that with 200 enrollment sentences we have
reduced the error by a factor of 4 for PTM and by a
factor of 3 for SCTM. The adaptation does not seem to
have saturated yet, although it has slowed somewhat.
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Number of Word Error%
enrollment sentences | PIM | SCIM
- 30.9 20.8
10 15.9 -
40 11.0 10.4
100 8.7 -
200 7.7 73

7. CONCLUSIONS

We have presented a framework for MAP adaptation of
large scale HMM speech recognizers, where the large
number of parameters makes the adaptation task much
more challenging. To compensate for the increased num-
ber of parameters (i) We have developed a framework
for MAP estimation of transformations shared by classes
of models, (ii) we have incorporated correlations into the
MAP re-estimation procedure, and (iii) we have intro-
duced a procedure where estimates for the same model
obtained using varying degrees of tying are interpolated
to improve robustness.

We have shown that this adaptation procedure im-
proves performance for both natives and (especially for)
non-native speakers by large factors. The improve-
ment due to adaptation is actually slightly smaller for
the SCTM model than the PTM model. However, the
adapted SCTM model always outperforms the adapted
PTM model for the tasks we experimented with. Fur-
thermore, we continue working to improve the SCTM
adaptation procedure, because we feel there is big room
for additional improvements. We believe that these im-
provements will result from (i) Better ways of combining
the transformations across the various adaptation levels
and (ii) implementation of more powerful transforma-
tions in the MAP adaptation procedure, for example the
linear transformation outlined in section 3.2.
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