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Abstract

In a large vocabulary speech recognition system us-
ing hidden Markov models, calculating the likelihood
of an acoustic signal segment for all words in the vo-
cabulary involves a large amount of computation. We
describe in this paper a scheme to rapidly obtaining
an approximate acoustic match for all words in the
vocabulary in such a way as to ensure that the cor-
rect word is one of a small number of words examined
in detail. Using a decision tree method we obtain
a matching algorithm that is much faster than com-
mon acoustic likelihood computation on all the words.
This method has been tested on isolated syllables.

1 Introduction

Many speech recognition systems today are based
on hidden Markov models. In these systems, comput-
ing the likelihood of an acoustic segment given a word
model requires several thousands arithmetic opera-
tions. When the active vocabulary is small, an incom-
ing utterance may be aligned with each in-vocabulary
word in order to find the most probable one. With
larger vocabularies, it becomes important to deter-
mine quickly a short list of candidate words before
computing slow and detailed acoustic matches, in or-
der to reduce computation cost and obtain faster re-
sponse time. This is especially important in real time
continuous speech recognition system with large vo-
cabularies. Finding such a set of words is sometimes
referred to as lexical access. Papers by Fissore et al.
[1], Gupta et al. [2] and Bahl et al. [3][4] discuss
some recent approaches to this problem and contain
numerous references to earlier work. We describe a
fast match algorithm for a large vocabulary speech
recognition system based on the use of a decision tree.
The system organization is shown in Figure 1. The
acoustic processor digitizes and segments into 10-ms
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frames, extracts a vector of 20 spectral parameters
from each frame, and quantizes these parémeter vec-
tors to produce an acoustic label for each frame. The
fast match finds a list of acoustically reasonable can-
didate words from all words in the vocabulary. The
language model uses word trigram probabilities to as-
sign, a probability to each word based on its context.
The detailed match computes the acoustic likelihood
for the candidate words.

FAST MATCH
-4
3
ACOQUSTIC LANGUAGE MODEL 5]
PROCESSOR 3
a
DETAIL MATCH

Figure 1: Organization of system

If there were a one-to-one correspondance between
phones and the acoustic strings produced by the
acoustic processor, it would be easy to determine
which phone had been pronounced. Since no such
function exists, we need to find a way to link phonetic
baseforms and the corresponding acoustic sequence.
In a hidden Markov model based system this is gen-
eraly done by the Viterbi or Baum-Welch algorithm.
We propose to perform this match by using a decision
tree combined with a discriminant analysis method.
First, we train a decision tree in which each node is
associated to a binary question and each leaf is as-
sociated with a short list of candidate words. Then
the tree is used during decoding as follow. At each
node, a question is asked about the incoming acoustic
string and the answer (true or false) determines the
way to be taken. Thus, a path is drawn from the root
to a leaf of the tree. To build the tree, we collect data
consisting of the phonetic baseforms of the training
script vocabulary words and the acoustic strings cor-
responding to their utterances. The data related to
a node is split into two subsets using a binary ques-
tion applied on the phonetic baseforms. The data
set of the root contains all the data. Then each sub-
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set is recursively split using the same process. The
goodness-of-split is estimated using a discriminant
analysis which yields an acoustic formulation of the
phonetic questions. Discriminant analysis has been
already employed in speech recognition for example
in order to find separators between vowel classes [5].
But, in that case, it was not coupled with decision
trees. The split process stops when the criterion value
falls below an empirical threshold.

2 The decision tree training

2.1 Algorithm

We use a sub-optimal greedy algorithm to construct
the tree. The decision tree training algorithm is the
following. Each data sample consist of two pieces
of information : (phonetic baseform, acoustic string)
where the acoustic string comes from an utterance of
the phonetic baseform.

1. Read all samples and associate them to the root
node.

2. For each node v (starting from the root) :

(a) Find the question § that gives the maximum
split criterion value C(v,q). If C(v,q) is
below a threshold do not split the node v.
Mark v as a leaf and process the next node.
Else continue the next step.

(b) Split the data associated with the current
node v using the question §, create two new
nodes. The subset of samples answering
"yes” to the question § is associated to the
first new node and the subset of samples an-
swering "no” to the question § is associated
to the second new node. Save the acoustic
question matching with 4.

3. Repete step 2 until there is no more node to be
processed.

2.2 The phonetic question set

Let P denotes the alphabet of phones. The question
set consists of questions of the form ”Does P; belong
to S7” where P; is a phone of the input phonetic base-
form and S a subset of P. If no phone of the input
phonetic baseform belongs to $, the answer to the
question is "no” , else the answer is "yes”. Let p de-
note the size of P, there are 22 — 1 different subsets of
P (i.e. if p = 40 , there are 101? different subsets of
P). As this number is very large, we have chosen only
the subsets corresponding to phonologically meaning-
ful classes of phones commonly used in the analysis
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of speech. Other choices could be déne, interested
readers should refer to [7][8] for more details.

2.3 The goodness-of-split evaluation

We want to evaluate the split of the set of acoustic
strings A into two subsets A, and 4, . We use,
for that, a particular version of discriminant analy-
sis called the Fisher form [6], which is an efficient
technique to separate classes two by two. We search
for a linear projection which maximizes the inter-class
variance (so that the classes will be as far as possi-
ble) and minimizes the intra-class variance (so that
the elements of the same class will be as close as possi-
ble). An optimal separation is given by the following
projection u :

v'.B.v
v.Cv

where B is the inter-class variance-covariance matrix

U = Argmaz,

and C is the total variance-covariance matrix. In our
case, A is split into only two subsets. The solution
of the preceding equation is given by the Fisher form
u which is the single eigenvector of C~1.B associated
with the eigenvalue A called discriminant power :

u=C"1(zm — z)

N,.N,
A= —%r_z—ut‘(z” — zy)
C =) (o—2). 0 2)
0EA

where : z is the class A average (z, for A, z, for
Ap). N is the size of A (N, for Ay, N, for 4, ).
Let v be a node of the fast match decision tree, let
C(v, q) be the criterion value at this node for a ques-
tion g of the question set . We define C(v,q) as
equal to the discriminant power provided by the split
of the data set associated to node v into the subsets
A, and A, given by the question ¢g. The best question
§ is the question which maximizes C(v, q) :

d = argmaz,eq C(v,q) = argmaz,cq Ay

NVny 'NV‘L”' ut

q = argmatcq N2 yq-(zvq,n ~ Zugy)
v

2.4 The acoustic questions

To explain what an acoustic question is, we need first
to describe briefly what is done during decoding. Let
z be an acoustic incoming string. We have to decide
to which class, A, or Ay, = belongs. As the Fisher
form u is the best discriminant axis between A,, and
Ay, the choice is done according to the position of
ul.z in comparison with u’.zy and u'.z,. In other

words :
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If utz < ut.22f% then z € 4, else z € 4,

Let be 7 = ut.%l

7 is hereafter called Fisher separation point. We de-
fine the acoustic questions as a pair (u¥, ). The
acoustic question at node v, associated to a phonetic
question g is a question of the form :

Zygn + 2u
Is uf,q.:c > Ty = uiq.—q’—z—ﬂ ?

3 The decoding algorithm
3.1 Algorithm

1. v = the root of the tree.

2. While v is not a leaf :
Compute u}.z
Iful.e <7, thenv=1,.Elsev=uy,

3. Aleafisreached and contains the candidate word
list.

3.2 Remarks

Since the acoustic strings have not the same length,
a normalisation like process has to be done in order
to obtain vectors with a same number of elements
and thus be able to compute a variance-covariance
matrix. When the acoustic observation is obtained
through a vector quantization, it is possible to solve
this problem by substituting each acoustic string x by
a corresponding histogramm h(z) :

L
h(z) =D Yiu
=1

where L is the number of acoustic labels in the
acoustic string z, L(¢) is the label id at time 4, and
Y1(:) 1s a vector of dimension the size F of the quan-
tization notebook. All coordinates of Y1) are null
except the L(i)"", equal to 1. If u® =[uj, uy,....up]
then :

L L .
ulae = Zut.YL(i) = ZutL(i)
i=1 i=1

Thus, for an acoustic string containing L acoustic la-
bels, this decoding algorithm requires L additions per
question. The major disadvantage of considering his-
togramms is the loss of sequence information : per-
mutations of label sequence do not affect the word
scores (this means that phonetic anagram liké “pass”
and “sap” will be in the same leaf). Nevertheless,
since the purpose of the method is only to obtain a
short list of candidates words, a degree of ambiguity
is not in conflict with the intended application.

EUROSPEECH ’95, Madrid, Spain, September 1995

4 Experimental results

We have tested this method on isolated syllables.

The training corpora contains 12,000 syllables cov-
ering a vocabylary of 6,400 different syllables pro-
nounced by a male speaker. The testing script con-
tains 1,150 syllables spoken by the same speaker. We
carried out several experiments in order to find a
trade-off between accuracy and size of the candidate
syllable list.
In the first experiment, we have used the Fisher sepa-
ration point. In the second experiment, we have used
another separation point which moves the separation
frontier to take into acount the standard deviation ob-
served on the discriminant axis. For that, we assume
that the projections of the A, (or A,) samples are
gaussian distributed on the discriminant axis, around
mean u’.z, (or u’.z,) with variance oy (or oy,).

o (ulizy + 70y) + (ulzp — TOR) _py Ty On

2 2

where, for a € {y,n} :

os = E ut.(o~ z4)

ehs N, -1

T is a static coefliciént determined by a gaussian table.
Under the gaussian assumption, for 7= 2, 4, and 4,
are separated with a probability of 95 %.

These two experiments are illustrated in Figure 2.
Figure 2.a matches the first experiment and Fig-
ure 2.b matches the second experiment. The second
experiment provides no improvment for the speaker
on whom tests have been performed. But the use of
7' instead of 7 in the next experiments always gives
better recognition rate.

AN N
2.a 2.b

Figure 2: 2.a Fisher separation point; 2.b Balanced
separation point

Even if the distributions should be well separated
the accuracy is not good enough using the balanced
separation point. There is an overlap area around
7' where the separation is bad, i.e. in which there
are misclassified samples belonging to data match-
ing to an affirmative answer to the phonetic question
but projected into the "no” area on the discriminant
axis, and reciprocally. We decided, in the third ex-
perimemt to duplicate these "bad” samples both in
the "yes” and "no” node data sets (Figure 3.a).
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3.b

Figure 3: 3.a Duplication in overlap area; 3.5 Multiple
irees

In the fourth experiment, we have built mutiple trees
according to the phonetic length of the syllables (Fig-
ure 3.b). During the decoding the search is done
through all the trees, the final list of candidate syl-
lables is obtained by merging all the reached leaves.
Table 1, shows the results obtained during the above
described experiments. The recognition rate is com-
puted as the number of times the correct syllable is
in the list, normalized over 100. Since all the sylla-
bles in the list have the same weight, the rank of the
correct syllable in the list cannot be estimated. With-
out any fast match the number of candidate syllables
examined in detail will be 6,400 : the size of the vo-
cabulary. The best result is obtained with multiple
trees, but the list length is long. In this experiment
in which the trees are equiprobable, it would be inter-
esting to find a way to choose the best tree according
to the length of the incoming acoustic string. We
tried also instead of duplicating the confusable sam-
ples into both the ”yes” and "no” node data sets, to
create a third node in which these confusable data
are placed. We found a degradation of the recogni-
tion rate, but the list length was much smaller than
in the other cases.

recognition rate | average list length
Exp. 17 | 949 % 286
Exp. 27" | 85.0 % 291
Exp. 37 | 964 % 322
Exp. 37’ | 97.0 % 468
Exp. 47 | 98.2% 699
Exp. 47" | 9856 % 845

Table 1: Decoding results

5 Conclusion

In this paper a new approach for lexical access is
introduced. Using decision tree combined with a dis-
criminant analysis method, we obtain a matching al-
gorithm that is much faster than common acoustic
likelihood computation on all the words. This method
has been tested on isolated syllables. On this difficult
task the results are encouraging. Future work will
devoted to try different vector quantization, as one
described in (9] by Bahl et al. in which the vector
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quantizer takes into account the variation in the vec-
tors that results from the phonetic context in which
the phones are realized. The use of context dependent
phones instead of context independent phones should
also bring better results. In these first experiments,
the histogramms are computed from the utterances
of the words. This means that each word of the vo-
cabulary must be uttered several times. To avoid this
limitation one might use estimated label frequencies
histogramms [3] instead of speech-from histogramms.
Other topics such as create probabilistic environment
over the tree to smooth the splits and to be able
to define a rank of the correct word in the list are
also included in the future directions. The goal is to
generalize the algorithm to handle continuous speech
recognition.
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