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ABSTRACT

In this article, a fast automatic segmentation and label-

ing system is presented. The system is capable of label-
ing speech originating from most languages without re-
quiring extensive linguistic knowledge or large (manually
segmented and labeled) databases of that language. The
system comprises small neural networks for the segmen-
tation and the broad phonetic classification. They were
originally trained on one task, and automatically adapted
to a new task. Due to the limited size of the neural net-
works, the segmentation and labeling strategy requires but
a limited amount of computations, and the adaptation to a
new task can be accomplished very quickly. The perfor-
mance of our system on TIMIT and on the English, Danish
and Italian portions of the EUROMO compares favourably
to that of other systems reported in the literature.

1. INTRODUCTION

There is a great need for large, segmented and labeled
databases, for speech synthesis, speech recognition and
phonetic research purposes. Manunal segmentation and
labeling however is an extremely time consuming and te-
dious process. Furthermore, it is almost impossible to
reproduce the manual segmentation results, due to human
variability of visual and acoustic perceptual capabilities
and the difficulty of identifying a clear common labeling
strategy. Automatic systems are, like humans, not fault-
less but they are at least consisient and reproducible. Many
automatic labeling systems have been proposed, but only
few researchers have reported results on different tasks.

The automatic labeling system, described in this paper,
is capable of handling isolated and continuous speech,
multiple speakers and multiple languages, and it can be
trained without requiring manually labeled utterances or
large amounts of training data whenever a new task (new
speaker, language or speech mode) is in progress. An
earlier version of the system was already described and
evaluated on isolated word utterances [10], but in this
paper we report results obtained with an improved system
on the TIMIT database and the English, Danish and Italian
portions of the EUROMO database.
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2. MATHEMATICAL FORMULATION

The purpose of the automatic segmentation and label-
ing process is to find the phonetic segmentation § and
the phone sequence 7 that maximizes the probability
P(5,1)3,b,%, L, A), with  being the Markov model de-
rived from the phonetic transcription, ¢ the sequence of
acoustical observations, btheset of potential phone bound-
aries, A the acoustical model, and L the language model.
The sequence # represents the phones which were ermtted
on the successive emitting transitions on a path through i
This probability can be rewritten as:

i,1)5,5, L, A)
P(#)5,5, L, A)

P(3,15,b,1, L, 4) =

The probability P(#]a, b, L, A) is independent of & and @
and therefore irrelevant for the maximization process. On
the basis of the acoustical model A, a sequence of phonetic
classes ¢ can be attributed to the subsequent segments of
§. The probability in the numerator (P) can be written as:
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If we assume that once the correct sequence of phonetic
properties ¢ is known, it does not matter any more from
which observatlons it originated to compute the postenor
probability of (, t) then:

P(la)P(lf)P@L)
P(IL)
P(&li5)P(alf) P(IIL)
>x P(Et) P(£ 1)
P(@a)P(ai)
maxy P(cltx)

P(4,%)¢, L)

~

with the sum and the maximum taken over all the tran-
scriptions possible in L. In order to perform the last step,
we have approximated the sum by a maximum (¢ must
be detailed enough to guarantee that only one phonetic
transcription in L is able to emit ¢ with a large probabil-
ity) and assumed that all the phonetic transcriptions are
equally likely.
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If we assume context-independent models, the acoustic
probability can be factorized as:

I
P(é: 5151 I_;’LvA) = HP(5i|si—laﬁsiaA)P(CilfsilA)

i=1

with 7; being a set of observations derived from (G, ) and
characterizing the boundary s; € l_; and with Z,; character-
izing the candidate phonetic segment (s;_1, s;). Finally,
the language probability P(4, ]&, L) can be factorized as:

! P(cilus) P(ui|uiny, 1)
|| G e pm

i=1

The factor « is defined as loga = 1‘5119%)5) log P(¢) with
P(¢) the mean deletion probability of the phones, and

represents the non-emitting transitions in t5. A more
detailed description can be found in [11].

3. BASELINE SYSTEM

The system outline is depicted in figure 1. A full system
description can be found in [10]. As the Viterbi search

speech phonetic transcription
anditory phone expansion phoneme
model definition models
phonetic
classification .
— . . tomatic
initial Viterbi au i
| segmentation alignment —-»sei&gxlx:]ajrggﬁon
phonetic =
segmentation

Figure 1. The block-diagram of the automatic labeling
system.

will operate according to a stochastic segment model ap-
proach [8], it will have to examine all possible phonetic
segmentations of the utterance. If phonetic boundaries
were allowed to occur at any frame, the computational
load would become substantial. Therefore, an initial seg-
mentation algorithm was developed based on the output of
an auditory model [9]. The phonetic segmentation module
estimates the probabilities P(s;]si_1, Us;, A) representing
the probability that the boundary s; is the phonetic bound-
ary succeeding s;_;. The phonetic classification module
computes the probabilities P(c;|&,i, 4). For the selection
of the phonetic classes used in this system, the following
considerations were taken into account: (i) the phonetic
properties must be sufficiently discriminative as to guaran-
tee that each correct sequence ¢'corresponds to one phone
sequence @ which is much more likely than any other se-
quence in £, (ii) they must be related to some articulatory
description of the speech sounds, so that they can describe
the sounds in different languages, and (iii) they must be
general (broad) enough to be accurately detectable and
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identifiable, given the acoustic signal. Further research
indicated that the five (broad) phonetic classes ‘vowel,
sonorant, fricative, burst and silence’ offer a good solu-
tion. Dalsgaard et al. [3] also came to the conclusion that
five (although different) classes constituted an optimnum.

A second hatch in the system is the processing of the
phonetic transcription. This transcription can represent
the standard pronunciation of the uttered sentence, or it
can be obtained by listening carefully to the speech signal
(auditory transcription), or it can be the result of an audio-
visual inspection of the signal and its spectral representa-
tion (hand label sequence). In the first two cases, the pho-
netic transcription is a sequence of phonemes (the smatlest
units of speech representing a distinction of meaning). By
an andio-visual inspection of the speech signal, smalier
acoustical units (phones) can be identified. From this hand
label sequence, a corresponding sequence of phonemes
can be derived by merging consecutive phones belonging
to the same phoneme. As the segmentation and labeling is
performed in terms of the phones, the standard or auditory
phonetic transcriptions have to be translated into a phone
sequence. For that purpose, each phoneme is represented
by a serial Markov model of one of the types represented
in figure 2. A transition between two states usually re-
quires the emission of a phone, but deletions of particular
phones in the realization of a phoneme are accommodated
by deletion loops (indicated by a ¢). The number of states
is determined by the maximum length realization of the
phoneme.

faa/ /dcl/

C@OW

(a) (b)

¢ ¢ ¢

©)

Figure 2: Phoneme models with (a) one, (b) two or (c)
three transitions.

Using the above phoneme models, the phonetic tran-
scription is expanded to a large Markov model represent-
ing all possible phone strings which are consistent with
this transcription. Even if the phonetic transcription al-
ready is a phone string, it is converted to a Markov model
by means of 2-state models (type (a) in figure 2). The
deletion loop in these models will then be able to accom-
modate for phones which were indicated by the manmual
labeler, but which are not well reflected in the acoustical
observations.

Obviously, the phoneme expansion strategy applied in
our system is much less sophisticated than the ones advo-
cated in [1, 2, 6]. The latter are based on trained pronun-

_ciation networks. However, our strategy has the advan-

tage of requiring only a very limited amount of linguistic
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knowledge, little or no training and no hand labeled data

from which to learn the most common pronunciations.
4. BOOTSTRAPPING AND NEW TASKS

The multi-layer perceptrons incorporated in the initial seg-
mentation, the phonetic segmentation and the broad pho-
netic classification modules, were initially trained on 10
minutes of hand labeled phonetically rich speech (Flemish
continuous speech).

The labeling of new databases is straightforward. First
of all, if a new language is involved, one needs the in-
ventory of phonemes existing in that language and a
corresponding set of phoneme models representing the
maximum length phone sequence realizations of these
phonemes. Subsequently, one also has to specify the
broad class specifications of the phones encountered in
the phoneme model inventory. As the broad phonetic
classes are based on the manner of articulation, these rep-
resentations should be easy to retrieve from the literature.

In a first step, the new data are automatically segmented
and labeled using the Flemish baseline system (with sensi-
bly choseninitial values for the deletion probabilities in the
phoneme models). The obtained alignments then provide
the observations required for updating the broad phonetic
classification network and thus improving the acoustic
model. The other MLP’s were left unaltered, as they were

found to perform well across different languages. In a

second phase, the transition probabilities of the statistical
phoneme models are automatically derived from the best
state sequence through the phonetic transcription model,
obtained using the updated broad phonetic classification
network. The system has then completely adapted to the
new task.

5. PERFORMANCE EVALUATION

5.1 Our Results on TIMIT

Our labeling strategy was applied to the core test portion of
the TIMIT database (only the 5 sx-sentences per speaker).
In a first experiment, we concatenated the standard pho-

seger | del | ins | gross || sub
baseline | 31.6 [ 80 | 4.7 | 189 | 153
adapted | 282 | 6.9 | 50| 163 | 150

Table 1: Error percentages for the core test of TIMIT.
The segmentation errors incorporate the deletions, the
insertions and the gross errors (error criterion of 20 ms).

netic transcriptions of the words to obtain the phonetic
transcription of the sentence. Although we used the com-
plete phone set of the TIMIT database in our phoneme
model inventory, we evaluated our results with respect to
the restricted phone set of 48 labels [5] in order to allow
a fair comparison with published data. Our results can be
found in table 1.

EUROSPEECH ’95, Madrid, Spain, September 1995

If, in a second experiment, we use the adapted sys-
tem to align the speech with the hand label sequence, the
number of correctly placed boundaries (less than 20 ms
between manually and automatically placed boundaries)
was reduced to 76%, but this time no deletions, insertions
or substitutions occurred. Observe that during the align-
ments phone deletions were permitted, but in case of a
deletion, a 10 ms segment was inserted automatically.

In a third experiment, we tested the performance of the
Flemish baseline system on the same ufterances, given
the hand label sequence. The amount of correctly placed
boundaries remained as high as 75%. That the degradation
remains so small is due to the fact that the segmentation
criteria do not differ for the two systems.

5.2 Comparison with Reported Data (TIMIT)
Brugnara et al. [2] performed an experiment that is equiv-
alent to our first test. They obtained 42.7% segmentation
errors (2.7% deletions, 11.3% insertions and 28.7% gross,
errors) and 13.9% substitutions with a system based on
HMM’s. Only if the HMM training was performed us-
ing the hand label strings, the gross error rate dropped to
16.4% (total segmentation error rate of 30.4%). Aligning
with the manual labels (our second experiment) resulted in
73.4% correctly placed boundaries. Apparently, our sys-
tem in its present implementation outperforms the system
of Brugnara et al. [2], provided it is trained and tested un-
der similar circumstances. It even outperform Brugnara’s
system trained on manually segmented and labeled data.

The experiments of Angelini et al. [1] cannot be com-
pared directly to ours, as they require the use of the hand
label strings for the training of pronunciation networks.
Moreover, the manual labels were used during the train-
ing of the acoustic models of the system. That explains
why it is not surprising that the results: 5.6% deletions,
3.1% insertions, 13.8% gross errors and 13.5% substitu-
tions are better than ours.

Ljolje and Riley [6] propose another labeling system. It
comprises continuous density variable duration HMM'’s,
a trigram phonotactic model for constraining the phone
sequence, gamma distributions for the phone durations,
and different topologies for modeling phones in different

- contexts. Furthermore, the HMM’s were trained using the

hand labels (although disregarding the label positions).
The hand labels of 3360 transcribed utterances were also
used to train a phone realization tree. With a system
trained on such a large amount of hand segmented data;
the authors obtain a phone sequence estimation error rate
of about 12% (10% deletions and substitutions and 2% in-
sertions), and a gross error rate of about 20% (differences
of more than 17 ms between the automatic and the manual
boundaries). As the exact number of deletions is not in-
dicated in [6] or [7], we assume an even balance between
the deletion and the substitution errors. In that case, the
total segmentation error rate is 27%, which is very similar
to our 28.2%.

The major drawback of the last two systems is that
they are not immediately transferable to other tasks, not
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even within the same language. Our system, on the other
hand, is immediately usable for any task as it does not
require any hand labeled data to train the acoustic models,
nor does it incorporate a phone realization tree which is
trained on the target task.

5.3 Our Results on EUROMo

We also performed evaluation experiments on the English,
Danish and TItalian portions of the EUROMO database.
Firstly, we evaluated the baseline system. In a second
experiment, the data of three speakers were used to adapt
the system, while the data of the remaining speaker were
used for evaluation. For each experiment, four tests were
performed, i.e. each speaker was once used as the eval-
uation speaker. The input transcriptions for all the tests
were phoneme sequences that were derived from the hand
label sequence. The results indicated in table 2 represent
the mean error percentages of those four tests. The results

lang. | system | seger | del | ins | gross | sub
Eng | baseline | 284 | 83 1.0 19.1 | 0.6
Eng | adapted | 273 | 79|09 | 185 | 05
Dan | baseline | 302 | 7.0 | 2.1 | 21.1 || 12
Dan | adapted | 248 |46 | 1.8 | 184 | 0.6

It | baseline | 244 | 6.7 |00 | 17.7 || 0.0

It adapted | 238 |56 |00 182 || 0.0

Table 2: Mean error percentages for the English, Danish
and Italian portions of EUROMO.

of mode 1 show that the original system already performs
quite well. The reason for this is that the segmentation
module of the system behaves similarly across different
languages.

5.4 Comparison with Reported Data (EUROMO)

In a similar experiment, but with the hand label string
as the lexical inputs, Dalsgaard et al. [4] achieve 60.5%
correctly placed boundaries (within 20 ms) on the En-
glish and 47% on the Italian set when training their sys-
tem on the Danish set. If we align the speech with the
manual label string using our original system we obtain
76.6% (English), 74.6% (Danish) and 78.5% (Italian) seg-
ment position accuracy. These results clearly outperform
those of Dalsgaard et al. After having adapted the sys-
tem as previously described (mode 3) we obtain 77.5%
(English), 76.8% (Danish) and 78.5% (Italian) correctly
placed boundaries. Apparently, there was no improve-
ment for Italian. This can be due to the employed strategy
for inserting deleted phones. Dalsgaard also reports lan-
guage specific results (fraining and testing with speech
material from the same language). These results var-
ied from 52.0% correctly placed boundaries for Italian to
65.5% for Danish and 77.5% for English [3].

6. CONCLUSION

It has been shown that an automatic labeling system,
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originaily trained on a multi-speaker continuous speech
database of utterances in one language, can be automati-
cally updated to label utterances in other languages with-
out the need for any hand labeled data representative for
this new language (task). The results obtained on contin-
uous speech (TIMIT and EUROMO) are competitive with
or better than those reported by others. Nevertheless, we
argue that further improvements would be welcome. We
hope to decrease the percentage of segmentation errors
from the actual 24-28% to something like 10-15% in the
near future.
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