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ABSTRACT

Clustered language models have the advantage of re-
quiring less training data than n-grams, but they may
perform worse if the training corpus is “sufficiently”
large to train the n-gram well. How do the perfor-
mance of a clustered language model and a n-gram
compare on the Wall Street Journal corpus? While
trying to address this question, we develop the fol-

lowing two ideas. First an existing algorithm is ex--

tended to deal with higher order n-grams. Second, a
heuristic to speed up the algorithm is presented. The
resulting algorithm is used to cluster bi- and trigrams
on the Wall Street Journal corpus and the language

models it produces can compete with existing back-

off models. Especially when there is only little train-
ing data available, the clustered models outperform
the back-off models. This is important for practical
recognition systems, where it is not always“possible
to obtain several million words for a given domain.

1. INTRODUCTION

It is well known that n-gram models often suffer from
a lack of training data. One way to alleviate this
problem is to construct a class-based language model.
Let G : w — G(w) = g, be afunction that maps each:
word w of the vocabulary V to its class G(w) = g4,
let |G| denote the number of classes and let w1, ..., wn
denote a sequence of words. A class-based bigram
model calculates the probability of word w; as fol-
lows:

plwilwi—1) = pe(G(wi)|G(wi-1)) * pe(wi|G(w)).

Whereas a normal bigram requires the estimation of
O(|V|?) parameters, the class-based bigram model
only requires O(|V]| + |G|?). In order to determine
the clustering function G automatically, a clustering
algorithm as shown in Figure 1 can be used (see [2]).
In the spirit of decision directed learning, it makes
sense to use as an optimisation criterion a function
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Algorithm 1: Clustering()

start with initial clustering function G
iterate -until some convergence ecriterion is
met )
foralweV
forall g, € G
calculate the difference in the op-
timisation criterion when w is
moved from g, to g,
‘move w to g, that results in biggest
improvement in optimisation criterion

End Clustering

Figure 1:. The clustering algorithm

that is very closely related to the final performance
measure one wishes to maximise. Therefore, the cri-
terion proposed in [2] is based on the leaving-one-out
likelihood Ly of the model generating the training
data:

N .
Lio = []res(G(wi)iG(wi-s))* po,r(wilGlw:)),

=1

where pg r, are probabilities estimated from the
training corpus Tj, which contains all the bigrams
except (w;_1,w;).

Starting with this algorithm, we present in Sec-
tion 2 different ways of extending the algorithm to -
higher order n-grams. Then, in order to apply the
resulting algorithm to a large corpus, we develop in
Section 3 a heuristic version of the algorithm, which
is substantially faster. Finally, we apply the heuristic
version of the extended algorithm to the Wall Street
Journal corpus (WSJ0) in Section 4.
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Algorithm 2: Clustering()

start with initial clustering function G
iterate until some convergence -criterion is
met
foralw eV andt e V"
for all g}, € Ga and g, € G4
calculate the difference in the op-
timisation criterion when w/t is
moved from g, /g: to g, /g,
move the w/t to the g/, /¢, that results
in the biggest improvement in optimi-
sation criterion
End Clustering

Figure 2: The extended clustering algorithm

2. EXTENDING THE ALGORITHM

There are at least three ways of extending the clus-
tering to higher order (n + 1)-grams, depending on
how one models the probability p(w;|wi_n, ..., w;1):
a)pa(G(wi)lG(win), ..., G(wi1)) * pe(wil G(w:))

b)pG(Gn+1(wg)|Gn(wi_n), oy Gr(wi1))#pe(wi|Gagr (wi))

)pa(G2(wi)| G (wivn, ., wiv1)) * po(wil Ga(wi))

In a), only one clustering function is used; in b), each
preceding word has a separate clustering function;
in ¢), whole tuples of preceding words are clustered.
The tradeoff between these models is one of accu-
racy versus complexity. The set of clusterings that
approach a) can produce is a subset of approach b),
which in turn is a subset of approach ¢). Approach
c) therefore has the highest potential for accuracy,
as long as there is sufficient training data. Since the
Wall Street Journal corpus is quite large, we decided
to use approach ¢). The modified algorithm is shown
in Figure 2. The derivation of the complete opti-
misation function, which is along the lines of [2], is
given in [7]. Approach c) is also mentioned in a recent
publication ([3]), where it is referred to as a two-sided
(non symmetric) approach.

3. SPEEDING UP THE ALGORITHM

If one wants to use the clustering algorithm on large
corpora, the complexity of the algorithm becomes a
crucial issue. The complexity of the algorithm (see
[7]) is O(I x Ex (E+ C?)), where C is the maximally
allowed number of clusters, I is the number of itera-
tions and E is the number of elements to cluster (|V/|
in case of bigrams, [V in case of the extended al-
gorithm). C' crucially determines the quality of the
resulting language model and one would therefore like
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to chose it as big as possible. Unfortunately, because
the algorithm is quadratic in C, this may be very
costly. We therefore develop the following heuristic
to speed up the algorithm.

The factor C? comes from the fact that one tries
to move a word w to each of the C possible clusters
(O(C)), and for each of these one has to calculate the
difference in the optimisation function (O(C) again).
If, based on some heuristic, one could select a fixed
number ¢ of target clusters, then one could only try
moving w to these ¢ clusters, rather than to all pos-
sible clusters C. This may of course lead to the sit-
uation where one does not move a word to the best
possible cluster (because it was not selected by the
heuristic), and thus potentially to a decrease in per-
formance. But this decrease in performance depends
of course on the heuristic function used and we will
come back to this issue when we look at the practical
results.

The heuristic used in this work is as follows. For
each cluster, one keeps track of the kh clusters that
most frequently co-occur with it in the tables N (g1, g2).
For example, if g1 is a cluster of G; (the situation
1s symmetric for (G3), then the h biggest entries in
N{g1,g) are the h clusters being stored. When one
tries to move a word w, one also constructs a list of
the h most frequent clusters that follow w (one can
get this for free as part of the factor E in (E + C?)).
One then simply calculates the number of clusters
that are in both lists and takes this as the heuristic
score H(g1). The bigger H(g;), the more similar are
the distributions of w and g7, and the more likely it is
that ¢; i1s a good target cluster to which w should be
moved. Because the length of the lists is a constant A,
calculating the heuristic score is also independent of
C'. One can thus calculate the heuristic score of all C
clusters in O(C). However, once one has decided to
move w to a given cluster, one would have to update
the lists containing the h most frequent clusters fol-
lowing each cluster g, (the lists might have changed
due to the last moving of a word). Since the update
is O(C) for a given g1, the update would again be
O(C?) for all clusters. In order to avoid this, one
can make another approximation at this point. One
can only update the list for the original and the new
cluster of w. The full update of all the lists is only’
performed after a certain number u of words have
been moved.

To sum up, we can say that one can select ¢ tar-
get clusters using the heuristic in O(C). Following
that, one tries moving w to each of these ¢ clusters,
which is again O(C). Moreover, several times per
iteration (depending on u), one updates the list of
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Clust Full Algo . Heur. Algo
PP  Time | PP (A %) Time (A%)
10 1746  1:02 746 {0.0)  1:05 (-4.8)
20 | 630 2:28 | 653(-3.6) 1:35 (+36)
40 | 548 746 | 558 (-1.8)  2:36 (4+67)
80 | 477 26:41 | 490 (-2.7)  4:30 (+83)
160 | 421 1:33:29 | 437 (-3.8) - 7:59 (4+91)
320 .| 394 5:20:18 | 402 (-2.0) 14:17 (496)

Table 1: Comparison of the cluster algorithm with
its heuristic version- :

most frequent clusters which is O(C?). Thus, the
complexity of the heuristic version of the algoriihm
is O(I * (E % (E + C) + C?)). The complexity still
contains the factor C?, but this time not within the
inner parenthesis. The factor C? will thus be smaller
than E'*(E +C), and is only given for completeness.

We will now present a practical evaluation of the
heuristic algorithm. The heuristic itself is parame-
terised by h, the number of most frequent clusters
one uses to calculate the heuristic score, ¢, the num-
ber of best ranked target clusters one tries to move
word w to and u, the number indicating after how
many words a full update of the list of most fre-
quent clusters is performed. In order to evaluate the
heuristic for a given set of parameters, one can sim-
ply compare the resulting perplexity of the heuristic
algorithm with that of the full algorithm. Table 1
contains a comparison of the results using approxi-
mately one million words of training data (from the
Wall Street Journal corpus) and valuest = 10, A = 10
and v = 1000. The CPU Time given was measured
on a DEC alpha workstation (DEC 3000, model 600),
‘which was used in all the experiments reported in
this paper. One can see that the execution time of
the standard algorithm seems indeed quadratic in the
number of clusters, whereas that of the heuristic ver-

ston seems to be linear. Moreover, the perplexity of '

the heuristic version is always within 4% of that of
the standard algorithm, a number which does not
seem to increase systematically with the number of
clusters. Furthermore, the speed up of the algorithm
seems to be closely related to the number of clusters
divided by ¢. For example, in the case of 320 clusters,
this ratio is 320/10 = 32 and the heuristic version is
indeed almost 32 times as fast (the speed up is almost
1- 51-2— = 0.97). For more details on the effect of the
parameters h, t and u, please refer to [7].
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Train | back-off clustered | improv. (%)
T1 2240 1750 22
T2 1130 831 27
T3 621 515 17
T4 373 324 13
Ts 254 231 9.1
T6 190 188 1.1
T7 159 172 -8.2

Table 2: Perplexity results for bigram clusters (VP)

4. RESULTS

In the following, we will present results of clustered
language models on the WSJ0 corpus, using the ver-
balised pronunciation (VP) and non verbalised pro-
nunciation {(NVP) versions with the 20K open vo-
cabulary. As mentioned on the WSJ-CDROM (and
as discussed in [6]), the results for open vocabularies
are usually not meaningful, if the unknown words are
taken into account when calculating the perplexity.
One way to solve this problem ([5]) is to simply skip
the unknown words, when calculating the perplexity.
Since all our experiments were performed with the
open vocabulary, this is the approach taken here. In
order to investigate the influence of the amount of
training data on the results, we used seven different
sets of training data, T'1 to T'7, with about 2K, 12K,
60K, 350K, 1.7M, 8.5M and 40M ({Ti| ~ 5 * |T;-1])
words respectively. All perplexity results were calcu-
lated on approximately 2.3 million words of text that
were not part of the training material. The clustered .
models were produced with the extended heuristic
version of the algorithm. To run to comipletion, it
took less than 12 hours réal time for the bigram case,
and several days for the trigram case.

As a yardstick for the performance of the clus-
tered models, we implemented the commonly used
compact back-off models ([1], [4]). Tables 2 and 3
give the perplexity results of the back-off models,
when all bigram singletons are ignored. It is shown
in {7], that these are comparable to other results re-
ported in the literature and that they thus constitute
a valid point of comparison. Tables 2 and 3 also give
the results of a clustered bigram with 2000 clusters
each for G; and Gs.  For better comparison, the
difference is given in percent. Even though the clus-
tered model performs worse than the back-off model
on the largest set of data, it outperforms the back-off
model in almost all other cases. This clearly shows
the superior robustness of the clustered models.

Table 4 and 5 show the results for a clustered- tri-
gram (only the 500,000 most frequent bigrams were
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Train | back-off clustered | improv. (%)
T1 o 3220 2420 25
T2 1610 1230 24
T3 878 762 13
T4 537 491 8.6
TH 369 345 6.5
T6 265 267 -0.76
T7 216 240 -1

Table 3: Perplexity results for bigram clusters (NVP)

Train | clust. bigr. clust. trigr. | improv.(%)
T1 1750 1830 -4.6
T2 831 1070 -29
T3 515 772 -50
T4 324 474 -47
TH 231 301 -30
T6 188 200 -6.4
T7 172 150 +13

Table 4: Results for bigram and trigram clusters
(VP)

clustered using GGy) with 7000 and 1000 clusters for
Gi and G5 on VP and NVP data. One can see
that the clustered trigram only outperforms the clus-
tered bigram on the largest set of data. This suggests
that the clustered trigram could still perform better,
if the size of the training corpus is increased (e.g. by
using WSJ1). Please note that the size of the clus-
tered trigram is of the same order of magnitude as
the clustered bigram. This is not true for the back-

- off models, where trigrams are substantially larger
than bigrams.

5. CONCLUSIONS

In this paper, an existing clustering algorithm is ex-
tended to deal with higher order n-grams. Moreover,
a heuristic version of the algorithm is introduced,

Train | clust. bigr. clust. trigr. | improv.(%)

T1 2420 7290 2.9
T2 1230 1600 -30
T3 762 1090 -43
T4 491 759 -BH
TS 345 499 - 4
T6 267 334 - -25
T7 240 240 0

Table 5: Results for bigram and trigram clusters
(NVP) ' :
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which leads to a very significant speed up with only
a slight loss in performance. This makes it possi-
ble to apply the resulting algorithm to the clustering
of bigrams and trigrams on the Wall Street Journal
corpus. The results are shown to be comparable to
standard back-ofl bigram models. Moreover, in the
absence of many million words of training data, the
clustered model is more robust and clearly outper-
forms the non-clustered models. This is an important
point, because for many real world speech recoguition
applications, the amount of training data available
for a certain task or domain is in general unlikely to
exceed several million words. In those cases, the clus-
tered models seem like a good alternative to back-off
models and' certainly one that deserves close investi-
gation.
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