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Abstract

In this contribution a novel method enabling high-
quality speech modifications is presented; it is based
on a harmonic + noise, (HNM), representation of
the speech signal. The harmonic part is modelled
by harmonically related sinewaves with slowly vary-
ing amplitudes, and frequencies. The noise part is
modelled by an AR model and it is modulated by a
time-domain amplitude envelope. Both the analysis
and the synthesis are pitch-synchronous. Thanks to
this twofold representation (Harmonic 4 Noise part),
and to the pitch-synchronous scheme, a flexible tech-
nique for time-scale and pitch-scale modifications, in-
spired by PSOLA methods, can be applied, yielding
high-quality modification.

1 Introduction

In a number of speech processing applications,
prosodic (i.e. : time-scale and pitch-scale) manip-
ulations are required. This is in particular the case
for text-to-speech synthesis systems based on the con-
catenation of acoustical units, where prosodic manip-
ulations are essential to adjust the original time-scale
and pitch-scale of the synthesis units to the target
prosody.

To satisfy the need for high-quality time and pitch-
scaling, a number of techniques have been proposed,
including the frequency-domain and time-domain
PSOLA [1], the sinusoidal model of McAulay and
Quatieri [2], and the model proposed by Dutoit [3].
In this contribution, we present a flexible tech-
nique for prosodic modifications based on a pitch-
synchronous harmonic + noise decomposition of the
speech signal. The main characteristics of our model
are : 1)The spectrum divided into two bands only, de-
limited by a time-varying frequency (denoted here as
maximum voiced frequency). 2) In the lower band
(below the maximum voiced frequency) the signal
is supposed to be harmonic. 3) Because both the
analysis and the synthesis are performed in a pitch-
synchronous way, a flexible technique for time and
pitch-scaling, inspired by PSOLA methods, is devel-
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oped. 4) The frequency contents of the noise part is
modelled by an AR model and its time-behavior is im-
posed by a parametric time-domain envelope. 5) For
pitch modification, a frequency-continuous spectral
and phase envelope assures a robust re-computation
of the amplitudes and phases for the modified pitch-
harmonics.

The first part of this paper is devoted to the de-
scription of our model. The problem of estimating
the model parameters is discussed in the second part.
The third part describes the synthesis without mod-
ifications. The last part of the paper presents the
technique used for time and pitch-scaling. An exam-
ple of modifications of a real speech-signal is given to
support our conclusions.

2 Description of the HNM

model

The HNM model assumes the speech signal to be
composed of a harmonic part and of a noise part.
The harmonic part accounts for the quasi-periodic
component of the speech signal; the noise part mod-
els its non-periodic components, which include the
friction noise and the period-to-period variations of
the glottal excitation. The spectrum is divided into
two bands, in contrast to the multiband excitation
model proposed by Griffin [4]. The time-varying max-
imum voiced frequency determines the limit between
the two bands. In the lower band, the signal is repre-
sented solely by harmonically related sinewaves with
slowly varying amplitudes, and frequencies.

K(1)

h(t) = Z Ax(t)cos(kO(t) + ¢4 (1)) (1)

k=1

¢
with 0(t) = / wo()dl. Ap(t) and ¢x(t) are the

-0
amplitude and phase at time ¢ of the k-th harmonic,

wo(t) is the fundamental frequency and K(¢) is the
time-varying number of pitch-harmonics included in
the harmonic part.

The upper band contains the noise part. In voiced
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fricatives, the noise part exhibits a specific time-
domain structure in terms of energy localization: the
friction noise energy does not spread over the whole
speech period; it is concentrated in the part of the
pitch period where the glottis is open. The HNM
model follows this observation: the frequency con-
tents of the noise part is described by a time-varying
AR model; its time domain structure is imposed by
a parametric time-domain envelope which modulates
the noise component.

3 Estimation of the model pa-
rameters - Analysis

Pitch and mazimum voiced frequency estimation
The first step of the analysis consists of estimating
the fundamental frequency and the maximum voicing
frequency. An initial pitch estimation is obtained by
using the time-domain pitch detector described in [4].
Next, the voicing decision is done, by comparing a
synthetic harmonic spectrum (using the initial pitch)
with the original one until the forth harmonic. For
the voiced frames, an appropriate peak picking algo-
rithm separates the two bands; the lower one contains
the quasi-harmonic (voiced) frequencies and the up-
per one the noise component. The two bands are de-
limited by the so-called maximum voiced frequency
(denoted as Fups). Finally, the refined pitch is de-
fined as the fundamental frequency whose harmonics
match better the voiced frequencies detected in the
lower band. Using the stream of the pitch values, the
position and the duration of the analysis frames are
set at a pitch-synchronous rate on the voiced portions
of speech and at a fixed rate (10ms) on unvoiced seg-
ments.

Harmonic part
On the voiced frames, the amplitudes and the phases
should be estimated at the centers t; of the analy-
sis frames. Consequently, we may express Eq.( 1) as
follows

L

h(t) = ZAk(ti)COS(k’twO—i—@k(fi)) ti—% <t < ti—{-ﬁ

2
@)
where N represents the length of frame in samples
and L = K(t;) = %’%—’l the number of harmonics
included in the harmonic part.

Next, the estimation is dome by using a weighted
least-squares method, aiming at minimizing the fol-
lowing criterion with respect to the Ax(#;) and ¢x(%;)

k=1

N
2

e= 3 aft) (a(t) - (1))’ (3)

f=—

v|z

where z(t) is the original signal. This well known
problem may be shown to be linear in the param-
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eters and is solved by inverting an over-determined
system of linear equations.

Using a non-rectangular weighting window «(t), it
can be shown (see [5]) that a better match with the
signal portion at the center of the analysis frame is
obtained. In practice, a Hamming window is used.
The important point to note is that the estimation of
the parameters is done entirely in the time-domain.
This allows the use of short time-frames (typically two
pitch-periods). FFT-based methods would require
longer frames (three to four pitch-periods). This fea-
ture of HNM model appears to be important to model
segments where the pitch-period and/or the pitch-
harmonics amplitudes and phases vary rapidly.

Noise part

The last step of the analysis consists of estimating
the parameters of the noise part. In each analysis
frame, the original signal’s spectral density function
(full band) is modelled by a pth-order all-pole fil-
ter, H{t;,z), by use of a standard correlation based
method [6]. The correlation function is estimated
from 40 ms of signal located around the center of
the analysis frame. Also, over the same duration, the
variance of the original signal is estimated, represent-
ing the gain of the filter. For a signal sampled at
16kHz the order of the AR model is set to 15.

In our previous works the time-domain behavior of
the noise part was imposed by an energy distribu-
tion function [5, 7]. The major shortcoming of this
function appears when becoines necessary to stretch
it (in the case of pitch and time modification). To
overcome this limitation a parametric envelope must
be estimated in each frame. Unfortunately, determin-
ing such an envelope is not a trivial task. However,
we found that a triangular-like time-domain envelope
gave, in general, satisfactory results (see Fig.( 1)).
A parametric method for the estimation of the time-
envelope is the object of current investigations

0.5

! I
ta(i) ta(i+1)

Figure 1: The time-domain envelope used for the time-
behavior of the noise part.The ta(7) and ta(i+1) represent
two successive analysis instants

4 Synthesis without modifica-
tions

The synthesis, as the analysis, is performed in a pitch-
synchronous way. This means that, if no speech mod-
ification is done, the synthesis instants ¢s(4) coincide
with the analysis ones ta(?), i.e.: ts(?) = ta(?).
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"The harmonic part is synthesized by applying directly
Eq.(1). The amplitudes and phases of the harmonics
are linearly interpolated between successive frames.
The phases must be unwrapped in the time-domain
before the interpolation. This is done by predicting
the phase of the current frame, from the phase of
the previous one, and the average instantaneous fre-
quency.

The harmonic hypothesis significantly simplifies the
sinusoidal model proposed in [8] because the frame-
to-frame frequency matching is no longer required:
the kth harmonic in frame 7 corresponds to the kth
harmonic in frame 7 + 1.

As the maximum voicing frequency Fys is variable
from one frame to another, the noise part is syn-
thesized in a OLA (Overlap-Add) way, in order to
avoid discontinuities at the frames’ boundaries. For
a given synthesis instant ts(7), two pitch periods are
synthesized by filtering a unit variance white gaussian
noise through a normalized lattice filter H(¢s(i), z)
and multiplying the output by the variance estimated
at ta(i). If the frame is voiced the lower band up to
the maximum voiced frequency Fis(ta(i)), has been
synthesized by the harmonic part. Thus the noise
part is filtered by a high-pass filter with a cutoff fre-
quency equal to Fir(ta(i)). The synthetic noise part
of the current frame is obtained by the overlap-add
synthesis of the noise parts synthesized at 1s(i) and
ts(i — 1). Then, for voiced frames the triangular-like
time-domain envelope is applied directly to the syn-
thetic noise part.

The synthetic signal is obtained by adding the har-
monic and the noise parts.

5 Synthesis with modifications

In this section we will discuss only the case of the
time-varying, joint time-scale and pitch-scale modifi-
cation, as any other case can be derived from this one.
The first step is to find the synthesis instants given
the analysis instants and the desired pitch and time
scale modification. Thanks to the pitch-synchronous
scheme of the HNM model, a simple and flexible tech-
nique, inspired by PSOLA methods, can be used. In
the PSOLA context the synthesis and analysis in-
stants are referred to as synthesis, ¢{s(z), and anal-
ysis, ta(s), pitch-marks, respectively. A mapping
ts(u) — ta(s) between the synthesis and the analysis
pitch-marks is determined, specifying which analysis
instant should be selected for any given synthesis one.
This mapping is obtained according to the following
constraints: when pitch-scale is done, the time evolu-
tion must be preserved, while for the time-scale, the
contour of melody must be preserved. A precise de-
scription of the PSOLA algorithm is given in[9, 1].

For pitch modifications, another problem arises. The
re-computation of the amplitudes and phases for the
modified pitch-harmonics (new harmonics). For this
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purpose a frequency-continuous spectral and phase
envelope 1s necessary. To estimate the spectral enve-
lope, the method proposed in [10] can he used; it pro-
vides a continuous frequency-envelope when the value
of this envelope (here the harmonics amplitudes) is
specified only at discrete frequencies (in our case
the pitch-harmonics frequencies). The method makes
use of discrete cepstral coefficients and is based on
a frequency-domain least-squares criterion combined
with a regularization technique to increase the robust-
ness of the estimation procedure. The amplitudes of
the modified pitch-harmonics are obtained by sam-
pling the estimated spectral envelope at the corre-
sponding frequencies.

The estimation of the phase envelope is obtained as
follows. At the first voiced frame of a voiced por-
tion of signal, the phase is unwrapped in the fre-
quency domain by adding integer multiples of 27 in
order to keep the variation of the "frequency slope”
d¢r as smooth as possible, d¢) being defined as
d¢y = ¢r1+1 — ¢r, where k denotes the kth harmonic.
For example, using the first slope dé; = ¢35 — ¢1,
M integer multiples of 27 are added to ¢3 so that
dos = (g3 + M 27) — ¢2 =~ dy. Next the phase ¢y
is unwrapped by using the slope d¢s, and so on, un-
til the last harmonic. In the next voiced frame, the
phases are unwrapped by using the frequency slopes
from the previous frame and not the frequency slopes
of the current one (as it was the case for the first frame
of the voiced portion). This guarantees a phase conti-
nuity in the frequency-domain as well as in the time-
domain. The new phases are obtained by sampling
the phase envelope at the modified pitch-harmonics.
Using the mapping ts(u) — ta(s) and the amplitudes
and phases of the modified pitch-harmonics (only for
piteh modification), the harmonic part and the noise
part are synthesized in the same manner as described
for the synthesis without modifications. Note that
the parametric time-domain envelope can be easily
stretched, thus preserving the time-behavior of the
scaled-noise part on the voiced frames.

The combination of the PSOLA method (in particu-
lar its pitch-synchronous scheme) with the paramet-
ric decomposition of the speech signal based on the
HNM model, eliminates most of the artifacts encoun-
tered with the original PSOLA method or SISS [2].
Even for large modification factors the mixed-voiced
segments are free of the "buzzy” and ”metallic” qual-
ity encountered in other modification procedures.

6 Examples of application

Time and pitch-scale modifications has been applied
to a speech signal sampled at 16kHz. An exam-
ple of time-scale modification is illustrated in Fig. 2.
Fig. 2(a) shows 5000 samples of a speech signal and
Fig. 2(b) displays the synthetic signal after time scal-
ing by a factor of 1.3. The important point to note in
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this figure is that the wave shape of the original signal
is preserved in the modified one. Fig. 3(a) shows an
another segment of the original signal (3000 samples)
and Fig. 3(b) the synthetic signal after pitch scaling
by a factor of 1.3.

Informal listening tests have demonstrated the
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Figure 2: (a) Original signal, (b) time-scaling by 1.3.
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Figure 3: (a) Original signal, (b) pitch-scaling by 1.3

quality of pitch-scaled and time-scaled synthetic sig-
nals. Even for large time-scale modification factors
the synthesis is of high-quality and free of artifacts in
particular ”buzziness” or ”metallic” quality. The nat-
uralness of the speech is also maintained when mod-
erate pitch-scale factors are used.

7 Conclusion

‘The Harmonic+Noise model has been extensively
tested on a large database of speech signals includ-
ing male and female voices. The results are very en-
couraging. In the absence of modification, the speech
produced by the model is nearly undistinguishable
from the original signal. Time-scale modifications
are of high-quality, even for large modification fac-
tors, mainly because the harmeonic and the noise parts
are processed by different techniques. The results are
better than those obtained with PSOLA, especially
for voiced fricatives. For pitch-scale modifications the
results are satisfactory when moderate transforma-
tion factors are used (0.5 - 1.7). The method makes
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time-varying, joint time-frequency speech modifica-
tions easy to implement and the results are free of
artifacts. The HNM model is intended to be used
for text-to-speech synthesis, high-quality voice con-
version and possibly monoral voice-separation.

References

[1] E. Moulines and F. Charpentier. Pitch-
synchronous waveform processing techniques for
text-to-speech synthesis using diphones. Speech
Commanication, 9(5/6):453-467, Dec 1990.

[2] T.F. Quatieri and J. McAulay. Shape in-
variant time-scale and pitch modification of
speech. IEEE Trans. Signal Processing., ASSP-
40(3):497-510, Mar 1992.

[3] T.Dutoit and H. Leich. Improving the TD-
PSOLA text-to-speech synthesizer with a spe-
cially designed MBE re-synthesis of the segments
database. Signal Processing VI: Theories and
Applications, 1:343-346, 1992.

[4] D.W. Griffin and J.S. Lim. Multiband-excitation
vocoder. [EEE Trans. Acoust., Speech, Signal
Processing, ASSP-36(2):236-243, Fev 1988.

[5] J. Laroche, Y. Stylianou, and E. Moulines.
HNM: A simple, efficient harmonic plus noise
model for speech. IEEE ASSP Workshop on app.
of sig. proc. to audio and acous., 1993.

[6] S. M. Kay. Modern Spectral Estimation. Prentice
Hall, Englewood Cliffs, New Jersey, 1988.

[7] J. Laroche, Y. Stylianou, and E. Moulines. HNS:
Speech modification based on a harmonic + noise
model. Proc. IEEE ICASSP-93, Minneapolis,
Apr 1993.

[8] R. J. McAulay and T. F. Quatieri. Speech
analysis-synthesis based on a sinusoidal repre-

sentation. Technical Report 693, Lincoln Labo-
ratory, MIT, 1985.

[9] E. Moulines and J. Laroche. Techniques for
pitch-scale and time-scale transformation of
speech. part I. non parametric methods. A
paraitre dans Speech Comunication, 1994,

[10] O. Cappé, J. Laroche, and E. Moulines. Reg-
ularized estimation of cepstrum envelope from
discrete frequency points. In IEEE ASSP Work-
shop on app. of sig. proc. to audio and acous.,

Mohonk, October 1995.

454



