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ABSTRACT

Methods are proposed for incor-
porating phonetic and phonological
knowledge into models for lexical ac-
cess. These include representing
the lexicon in terms of linguistically-
motivated segments and features, so
that dialectal and context-conditioned
modifications -of features can be ac-
counted for in a direct way. Acous-
tic analysis to retrieve the segments
and features from an utterance requires
the detection of landmarks in the sig-
nal, followed by measurement of sev-
eral cues for each feature. These cues
are combined to produce an integrated
property that determines the feature
that is implemented by the talker. Ex-
amples of the required acoustic cues are
given. Comparison is made with cur-
rent approaches to lexical access based
on statistically-motivated models.

1. INTRODUCTION

Two essential components of a
model for lexical access are (1) a lex-
icon stored in memory, and (2) a set of
procedures for extracting acoustic in-
formation from the signal in a form that
permits matching against the items in
the lexicon. In this paper, some re-
quirements for the design of these two
components of a lexical-access model
are proposed and some progress toward
the implementation of such a model
is reported. We are not concerned in
this paper with constraints on word se-
quences as dictated by syntax and se-
mantics.

2. LEXICAL
REPRESENTATION

Several requirements must be sat-
isfied by the representation of individ-
ual items in the stored lexicon. Cer-
tainly a primary requirement is that the
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form in which the lexical unit is stored
must be compatible with the form in
which acoustic data are extracted from
the speech stream. That is, the rep-
resentation derived from the acoustic
signal must be matched against a sim-
ilar type of representation or pattern
in the lexicon, so that the degree of
similarity between the acoustic repre-
sentation and the lexical representation
can be assessed. A second desirable at-
tribute of the lexical representation is
that it be easily adapted to the dialect
of the speaker. It should be possible,
through application of relatively sim-
ple rules or transformations, to mod-
ify the lexical representations to fit the
speaker’s dialect. A third property is
that the lexical items should be re-
trievable when, in continuous speech, a
speaker introduces modifications to the
acoustic patterns for individual words.
Especially ubiquitous are the modifica-
tions that occur at word boundaries,
such as [tepkaps] for ten cups, or
[win:oz] for win those.

There is general agreement, based
on phonological evidence, that lexical
items are represented in the memory of
a speaker/listener as sequences of “seg-
ments.” It is further recognized by lin-
guists that each of these segments con-
sists of a bundle of binary distinctive
features. Each of these features has cor-
relates in the articulatory and acoustic
domains [1][2].

There are two types of distinctive
features [3]. One type, sometimes
called articulator-free features, iden-
tifies a class of segments according
to the manner in which the articula-
tors are manipulated, independently of
which articulator is being controlled.
Examples are the features consonan-
tal ([+consonantal] segments are pro-
duced with a narrow constriction in the
oral cavity), continuant (for [-contin-



uant| segments a complete closure is
formed), and sonorant ([+sonorant]
segments are produced with no pres-
sure buildup behind a consonantal con-
striction). The acoustic correlates of
these features are relatively simple and
well-defined. The features continuant
and sonorant are distinctive only for
[+consonantal] segments.

The second type of feature called
an articulator-bound feature, specifies
the articulator or articulators (and
their placement) that implement the
articulator-free features as well as cer-
tain other articulators that may be ac-
tive at about the same time. Exam-
ples are the features labial ([+labial]
implies that the constriction is formed
by the lips), spread glottis, high
([+high] means that the tongue body
is in a high position), and nasal.

A partial representation of the
words ten and those in terms of seg-
ments and features is given in Table
1. The articulator-free features are
listed in the top three rows, and the
articulator-bound features are in the re-
maining rows. It is noted that the ma-
trices contain many blanks. A number
of features are relevant only if other fea-
tures have particular values, and hence
the values of those features do not need
to be specified. For example, the fea-
ture nasal is only assigned a value for
a [+consonantal, -continuant, +sono-
rant] segment in English, or the fea-
tures anterior and distributed are
relevant only for consonants for which
the constriction is produced with the
tongue blade.

The representation of words in
terms of bundles of features, as in Ta-
ble 1, satisfies some of the requirements
for lexical representations noted above.
The feature matrix for particular seg-
ments or words may differ from one di-
alect to another, but usually the dif-
ference can be captured by changing
a relatively small number of features.
For example, in some dialects of Amer-
ican English, the vowel /e/ is raised be-
fore nasal consonants, so that a word
like ten is pronounced as [tI n]. For
this dialect, the change to the features
for this work in Table 1 is simply a
change from [-high| to [+high] for the
vowel segment, with all other features
remaining the same.
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Table 1: Representation of the words
ten and those in terms of segments
and features. Only a partial set of fea-
tures is shown.

t ¢« n|d o z

consonantal + - 4+
continuant - -
sonorant - + | - -

+ +
+

tongue blade | + +
lips
tongue body

-
+

anterior + 4+ |+ 4+
distributed - -+ -
high - -

" back - +

spread glottis | + - -
nasal +

Likewise, the modifications that oc-
cur at word boundaries in continuous
speech can usually be expressed suc-
cinctly in terms of relatively simple fea-
ture changes. For example, for a se-
quence like ten cups (pronounced as
[tepkaps] in casual speech), the change
from /n/ to [p] is simply a matter of
modifying the place feature for /n/.
Or, in a sequence like win those (pro-
nounced as [winnoz] or as [win:oz],
where [n] represents a dental nasal), the
change can be described simply as a
shift to [+nasal] for the first segment
in the second word, automatically re-
sulting in the articulator-free feature
[+sonorant], but retaining the features
for the dental place of articulation.

In order to access a word that is rep-
resented in the lexicon in terms of fea-
tures, it is necessary to analyze the sig-
nal to determine the features that were
implemented by the speaker when pro-
ducing the word, whether it was pro-
duced in isolation or in a longer utter-
ance. These features that are derived
from the signal must be organized into
segments much like the representations
in Table 1. The analysis, then, trans-
forms the signal into a form that can
be matched against the lexicon.



3. ACOUSTIC ANALYSIS TO
ACCESS THE LEXICON

We turn now to the kinds of anal-
ysis of the speech signal that are re-
quired in order to access the sequence of
lexical units produced by the speaker.
The initial task is to determine, from
acoustic measurements, the pattern of
segments and features implemented by
the speaker. In the model we pro-
pose, this task is approached in two
steps. The first step is to establish a
set of landmarks that indicate where to
look in the signal, and that determine
the articulator-free features for the seg-
ments. The second step is to use these
landmarks as centers around which de-
tailed acoustic analysis is performed
to determine the articulator-bound fea-
tures [4]. The first step establishes the
points in time where the articulator-
free features are implemented, and de-
termines these articulator-free features,
while the second step seeks to deter-
mine the articulator-bound features.

3.1 Landmarks and articulator-
free features

Among the list of features defin-
ing each segment in a lexical item,
the articulator-free features have acous-
tic correlates that are largely context-
independent. Thus, for example, the
release of a stop consonant has certain
abrupt onset characteristics preceded
by a relatively weak amplitude, inde-
pendently of whether the consonant is
a labial, a dental, or a velar, or whether
the consonant is voiced or voiceless.
Similar discontinuities or dislocations
occur in the signal at the closures and
releases of all consonants (specifically,
segments characterized by the feature
[+consonantal]), with some variation
depending on whether the consonant
1s a nasal, a fricative, or a stop, i.e.,
depending on the articulator-free fea-
tures. In general, there are two abrupt
landmarks in the signal for each [—l—con—
sonantal] segment — one at the time
the consonant constriction is formed,
and the other at the time of release.
There are situations, however, partic-
ularly for consonant sequences, where
one of these articulatory events is not
manifested in the sound as an abrupt
landmark.

The abrupt consonantal landmarks
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can be detected rather reliably through
automatic analysis procedures. For
example, Liu [5] has reported detec-
tion rates in the range 90-100 percent,
for landmarks resulting from obstruent
consonants, with somewhat lower rates
for sonorant consonants.

The abrupt onsets (or offsets, in the
case of consonant closures) have addi-
tional acoustic attributes that are de-
termined by the articulator-bound fea-
tures, 1.e., that provide information
about which articulator created the re-
lease and the state of the glottis and
vocal folds or the opening to the nasal
cavity. However, the abruptness at-
tributes, if properly defined, are largely
independent of these articulator-bound
features. The abruptnesses represent
landmarks in the signal that guide fur-
ther analysis that seeks to determine
the articulator-bound features.

The vocalic feature is also artic-
ulator-free. A vocalic segment that
forms the nucleus of a syllable shows a
peak in certain attributes (such as low-
frequency amplitude or first-formant
frequency) independently of consonant
context or of vowel height or backness.
This peak also defines a landmark that
forms a center around which acous-
tic attributes are extracted to deter-
mine the features of the vowel. Similar
landmarks occur near minima in am-
plitude and in first-formant frequency
when glides are produced. We charac-
terize glides by the articulator-free fea-
tures [-vocalic, -consonantal].

The analysis that finds the land-
marks, then, has two functions: it iden-
tifies a subset of features whose acous-
tic correlates are essentially context-
independent, and it locates regions
in the signal where further processing
should be directed in order to deter-
mine the remaining features. This ini-
tial step in the analysis has some sim-
ilarities to traditional knowledge-based
approaches to speech recognition that
were popular a decade or two ago. In
those approaches, there was a segmen-
tation stage which attempted to orga-
nize the speech stream into a concate-
nated sequence of units, and a distinc-
tion was made between broad phonetic
classes (not unlike classes as defined by
articulator-free features) and fine pho-
netic distinctions [6]. A major differ-



ence between the two approaches is the
emphasis here on landmarks or points
in time as the defining entities for the
segmental units, whereas past models
took a view that speech conmsisted of
a concatenation of more-or-less steady
sounds with some modifications of the
sounds at the edges or boundaries. The
broad phonetic classes are similar in
both approaches, although the moti-
vation for selecting the articulator-free
features in the present model is linguis-
tic as well as acoustic.

3.2 Acoustic Cues for the
Articulator-Bound Features

As noted above, the acoustic mea-
surements needed to determine the
articulator-bound features that are im-
plemented by a speaker are concen-
trated in the vicinity of anchors or
landmarks. These acoustic measure-
ments that provide cues to articulator-
bound features differ in several respects
from the measurements required to de-
termine landmarks and articulator-free
features. In general, there are multi-
ple acoustic cues for each articulator-
bound feature, the acoustic measure-
ments needed for a particular feature
may extend to adjacent segments or
landmarks, and these measurements
may show considerable intra- and in-
terspeaker variability. Thus identifi-
cation of an articulator-bound feature
requires integration of several acoustic
cues, taking account of context and of
individual speaker characteristics.

Although some of these complicat-
ing factors, are still not well quantified,
others can be understood in terms of
models of speech production. Asa con-
sequence of advances in the develop-
ment of these models, stimulated by the
work of Gunnar Fant [7], most of the
cues and their context-dependence can
be predicted from the models. There
are still some factors, particularly those
related to variability, that can still not
be modeled quantitatively, and there is
a need to develop statistical models to
describe the variability.

3.2.1 The labial-alveolar distinc-
tion for stop consonants: a pre-
liminary study

To illustrate the process of assem-
bling a set of cues for a feature, we turn
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to the example of determining place of
articulation for stop consonants. This
is a problem that has traditionally been
found to be difficult because of the ap-
parent multiple cues for this feature
and the substantial context dependence
of these cues. We consider the land-
mark at the release of a stop conso-
nant; acoustic information is, of course,
also available in the vicinity of the land-
mark at the time of consonant closure.
As 1s well known, when a stop con-
sonant is released into a vowel, the
place of articulation is signaled by two
different kinds of properties: (1) the
properties of the noise burst, and (2)
the transitions of the formants follow-
ing the consonant release. The first
of these properties is primarily a con-
sequence of excitation of the acoustic
cavity in front of the consonantal con-
striction by a noise source near the con-
striction. The resonance of this cavity,
which is observed as a peak in the burst
spectrum, gives an indication of where
the constriction is located relative to
the lips. The second sét of proper-
ties — the formant transitions — indi-
cate how the natural frequencies of the
vocal tract change as the articulators
move from the constricted configura-
tion for the consonant to the configura-
tion for the following vowel. These for-
mant movements, then, also provide ev-
idence for the vocal-tract configuration
for thie consonant, and hence evidence
for the constriction location. Further-
more, different articulators cause differ-
ent rates of opening of the constriction,
and hence the rate of change of partlcu-
lar formant frequencies also gives clues
as to which articulator produced the
constriction.

Based on these articulatory con-
siderations, we have selected several
acoustic measures that are expected to
discriminate between labial and alveo-
lar stop consonants in English, restrict-
ing the vowel environment to nonhigh
vowels. The measures selected are the
following:

(1) The difference (in dB) between
the maximum spectrum ampli-
tude of the burst in the frequency
range above 3 kHz and the am-
plitude of the first-formant peak
near the vowel onset. The burst
spectrum is an average spectrum



(using a 6-ms window) over a 12-
ms time interval centered on the
burst release (or over a shorter
time interval that avoids overlap-
ping of the averaging of the burst
‘with the onset of full glottal vi-
bration). This metric provides
a rough measure of the relative
amount of high-frequency energy
in the burst, and helps to sepa-
rate labials from alveolars [8]:
(2) The frequency of the first formant
at the time of the first full glot-
tal pulse following the consonant
release. Since F'1 increases more
slowly for alveolars than for labi-
als, its frequency at onset of full
glottal vibration should be lower
for alveolars than it is for labials.

The second-formant {frequency
F2 1s measured at 20 ms and
at 50 ms following the conso-
nant release. The difference AF2
between F2 at 50 ms and F2
at 20 ms is a measure of the
change in F'2 during this tran-
sition interval. (The value of
F2 at 50 ms 1s a rough indi-
cation of whether the following
vowel is a front vowel or a back
vowel.) As is well known from
articulatory-acoustic relations, as
well as from speech-perception
experiments, AF2 tends to be
positive for labials and negative
for alveolars, although this trend
is influenced by the backness of
the following vowel.

A preliminary experiment wes car-
ried out to determine the effectiveness
of some combination of these three
measures in separating labial from alve-
olar stop consonants. A database of
utterances produced by 3 female and
3 male speakers was labeled, and the
times of release of the labial and alveo-
lar voiced stop consonants were located
by hand. The utterances included sev-
eral vowel-consonant-vowel utterances,
but for the most part they were sen-
tences. The measures described above
were extracted through hand analysis
of the utterances. The first step was
to carry out a discriminant analysis for
about 20 labial and 20 alveolar stop
releases before front vowels (e.g., [9]).
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Figure 1: Scatterplots of data measured
from labial and alveolar stop-consonant
releases produced in a number of ut-
terances with following nonhigh vowels,
distributed among 3 male and 3 fernale
speakers. The measures are described
wn the text. The closed and open points
are for back and front vowel environ-
ments.

This analysis led to a linear combina-
tion of the three measures that dis-
criminated labial from alveolar releases
with no errors. This same discrimi-
nant factor was then tested on another
40 utterances before back vowels, and
again there were no errors.
plots showing the three measures for
the 80 utterances are shown in Fig. 1.
It is evident that no one of the mea-
sures is successful in discriminating be-
tween the two places of articulation,
but, in combination, good discrimina-
tion is achieved. Histograms of the dis-
criminant factor (based on the entire
set of 80 utterances) are given in Fig. 2.

Several observations can be made

based on this preliminary experiment:

Scatter-



(1) In this exercise, multiple cues for
a phonetic distinction were se-
lected, based on well-established
models of speech production
and perception. In the fre-
quency domain, particularly for
the bursts, these cues were de-
fined rather roughly, and no nor-
malization was applied for dif-
ferent male and female speakers.
In spite of this lack of atten-
tion to spectral detail, the result
was a rather reliable discrimina-
tion between labial and alveolar
stop consonants. Similar mea-
sures are expected to contribute
to place-of-production identifica-
tion for other classes of conso-
nants, including voiceless stops,
nasals, and fricatives, although
the weights will be different, and
some additional cues may be
needed.

(2) Although some cues in the fre-
quency domain are rather loosely
defined, it is important to note
that the times at which the mea-
surements are made in the vicin-
1ty of the consonant release must
be specified rather precisely. For
example, the measurement of a
burst spectrum must reflect the
frication noise and must not ex-
tend into the vocalic region.

(3) The results obtained in this
exercise are based on hand-
extracted properties and hand-
selected landmarks.  Although
these properties and events are
clearly measurable in the signal,
the development of algorithms for
carrying out these tasks automat-
ically is a significant further prob-
lem that must be solved.

3.2.2 Cues for other articulator-
bound features

Cues for velars and for other place-
of-articulation features for voiced and
voiceless stop consonants, nasal con-
sonants, and fricatives can be devel-
oped in a manner similar to that
used in the example of the labial-
alveolar distinction just described.
That is, speech-production and speech-
perceptlon models can guide the selec-
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Figure 2: Distribution of values of the
discriminant factor obtained from dis-
criminant analysis of data from exem-

plars of /d/ and /b/ in various pho-

netic environments, as gwen in Fig. 1.

tion of a set of cues that are then com-
bined to determine integrated discrim-
inant factors for the features. For ex-
ample, cues for place of articulation for
nasal consonants include measures of
F2 movement following consonant re-
lease, much like the measure described
above for stop consonants, as well as es-
timates of rate of movement of F'1 and
spectrum shape of the nasal murmur in
the F'2 range immediately prior to the
release, where the zero in the transfer
function due to the oral side branch has
its greatest influence [10].

The features relating to the glottal
configuration (i.e., [spread glottis] and
[constricted glottis]) and to the state of
the vocal folds ([stiff vocal folds] and
[slack vocal folds]) are also known to
have several acoustic correlates. These
include the time from consonant re-
lease to onset of glottal vibration (for
stop consonants), the presence of aspi-
ration noise near the release, the low-
frequency spectrum shape in a vowel .
immediately adjacent to the landmark
(such as the amplitude difference H1-
H?2 between the first two harmonics),
the fundamental-frequency movement
near the onset of glottal vibration, the
duration of the consonant closure, and
the presence or absence of glottal vi-
bration during the consonantal interval
[11]. Each of these acoustic attributes



is somewhat variable, but, in combina-
tion, it is expected that robust determi-
nation of the laryngeal features is pos-
sible. The acoustic correlates of nasal-
ization are likewise reasonably well un-
derstood ([12], [13]).

n the case of nonnasal vowels and
glides, the acoustic properties that con-
stitute cues for the features are the
formant frequencies and their varia-
tion with time around the landmarks.
This process is relatively straightfor-
ward, although precautions must be
taken to avoid errors when two for-
mants are close together or for speak-
ers that exhibit subglottal resonances
in their vowels. Likewise, there are now
methods for determining nasalization
in vowels through appropriate acoustic
measurements of first formant ampli-
tude in relation to extra peaks due to
nasalization ([13]).

3.2.3 Summary of types of acous-
tic cues

A general conclusion from this dis-
cussion of articulator-bound features is
that the determination of these fea-
tures requires a combination of sev-
eral often diverse acoustic cues mea-
sured in the vicinity of the landmarks.
These cues are of several types, and
their extraction requires special anal-
ysis procedures. One such analysis de-
tects vocal-tract resonances and their
changes with time when there is an
acoustic source at the glottis. Another
analysis type evaluates modifications of
the vocal-tract transfer function due
to nasalization. Still another assesses
the spectrum shape of sounds gener-
ated with frication noise in relation to
vowels. And, finally, analysis methods
are needed to determine changes in the
state of the glottis and the vocal folds.
Depending on the type of landmark, a
specified subset of these analysis proce-
dures is initiated to determine the cues
that in turn are combined to produce
decisions about the features.

4. SUMMARY AND
CONCLUSIONS

We have proposed a model for lexi-
cal access based on certain phonolog-
ical principles, in which methods for
processing the signal are derived from
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knowledge of relations between articu-
lation, acoustics, and perception. Im-
plementation of this model is hierar-
chical. It is necessary first to de-
termine landmarks and articulator-free
features, and then to look for cues
for articulator-bound features using the
landmarks as starting points. The
model has the advantage of being com-
putationally simple; the identification
of landmarks is relatively straightfor-
ward and, once the landmarks are
found, the required types of analysis
of the signal are performed only as
needed. An alternative, more com-
putationally intensive, approach is to
carry out the same detailed process-
ing of the signal at all time frames -and
to make hypotheses about the phonetic
sequences at all times.

A landmark-based hierarchical ap-
proach like the one described here has
the potential disadvantage that the
first landmark-detection step must be
essentially error-free to prevent the
propagation of errors to the second
feature-identification step. However,
even though a first context-free pass
may occasionally miss a landmark, a
second pass that examines the signal in
greater detail based on temporal mea-
surements, on prosodic characteristics,
or on initial lexical hypotheses should
be able to significantly reduce the num-
ber of errors.

In principle, the acoustic proper-
ties that are known to provide cues to
particular phonetic distinctions should
emerge in a statistical model such as a
hidden Markov model, after sufficient
training. As presently implemented,
however, there are inherent limitations
in the potential performance of these
models.

One limitation is that such mod-
els typically are based on input spec-
tral data (or related data such as audi-
tory model outputs or cepstra) sampled
at equally spaced frames, usually at a
time interval of 10-20 ms. In some sys-
tems, vector differences between frames
are also used as input data, or other
methods are used to utilize patterns
of change extending over longer time
intervals (cf.[14],[15]). One can, how-
ever, question whether a 10-20 ms time
frame is adequate to pick up certain
cues, particularly those related to the



burst spectrum for stop consonants.
This burst may be as short as 5-10 ms,
and its spectral character is likely to be
missed with a 10-20 ms time resolution.
A similar problem arises in sampling
the frequency of a formant at voicing
onset. Since the formant is likely to be
changing rapidly, a 10-20 ms time reso-
lution will give only an approximation
to the spectrum at voicing onset. Some
cues for the features, such as formant
movements or fundamental frequency
changes, may require comparison of at-
tributes at time intervals spaced 50-100
ms apart. Most current systems are not
designed to make these kinds of com-
parisons.

Another limitation of some current
models is that they do not yield explicit
descriptions of the attributes or cues
that are used to identify particular pho-
netic units. Thus the extent to which a
given cue is masked by noise or is modi-
fied by filtering can only be determined
experimentally with such models, and
compensation requires additional train-
ing. On the other hand, if the analy-
sis system has explicit knowledge of the
spectral characteristics of a cue for an
articulator-bound feature, then the sys-
tem could be aware of the transmission
conditions under which that cue could
be masked or modified. Knowledge of
the interference could be used to adjust
the weights of the remaining cues.

The success of statistical models
for automatic speech recognition sys-
tems has resulted in reduced atten-
tion fo incorporating detailed phonetic
knowledge into these sytems. How-
ever, in recent years our understanding
of articulatory-acoustic and acoustic-
auditory relations has advanced and
new insights into sources of variability
in speech have been gained. Some of
these advances could be used to advan-
tage in improving existing models for
lexical access.
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