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ABSTRACT

In this paper we present the first results of the CEC-
sponsored project SQALE (Speech recognition Qual-
ity Assessment for Linguistic Engineering). In this
project the recognition performance of four different
systems in four different languages is assessed. The
official word-error scores are presented, and the signif-
icant differences between the systems are indicated.
Finally, the first results on the analysis of the various
word error rates are given.

INTRODUCTION

Until recently, the state of the art in automatic speech
recognition has been focused on recognition of speech
samples of the English language, spoken by USA citi-
zens. This is mainly due to the yearly bench marking
evaluation of speaker-independent, continuous speech
recognition systems, sponsored by the US organiza-
tion ARPA. This effort results into a large technology
push. In Europe and other parts of the world the de-
velopment of speech recognition systems for other lan-
guages than American English is in progress. Com-
petitive assessment of different systems similar to the
ARPA evaluations, has not yet been performed.

Recently, a project started in which three Eu-
ropean laboratories evaluate their in-house recogni-
tion systems for three European languages. These
laboratories, which have all top-ranks in the ARPA
evaluations, are CUED (England), Lims1 (France) and
Philips (Germany). CUED participated with two sys-
tems, CU-HTK and CU-CON. An independent fourth
partner TNO (the Netherlands) performed the coor-
dination of the assessment. The main goals are the
comparison of languages and technologies, for auto-
matic speech recognition. In this Paper, the first re-
sults are presented and discussed.

DESCRIPTION OF THE EXPERIMENT

Automatic recognition of spoken language for three
European languages (British English, French, and
German) is assessed within SQALE. In principle, each
partner performs an evaluation of their in-house sys-
tem in their national language, as well as for a com-
mon reference language (American English). The ref-
erence language is used as a base-line. Partners were
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encouraged to perform tests for all languages, there-
fore all training data was made available to all the
partners of the project. For the national language,
each partner provides the other partners with three
important tools for a large vocabulary speaker inde-
pendent continuous speech recognition system:

- Acoustic training material. This consists of 10—
12 hours of orthographically annotated speech
material, covering 80-100 speakers.

- A lexicon. This consists of a lookup table of the
pronunciations of each word in the vocabulary,
expressed by 35-50 phones.

- A language model. This consists of bigram, tri-
gram, and back-off models for all words in the vo-
cabulary. The language model is based on news-
paper texts of some 37 million words.

The vocabulary-size amounts 20000 words for En-
glish and French (the same language model for Amer-
ican English and British English is used). For Ger-
man, due to the many inflections in this language, a
64k word vocabulary is required in order to obtain
comparable coverage. The sizes of the training mate-
rial is comparable to that of the ‘Wall Street Journal’
‘ws10’ database for American English, as used for the
November 1992 ARPA bench mark. The ws30 train-
ing material has been used for the American English
baseline test in SQALE.

These numbers do not compare to recent ARPA
tests, for which 66 hours of acoustic training mate-
rial and 250 million words for language model train-
ing was available. This means that the word error
rates presented in this paper do not necessarily rep-
resent the ‘state-of-the-art’ of the systems, but rather
systems under strictly specified training conditions,
fairly comparable across four different languages.

All speech material was recorded in quiet rooms
with a noise-cancelling close-talk microphone. The
test material consisted of 200 sentences (20 speak-
ers, 10 utterances per speaker) recorded under the
same conditions as the training material was rec-
orded. From the ARPA evaluation it is known that the
difference between speakers is responsible for most of
the variance in performance scores of the recognition
systems. Therefore, test-sentences were selected ac-
cording to some criteria that concern the difficulty
of recognition of the sentence, such as perplexity.
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This allows for later analysis with respect to these
parameters. Because only 10 sentences were avail-
able for each speaker, a limited number of parame-
ters could be selected: perplexity, out-of-vocabulary
(0ov) word rate and sentence length. Sentence per-
plexity and sentence length were divided into three
classes ‘low,” ‘normal’ and ‘high,’ oov-rate in two
classes ‘with oov’s’ and ‘without oov’s.” A com-
plete design results into 18 different groups. This is
not covered by sampling with 10 sentences. There-
fore, a somewhat adapted design was chosen, with 4
sentences in the relatively large group with ‘normal’
values for sentence length and perplexity, and no oov
words. The remaining six sentences were chosen from
the product of classifications ‘high’ and ‘low’ perplex-
ity (2 levels), and ‘short,’ ‘long’ and ‘containing ooV’
sentences (3 levels). The selection is given in Table I.

Table I. Distribution of perplexity (pp) and sentence
length for 10 sentences as selected for each speaker.

sentence length with
short normal long (e]e)Y
low pp 1 1 1
normal 4
high pp 1 1 1

The idea of classifying the sentences for each
speaker individually allows that the influence of these
criteria on the recognition rate can be studied by us-
ing averages over all speakers. Difference in individ-
ual speaker results is not due to one of these selected
criteria.

The average measured trigram sentence perplex-
ity was close to 120 for all languages except German
(290), and the oov-rate amounts 1.5-2 %.

Additional to these 200 regular sentences for each
language, two sets of ‘replica’ sentences were defined
for the test. One set contains the same sentence ut-
tered by 10 different speakers (three different sen-
tences were used). This allows estimation of the inter
speaker-variance for a fixed sentence. The second set
contains replica’s of the same sentence for the same
speaker. This allows estimation of the intra speaker-
variance. This procedure was repeated for a 3-6 dif-
ferent speakers.

TEST PROTOCOL

The protocol of the SQALE-evaluation is quite simi-
lar to the ARPA-evaluation protocol, but somewhat
simplified. Each of the partners has prepared train-
ing material for one language. This material is dis-
tributed by the coordinator at the same moment for
all languages (for American English all partners were
already in possession of the material). A few months
later the coordinator distributes the development test
data (dry-run). These data are very similar to the
evaluation test. For SQALE, the development test has
two goals: it allows the partners to develop their sys-
tem, and it rehearses the process of the evaluation
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test. The results of the development test are in fact
just a snap shot of the system being developed for
a certain language. The results are sent to the co-
ordinator for scoring in order to test the procedures
and scoring software. After the dry run a meeting
is held, in which all experiences are discussed and if
required adjustments to the test-protocol are made.
Finally, the evaluation test is performed. The test pe-
riod is 20 days for all languages except German, for
which a period of 37 days was scheduled. The part-
ners are required to perform the recognition task for
two languages and two grammars (bi- and trigram)
and to submit the results to the coordinator. After
the submission the coordinator calculates the word
error rates and supplies the results to the partners,
There is a two week adjudication period, in which
each partner can suggest errors in the reference tran-
scriptions to the coordinator and all other partners.

OFFICIAL RESULTS

For evaluation of the recognition performance, the
output of the recognizer is word-aligned to the ref-
erence transcriptions of the test data. Although
phoneme- or time-alignment result in more accurate
estimates of the total word error rate, ! for the pur-
pose of SQALE a word-alignment suffices for compar-
ison of systems and languages. The alignment was
carried out using NIST’s scoring package. The per-
formance is expressed as the word error rate, defined
as the fraction of misrecognized words minus the frac-
tion of inserted words. This measure weights substi-
tutions, insertions and deletions equally.?! The word
error rates across all languages and systems is pre-
sented in Table II. These results are obtained using a
trigram grammar.

Table II. Word error rates expressed as percentages, for
the evaluation test in SQALE, using trigram grammar.
Standard error estimates are given as subscripts, and are
also expressed as a percentage.

System |German French Br. Eng. Am. Eng.
Cu-Con 13.805s  12.99.50
CU-HTK | 18.7p6s 15.1g62 144050  13.20.50

LiMSI | 16.1p6s 15.3p.62 15.4061  13.50.5s

PhlhpS 19.70_69 16.10.63 14-70.61

In Table H, standard error estimates s, of the
word error rates e are given as well. These estimates
were calculated under the assumptions that i) the
word error rate follows a binomial distribution, and
i) the errors are independent,’®) using the expression

where N is the total number of words in the sample.
Obviously, the conditions are not met in our case, but
the errors do give an indication of the accuracy of the
measurement.

1272



For comparison between systems within the same
language one can make use of the fact that the sys-
tems were tested on the same sample.3 4 N1s1’s scor-
ing package allows significance tests of difference in
performance between systems in four different ways:
Matched Pair sentence segment (word error) test
(MP), SIgned paired comparison (speaker word accu-
racy) test (s1), Wllcoxon signed rank (speaker word
accuracy) test (wi) and McNemar (sentence error)
test (MN). In Table III all significant differences be-
tween systems are tabulated.

Table III. The significant differences between systems.
The system in the first column is ranked better in per-
formance than the system in the second column, by the
tests specified in the last column.

better worse
Cu-CoON Philips

language | tests

Am. Eng. | MP, WI
CU-HTK Philips | Am. Eng. | MP, WI
Cu-CoN LiMSI | Br. Eng. | MP, WI

Limst  CU-HTK | German |MP, SI, WI, MN
LiMmst  Philips |German |MP, SI, WI, MN

For comparison between languages, we could use
a simple approach such as indicated by Gillick [3].
However, first an analysis of the differences in prop-
erties of the sample for the different languages should
be made.

FURTHER ANALYSIS

Apart from the total word error rates, other informa-
tion can be deduced from the alignment results. If the
word error rate per sentence is considered, there is a
very high variance, due to two main effects: the vari-
ability in speaker and the variability in the sentences.
The speaker variability is of importance to the acous-
tic modeling qualities of the recognition system, while
the actual sentence contents probe the language mod-
eling qualities. Because the language model are well
defined within SQALE, we might expect clear depen-
dence on properties of the sentence, such as 0Ov-rate
and sentence perplexity.

A problem with calculating the word error rate
per sentence, is that the sample size is quite low. In
a crude approximation, the word error rate follows
a binomial distribution of size N and probability p,
where N is the number of words and p the error rate of
recognition. For sentences of 4-30 words, the variance
in the estimation of p is relatively high, so that we
must group sentences for more accurate estimations.

Sentence perplexity

Consider the influence of sentence perplexity P. This
quantity is derived from the probability that a sen-
tence built by consecutive words ws, ..., wy is gen-
erated from the grammar,

P = (Pr((start) Wy ... Wy (end))) —l/(n+1),

where (start) and {end) indicate the boundaries of a
sentence.
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In order to see a clear effect of P, we combined
sentences in the following way: For each speaker, the
ten sentences were sorted by sentence perplexity (es-
timated from the trigram language model used by the
recognition systems). Then, the average word error
rate e; and the average perplexity P, was taken over
sentences with the lowest perplexity for all of the 20
speakers. This procedure was repeated for the second
lowest perplexity sentences, and so on. Sentences con-
taining 0OV-words were left out of this process (2 per
speaker, following the design), so that this procedure
resulted in 8 estimates of e and P. In figure 1 the
dependence of e on log P is plotted for all systems
in all languages, both for bi- and trigram grammars.
Here we used an ‘arc sinus’ transform

a=2arcsinv1l—e

in order to correct for the skewed binomial distribu-
tion of e. This expression is a simplified version of
that used in ref. 5. The range of @ is 0 (no recogni-
tion) to m (perfect recognition).

In the figure, a linear fit to the data is shown
separately for the recognition results obtained with a
bigram grammar and with a trigram grammar. For
the trigram grammar, the correlation is r = —0.91,
suggesting that 84 % of the variance can be explained.
by the linear regression. Considering the fact that
figure 1 includes the results of all languages and sys-
tems of table I, this is a remarkable result. For the
bigram data, the correlation is smaller, —0.87, but
we have to remark here that the average perplexity is
calculated from the trigram language model, while a
bigram model might be more appropriate here.

Out-of-vocabulary words

Because in SQALE the vocabularies have been defined
strictly, the effects of oOv-words to the recognition
performance can be measured. In order to do so,
for each of the speakers sentence-pairs were defined,
in which one sentence contains 00V’s and the other
has comparable sentence perplexity. Thus, word error
rates averaged over all speakers could be calculated,
for two sets of sentences of comparable average per-
plexity.

It is interesting to know how many errors a single
00V induces. Because language models are involved
an 0ov-word can have large consequences for the re-
cognition of neighbouring words. From the error rate
in the non-00V set epon and the number of errors N,
00V’s N,ov and words N in the oOv-set, the num-
ber of induced errors per 0OV can be calculated as
(Ne — €nondV)/Noov. Averaged over the systems, this
ratio was 1.3 for German, 1.5 for American English,
1.6 for British English and 1.8 for French. These num-
bers are somewhat lower than the range 1.7-2.1 found
in a comparable analysis made with the ArRPA 1994
evaluation for American English.[®! However, we must
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Figure 1. Arc sinus transformed accuracy of recognition vs. log perplexity. All data points are averaged over all speakers,
and the results of all languages and all systems are included in this plot. Trigram data is represented by +, bigram data

by o. Sentences containing OOV-words have been left out.

note here that if two words are recognized at the po-
sition of an 00OV that is actually a compound word
built by those two words, this is considered not an
error within SQALE.

DISCUSSION

The results presented above are the first analyses
made on the recognition data obtained in the SQALE
project. For a comparison of word error rates across
language, some more analyses have to be made. The
problem of this comparison is that, despite the simi-
larity in training material and other conditions, there
are still obvious differences. We have shown that
the influence of perplexity can be modeled quite welli,
across all languages and systems. A similar approach
should be made for all other parameters that influ-
ence the performance, such as speaking rate and o00Ov-
rate. By quantifying the influence of these parame-
ters, language-dependent corrections to the word er-
ror rates can be made and hence a better comparison.

Having inspected all the errors made by the re-
cognition systems, some global statements can be
made. First, it must be noted that the English lan-
guages have a caseless vocabulary, while in French
and German, case was considered in scoring (re-
scoring without case distinction led to only a 0.1%
decrease in word error rate). A more important
language-dependent problem exists in French where
there are relatively frequent homonimes in singu-
lar/plural forms, such as “il s’ était élevé” vs. “ils
s’ étaient élevés.” These type of ambiguities were
counted as errors in SQALE, although when in error
one can hardly blame the recognition system if no
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context information helps to disambiguate.
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