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ABSTRACT

In order to understand how speech technologies may best be
configured to provide value to customers in the field, NYNEX
Science & Technology conducted a “Wizard-of-Oz” field trial
in which unsolicited callers to an existing financial information
system were presented with a spectrum of speech-driven inter-
faces. Statistics were gathered to assess the success of each
interface, and compared against an existing Touch-Tone™ inter-
face. Overall, 85.5% of callers who engaged the speech systems
at all successfully completed at least one service. Adding word-
spotting capability increased service completion by approxi-
mately 3% over systems without it. Allowing callers to barge-
in was identified as a strong requirement. Information on opti-
mum wording of prompts was also measured. However, a
speech interface did not provide a clear advantage over Touch-
Tone in this application, and simpler keyword technology
appeared preferable to natural language systems. The results are
significant for any field deployment of ASR, particularly where
the goal is to replace an existing Touch-Tone interface.

1. GOALS

Developers of telephone-based, speech-driven informa-
tion systems today may select from a wide choice of
technologies. But a wide choice does not guarantee a
wise choice, and developers are often left guessing which
technologies to deploy. Should a given application be
deployed using the simplest digit recognition system, or
should keyword-spotting be used? Will the benefits sup-
posed to derive from providing a natural language inter-
face outweigh development and maintenance issues?

Will speech, in fact, outperform Touch-Tone™ systems?

Few studies have been conducted to quantitatively deter-
mine which speech technologies will actually provide
real value to end users in the field. In order to better steer
our own spoken dialogue technology development,
NYNEX Science & Technology recently conducted a
“Wizard-of-Oz” field trial specifically designed to assess
the role of various speech technologies in a dialog with
callers in the context of a complete telephone application.
This trial, named Money Talks, presented callers to an
existing financial information system with various inter-
faces, each representing a specific configuration of
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speech recognition technology and prompting strategies.
By having “wizards” stand in for the recognition kernel
itself, we were able to simulate a wide spectrum of recog-
nition capability relatively easily, and instead focus on
the interface issues associated with deploying a live ser-
vice. The following speech technologies were studied in
terms of their effect on caller usability and overall auto-
mation rate:

* digit recognition (using individual digits to select an
option from an enumerated list)

* keyword recognition (using application-specific mne-
monic keywords to indicate a choice)

* continuous digit string recognition (recognizing, e.g.,
identification numbers);

« number and money amount recognition (recognizing,
e.g., “four hundred eleven”);

* isolated word recognition vs. word spotting in longer
ufterances;

* continuous speech recognition with some natural lan-
guage capability (e.g., for “what’s in my account™);

* barge-in capability (or “talk-through”), whereby call-
ers may interrupt a prompt to advance the dialog;

» differentiated repair instruction based on rejection cat-
egorization;

* various prompting strategies designed to maximize
caller compliance.

Systems incorporating combinations of the above were
compared against one another as well as against the per-
formance of callers using a Touch-Tone delivery system.

2. ARCHITECTURE

Over 48,000 unsolicited callers in the New York City
area were intercepted over four months in 1994 as they
dialed into the main telephone number of a major bank.
This single number is listed for all branches in the area,
but has, for over two years, been answered by a Touch-
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Tone system which allows callers to retrieve account
information automatically. Callers with issues outside
the current system’s capabilities can transfer to human
operators twenty-four hours a day, as do callers that do
not press any keys, and callers providing consecutive
invalid responses. As a result, some of the callers inter-
cepted by Money Talks expected to interact with a famil-
iar Touch-Tone interface, some expected to be connected
directly to a live Customer Service Representative
(CSR), and still others expected to encounter but escape
from the automated interface in order to speak with a live
CSR. Instead, callers captured by Money Talks were pre-
sented with a speech-driven interface to the automated
system.

Twenty-one different speech interfaces, each encompass-
ing different capabilities or prompting styles, were pre-
sented to different callers, and detailed information was
recorded describing each caller’s behavior and compli-
ance in using speech to navigate the system and complete
one or more services. In this “Wizard-of-Oz” architec-
ture, human “wizards” replaced the speech recognition
module of the information system. All other compo-
nents, including the dialog manager used to structure the
dialogs and the database interface used to retrieve cus-
tomer information, were fully automated. Callers, there-
fore, were under the impression they were interacting
entirely with an automated system.

Calls from the New York area were automatically
selected at random from a small subset of incoming lines;
the lines were engineered to capture calls in numbers pro-
portionate to their originating area code. Because of this,
the likelihood that any given caller would reach the sys-
tem more than once (and thereby possibly encounter dif-
ferent versions of the speech-driven interfaces) was
minimized: only 6% of Money Talks callers reached the
system more than once over the course of the trial. On
the other hand, this meant that we were not able to study
learning effects, a significant consideration given the
novelty of the speech-driven interface, especially as com-
pared against a Touch-Tone interface which many callers
were already intimately familiar with.

Money Talks calls were processed by a total of 18 differ-
ent wizards, Monday through Friday, from 9 a.m. until 9
p.m., between April and August, 1994.

3. SERVICES OFFERED

The Money Talks interface provided automated access to
the same information accessed by the Touch-Tone inter-
face. This included individuals’ account balances, recent
transactions, checks paid, available credit, and so on.
Also available was: information on current interest rates;
funds transfers between linked accounts; and a service
allowing merchants to verify that a customer had suffi-
cient funds to cover a check. Virtually all of these ser-
vices require the caller to provide multiple pieces of
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information. For example, to obtain an account balance,
the caller must provide an account type, an account num-
ber, and a security code. Callers who did not provide
compliant input (meaning both “understandable by the
recognition technology being modelled” and also “in
accordance with any account information stored in the
bank database™) in three consecutive turns were automat-
ically routed to a live CSR, as were any callers explicitly
requesting a CSR. Other callers could of course “aban-
don” any service in progress by simply hanging up.

We characterize a call as successful if the caller provides
all of the input required and arrives at the point in the dia-
log where the information is spoken back to them or the
transaction is confirmed, before hanging up or transfer-
ring to a CSR.

Many callers completed more than one service in a single
call. For instance, it was common for a caller to retrieve
their account balance and a list of their recent transac-
tions. Beyond the menu options explicitly enumerated,
each call began by informing the caller that they could
say “repeat,” “back up,” “main menu,” “help,” or “repre-
sentative” at any time. In each case, the appropriate
action would be taken.

4. RESULTS

Trial results support several widely-held suppositions
about the efficacy of certain speech technologies. Callers
were essentially being caught off-guard with a brand-new
interface, but were quite successful at following the
prompts and completing their transactions. However,
several results were surprising.

4.1. Digit Recognition vs. Keywords vs. Continuous
Speech

Overall, 85.5% of callers who engaged the system at all
managed to complete at least one service. In Money
Talks, our twenty-one speech interfaces were grouped
into five broad “scenarios” for recognition: (1) isolated
digit; (2) digit-spotting; (3) isolated keyword; (4) key-
word spotting; and (5) continuous speech recognition
with some natural language (NL). Actual results for the
five scenarios are shown below.

Scenl | Scen2 | Scen3 | Scen4 | ScenS

callers initiat- 564 | 559 | 528 | 543 | 48.1
ing a service

success (of 84.4 84.8 85.6 88.8 83.8
callers initiat-
ing service)

calls with no 63.3 62.4 46.2 573 45.4
reprompts

Table 1: Measures of success, in percentages of all calls
within each scenario.
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Keyword-spotting interfaces (i.e., Scenario 4) did result
in significantly higher overall service completion rates as
compared to the simpler digit recognition interfaces (Sce-
narios 1 and 2). However, it was the digit-recognition
scenarios which resulted in the fewest reprompts. Also,
digit-input calls were not markedly longer than keyword
or NL calls, despite the need for each prompt to explicitly
enumerate a mapping between each of the callers’
options and the number to be spoken to invoke that
option. We attribute at least some of these results to the
fact that many Money Talks callers were already “power
users” of the Touch-Tone information system—accus-
tomed to pressing remembered keys before the prompts
had finished—and that all scenarios allowed barge-in.
Since Scenarios 1 and 2 correspond quite closely to the
Touch-Tone interface (with “say” replacing “press” in the
outgoing prompts), Touch-Tone-experienced callers
could easily adapt to the new interface, without even
needing to listen to the new prompts in their entirety.

Notably, Money Talks’ natural language interfaces (Sce-
nario 5), which theoretically should have outperformed
keyword-spotting systems, in fact automated even fewer
callers than even the simplest digit-recognition system.
This was not due to recognition errors: wizards were not
simulating potential automated speech recognition error
rates. Instead, callers were confused by the very prompts
designed to highlight the facility of natural language
input and streamline the conversation. Review of speech
collected during processed calls shows that many callers,
when presented with the friendly, concise “How may we
help you?”, were confused by the open-endedness of the
question: “Main menu!” was not an uncommon
response. Furthermore, although Scenario 5 NL capabil-
ity allowed statements such as “What have I got?” to be
understood as a balance request, system architecture did
not include the discourse management necessary to pro-
cess multiple pieces of information per turn. This some-
times resulted in confusion, since “What’s in my
savings?” would be understood as a balance request, but
would then be answered by the prompt “Which account
would you like information for?”. Whatever their rea-
sons, we note that many callers seem to actually prefer
rigid menu structure over less certain but more natural
free-form dialogs.

4.2, Speech vs. Touch-Tone

In the opinion of the bank we partnered with, the overall
automation rate achieved by the speech interfaces in
Money Talks is competitive with—but not clearly supe-
rior to—automation rates they have achieved with their
Touch-Tone interface. It must be emphasized that this is
a comparison for a particular calling population, and
compares a long-familiar interface against a new one.
Nevertheless, the comparison does caution against pre-
dicting an immediate and clear gain for any speech-
driven telephone interface deployed in place of a Touch-
Tone interface.
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4.3. Word-Spotting

In Money Talks, there was no significant advantage in
providing word-spotting for digits over simply providing
an isolated digit recognizer. However, for keyword input,
augmenting the “recognizer” with word-spotting capabil-
ity increased overall service completion by approxi-
mately 3%.

4.4. Barge-In/Talk-Through

Barge-in/talk-through appears to be a requirement for
interactive spoken dialogue systems: callers barged in on
prompts between 37% and 63% of the time, depending
upon scenario. Clearly there is a strong desire on callers’
parts to speak as soon as they see fit. Novice callers may
need to hear all options enumerated, but experienced
users will not want to listen to the exhaustive list. For
information systems such as Money Talks, where caller
familiarity with the available services varies consider-
ably, barge-in is necessary to accomodate both sets of
callers.

4.5. Speaking “Confidential” Information Aloud

There was not a significant increase in caller abandons or
transfers-to-CSRs at the point in the dialog where callers
were asked to speak confidential information such as per-
sonal security codes. From this we conclude, despite ini-
tial concerns of the bank we were working with, that
callers did not appear to be concerned about speaking
confidential information aloud, as opposed to “privately”™
entering it via the Touch-Tone pad.

4.6. Sub-Categorizing Non-Compliance

Pairs of Money Talks interfaces were established which
differed according to whether or not uncompliant caller
speech was sub-categorized. Doing so allows the system
to provide different repair instructions depending upon
whether the caller said nothing, spoke but did not use a
required keyword, spoke too few digits, etc. However,
sub-categorizing non-compliant speech offered no signif-
icant advantage over systems that simply returned “no
target” for all non-compliant speech.

4.7. Prompting Strategies

Within scenarios, prompts were varied across interfaces
in order to determine which wording styles optimized
caller compliance. In general, prompts that enumerate
the available set of choices outperformed those that did
not, even in those cases where the set of choices might be
considered to be obvious (as with prompts asking the
caller for the type of bank account they are interested in).
However, prompts need not be so stilted as to say “For
choice 1, say A...”; it is sufficient to say, “Please select
one of the following: A, B, or C.” Note that this more
concise wording is only possible in keyword or NL sys-
tems, where the keyword listed describes the option. We
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also found a small but statistically significant benefit of
using audible quoting—wherein one voice speaks the
“carrier” part of the prompt followed by a second voice
speaking the target keywords—for delivering the outgo-
ing prompts.

Interestingly, interfaces with brief prompts required more
time per call than interfaces with lengthier prompts, pre-
sumably because the familiar structure of the longer
prompts (which were closer in wording to Touch-Tone
prompts) resulted in fewer hesitations or non-compliant
responses from callers. These effects may fade as callers
become more familiar with speech interfaces. Also,
since all Money Talks interfaces allowed talk-through, a
caller could always “make” a long prompt into a short
one, by barging in on the prompt as soon as they under-
stood what they needed to say.

4.8. Automating Non-Touch-Tone Callers

Surprisingly, speech interfaces contributed little towards
providing an automated solution to the population pre-
sumably most in need of it: callers who did not identify
themselves at the outset of the call as having a Touch-
Tone phone. While 16% of the intercepted callers did not
“press 1” in response to the first prompt in the system
(included specifically to distinguish Touch-Tone-func-
tional callers from others), only 9.4% of these callers
went on to successfully access any of the financial ser-
vices offered. In other words, enabling all callers to use
an automated information system (by requiring only spo-
ken input, and not a Touch-Tone pad) increased overall
automation by only 1.6% of the total Money Talks calling
population. This behavior clearly reflects some charac-
teristics of this particular application: callers labelled
“rotary” may actually have been calling from Touch-
Tone phones but were declining to use the keypad, out of
general aversion for automated systems or a priori
knowledge that their concerns required human interven-
tion. Nevertheless, this population is representative of
the sorts of callers targeted by many proposed spoken
dialogue systems, and so may well portend the success of
systems yet to be deployed.

5. DISCUSSION

Applying Money Talks findings to the design of applica-
tions in other domains requires some care. Certainly one
may expect the automation rate for any of the scenarios
to improve as callers move beyond first-time exposure,
although to what degree is not known. More signifi-
cantly, Money Talks targeted an audience that to a large
extent was already proficient in a particular Touch-Tone
interface. -Each Money Talks caller therefore brought
with them significant preconceptions about the manner in
which they “should” interact with a computer over the
telephone. Money Talks itself does not speak directly to
the question of how other kinds of populations will fare
when presented with speech interfaces.
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NYNEX has sponsored a second Wizard-of-Oz speech
recognition field trial, designed to predict automation
rates when callers to a central NYNEX telephone number
are asked to speak information in order to route their calls
to the appropriate representative. While we cannot detail
that trial in these pages, it was clear that a speech inter-
face to this routing application provided a significantly
higher automation rate than the current Touch-Tone inter-
face. Here, however, callers had no long-standing prior
experience with the Touch-Tone interface, which had
only been available for a few months. The banking and
NYNEX calling populations may differ on other signifi-
cant criteria as well.

However caller acceptance varies across domains and
calling populations, caller performance in Money Talks
argues strongly for sensitivity in deploying spoken dia-
logue systems, and even in the marketing of the technol-
ogy. Despite claims to the contrary, there may well be a
learning curve associated with using that most “natural”
of information channels—human language—when inter-
acting with automated systems.

6. FUTURE DIRECTIONS

The Money Talks authoring system and overall architec-
ture allowed us to quickly script and deploy over twenty
different interfaces to a complex information system.
Since that field trial, we have replaced the wizard module
with a recognition module, creating a fully automated
interface. We also plan to continue using the wizard con-
figuration as appropriate to explore new domains. Lastly,
ongoing transcription of the scores of utterances collected
in Money Talks will result in a real-user speech database
of significant breadth, which will further fuel our devel-
opment efforts.
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