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ABSTRACT

In several languages, words can be aggregated into
compound words. In present speech recognition
systems, compound words are treated as as additional
single words. This creates redundancies in the phonetic
word models that have to be stored and searched during
recognition. Moreover, it leads to weaknesses in word or
n-gram frequency estimates in language models. - This
paper describes a novel approach to speech recognition
with vocabularies that contain only the composing
words of compounds. The recognition of a compound
word is performed via a dedicated accessory language
model that evaluates compound word hypotheses only.
In this way, very large vocabularies (> 100,000 words)
can be handled efficiently. In preliminary recognition
tests, the model performed well.!

1. COMPOUND WORDS IN TEXT CORPORA
AND IN SPEECH

In recent years, speech recognition has found its way out
of laboratories to the customers' desks. This has become
possible due to major breakthroughs in stochastic
models of speech, notably hidden Markov models in
connection with Bayesian classifiers ([1], [3], [4], [6])
In these systems, words and word sequences are
recognized on the basis of probabilities of acoustic
features given some word or word chain hypotheses and
language model probabilities describing estimates of
word or word sequence probabilities derived from text

corpora.

Usually, in language modelling, words are treated as
separate entities present or absent in corpora or speech
utterances ([3], [5] [6])- In some languages, however,
notably Greek and German, words can be aggregated to
compound words. In German, such words occur
abundantly and can even be built spontaneously. In one
of IBM Heidelberg's German newspaper corpora we
were able to find roughly 110,000 compound words
using a total vocabulary of 24,500 words and searching

1The methods described in this paper are submitted as
IBM patent application GE 994 034, patent pending.
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a corpus size of 13.5 million words. The segmentation
was performed using a morphological analyzing tool
(described in [11]).

The language models in today's speech recognition
systems, however, fail to account for this phenomenon.
A compound word appears in a language model
dictionary like any other word. This puts a heavy burden
on domain specific vocabularies, since, very often, the
parts of a compound appear separately in the dictionary,
as well. E.g., for the three German words "Finanzen",
"Krisen", "Management", many combinations may
occur in a corpus as compounds ("Finanzmanagement",
"Finanzkrisen", "Krisenmanagment", and, not to forget,
the multiple compound "Finanzkrisenmanagement";
note that a word may appear truncated in the
compound). In such cases, not too rare in German, a
standard language model vocabulary for n compound
candidate words in a given order requires up to 2" — 1
entries, that is, the number of entries may grow
exponentially with the multiplicity of the compound
words observed. This, in turn, leads to a lot of
redundancy in the phonetic representation of the
vocabulary which is prerequisite for the matching of
acoustic input to word hypotheses in speech recognition.

In terms of the statistical properties of language models,
some corpus analysis has brought out that, if the overall
size of the vocabulary is limited, the treatment of
compounds as separate words of own right amounts to
losing rare words on the cost of frequent compounds.
E.g., an analysis of a German medical corpus has
revealed that compounds themselves are mostly made up
of frequent words , see [10]. So, all in all, the frequent
words of a corpus tend to appear separately and in
combination with others in compounds. This implies
that a standard language model does not fully exploit
the predictive power of preceding contexts w.r.t. to
significant parts of a compound.

2. A COMPOUND WORD LANGUAGE MODEL

The requirement for a compound word language model
is that it should enable us to compute a posterior
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probability of a compound word once its subsequent
composing words have been recognized.

Now, it is a linguistic fact that the grammatically
determining part of a compound word in many
languages is the last part. This is true, for instance, in
German. The following considerations may, however, be
generalized 1o the case where the grammatically
determining part would be somewhere else in the
compound word. - Semantically, one may consider the
heading words of a compound as modifiers of the
meaning of the last word. This is supported by the fact
that the leading parts of a compound word can be
reformulated as a genitive attribute of the last part
("Management der Finanzkrisen", in the above
example). So, in both views, there is a predominant role
played by the last word in a compound.

For the purpose of language modelling in Greek,
German, and some other languages, this observation
suggests to build compound models from the assumption
that a compound can be decomposed into its first part(s)
and the "tail", its last part. The predictive effect of the
preceding context, then, extends only to the tail of a
compound word. On the other hand, the "heads" of the
compound are more or less probable given the tail. In
terms of a Bayesian analysis this amounts to assuming
the probability of a compound head to be independent of
that of the preceding context, if the last part of the
compound word is given. (For the use of conditional
independence in probabilistic inference, see [8]).

Let ¢ denote the tail, i.e., the last part of a compound
word, let A denote the "head", i.e., the initial word(s),
and let C denote the preceding context as far as taken
into account by a reference language model (for a
trigram model, C consists of the two words preceding
the compound word). Then, the assumption of
conditional independence of compound "heads" and
context, given the compound "tail", reads:

Pr(AClt) = Pr(Alt) Pr(Cle).

Using this assumption, the conditional probability of the
compound tail, once the context and the heads are
observed, can simply be written as

Pr(flCA) = Pr(Alr) Pr(#|C)

Pr(A|C)
The numerator of this expression decomposes the
desired probability into a context dependent part and a
within-compound part (the denominator serving as
normalization only).

As a consequence, a compound word language model
can be set up as follows from o language models
(using trigram language modeling):

i A trigram model that, in addition to usual
trigram frequencies, counts or estimates frequencies of
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distant trigrams consisting of context words and
compound tails, i.e., trigrams of the form C (...) £.

. A bigram within-compound model that counts
or estimates frequencies of compound heads given
compound tails (notes that this corresponds to reversing
the time order given in the utterance of a compound
word).

Both models together allow to compute compound word
language model scores as desired. For practical
purposes, the bigram within-compound model can be
obtained from frequeny counts of segmented compounds
that have been extracted from a corpus. In this case, of
course, the correct normalizing factors have to be used
in the above quoted formula. In the present
implementation of the model, the problem of
unobserved compounds (corresponding to spontaneously
built compound words) has not yet been treated. It
seemns more acceptable to expect users of a recognition
system to explicitly add such spontaneous compounds to
their personal dictionary than to blow up compound
scores by some parameter supposed to represent the
probability of spontaneous compounds. As a
consequence, under these assumptions, the observed
relative frequencies of the compound heads given the
tails, will yield maximum likelihood probability
estimates without having to recur to an explicit
estimation procedure.

A major weakness of the preceding formulation of the
model is the treatment of multiple compound heads as a
single entity. This can be overcome using a bit more
Bayesian reasoning.

Let

h, denote the first head of a compound

h,---h, the remaining heads
¢ the tail or final composing word of the compound
w,w, the two preceding context words

Then, the independence assumption for the compound
language model can be reformulated for multiple
compounds as follows:

Pr(h --h, t)Pr tw, w.
Pl -4) -

Two assumptions help to re-state this equation much
more elegantly. These assumptions are motivated by the
fact that the choice of composing words in a multiple
compound is independent of the preceding context
because it acts as a modification to the compound word
tail and that each modification by a head in a compound
word can, in turn, be further modified by adding a new
head preceding the current one.

First, it seems reasonable to assume that, in a multiple
compound, all influence of context and preceding heads
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to a given particular head can be summarized by taking
into account the immediately preceding head only.

Pr(, Ik._l-uhlwlwz) = Pr(h,.[hi_l) (n=i>1)

As a consequence of this assumption, the denominator
in the model equation can be simplified. Using standard
conditional probability expansions, we have

Pr(hl---hn wlwz) =

Pr(h1[w1w2) } Pr(hl. |Izi_l---hlwlw2>

which simplifies using this assumption to

Pr(h,-- 'h,,IWle) = Pr(hl[wlwz) Pr(h, |hi_l)
Furthermore, this assumption allows to compute on-the-
fly language model scores while expanding a compound
path in the word hypothesis graph. This will be
demonstrated in the next seciion.

Second, the total influence of the compound tail on the
sequence of heads can be decomposed into a chain going
backward from the tail to preceding heads.

Pr(hl‘ ’ 'hn |t) = Pr(hlth) ’ 'Pr(hn-l hn) Pr(kn It)

Now, using Bayes' theorem, the last two equations allow
to express the model equation in a very convenient form

Pr(h |t) Pr(h) Pr(ltlwlw2 )
Pr(h,) Pr(hw,w,)
It may be noticed that this equation amounts to
multiplying the distant trigram score of the compound
word tail with two fractions, one of which expresses the
gain in probabilitiy of the last head due to the observed
tail, while the other expresses the proportion of unigram
compound versus trigram corpus probability of the first

head. For practical purposes, head probabilities can be
obtained easily from compound word frequency lists.

Pr{tjw,w,h,--h, ) =

3. A COMPOUND WORD RECOGNITION
METHOD

In the process of language recognition, word hypothesis
graphs are formed which contain nodes for word
hypothesis at given start and ending times and links
form such word candidates o potential successors (see,
e.g., [2], [7])- In order to be able to recognize compound
words, it is necessary to consider them as separate
hypotheses. This is true even if the composing word
hypotheses look exactly like the corresponding single
word hypotheses. In this casc the decision of accepting a
compound word hypothesis is based on language model
probabilities alone. E.g., observing the sequence
"Krisen" and "Management" it is almost sure that the
compound word "Krisenmanagement" is the correct
candidate. In this example, the task of a compound
langugage model is easy to fulfill. There are word
sequences, however, that allow for alternative
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segmentations with or without compound word
hypotheses. In such situations, compound word
hypothesis path(s) will compete with other paths on
which the input is differently segmented. - In other
cases, the composing paris of compound words are
vocabulary words that appear either truncated (like in
the above example "Finanz", which is not a word by
itself) or with a suffix (most common in German, the so-
called Binde-S, e.g. "Bindungswirkung"; "Bindungs" is
no word by itself, either). Both modifications are
particular to the head part of the compound (also in
multiple compounds). They could be taken into account
using specific phonetic representations of the composing
words. However, this would amount to introduce non-
words in the vocabulary which, to some degree, violates
the principles of the representation of langnage in a
speech recognition system. As a work-around for testing
what a compound language model does, it was used in
the preliminary tests reported below.

The sctup of a word hypothesis graph including
compound word paths is as follows.

1. Let any word of vocabulary be observed on a no-
compound path. In case the word can be a compound
bead the path is branched into a compound path and a
no-compound path. No branching will take place if the
word can only be the tail of a compound word.

2. Let any word of the vocabulary be observed on a
compound path, that is, the path ends with at least one
preceding compound head candidate. Two cases may be
distinguished:

a. The word cannot appear as a tail according to the
compound bigram model. In this case, the lowest
defined language model score is returned and the path
will most probably be discarded by the recognizer's path
management.

b. The word is a compound tail candidate. In this case,
again, there are two possibilities:

i. The word is not a head candidate. Then, it must be the
final part of the compound word on this path. The
language model score according to the model equation
has to be returned.

ii. The word is also a head candidate. Then, the path
must be branched again. On the first branch, the
compound word is supposed to end with the present
word; this is treated as the former case (computation of
model equation score). On the second branch, we
consider the present word to make part of a multiple
compound, i.c., to be another in a sequence of
compound word heads.

In this latter case we need a temporary language model
scorc in order to give this path an evaluation to be used
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by the recognizer's path management. One idea is to use
the probability of the present head given the preceding
heads and the context. This probability was assumed to
equal a simple conditional probability of the present
head given the preceding one in the previous section.

This method has been implemented in the IBM speech
recognition software environment.

4. PERFORMANCE TESTS

At present, preliminary recognition tests are being
performed. The aforementioned 24,500 size vocabulary
extracted from German newspaper corpora with some
109,000 segmented compound words was taken for
building a test task with a suitable pair of trigram and
within-compound bigram language models. It should be
noticed that the effective vocabulary in this task
comprises 133,500 words!

The tests are, on the one hand, based on prerecorded
speech comprising 500 sentences from each of 3
speakers with compound words being dictated
continuously. On the other hand, they make use of
software modules from the well known IBM
TANGORA discrete speech recognition technology
(see, e.g., [1], [3], [4], [5], [6])- These modules have
been appropriately modified such as to include the
compound word recognition method described before,
without any modification, however, to discrete dictation
phonology and environment. Moreover, no parameters
of the decoding environment were modified or
optimized. A better test would use a continuous
phonetization of the compound parts, of course. The
author considers these conditions rather worst case ones
for testing how much the compound language model
can do.

The error rates obtained for these data were (including
about 0.5% out-of-vocabulary errors per speaker)

speakerl 10.75%
speaker2 12.28%
speaker3 11.20%

At present, the errors are analyzed and suitable
parameters for decoding that allow reducing these rates
will be identified.
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