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ABSTRACT

We present an approach for recognising continuous speech in the
presence of an additive noise, based on model adaptation. The
method consists in transforming the parameters of acoustic mod-
els to reduce the acoustic mismatch between a test utterance and
a set of clean speech models. We assume that speech is modelled
by a set of Stochastic Trajectory Models (STM). The mean vec-
tors of STMs are adapted using a set of linear transformations.
The transformations are derived from a small labelled adaptation
corpus, so that the likelihood of the adaptation corpus given the
adapted models is maximised. Experiments performed on dif-
ferent additive noises and for various signal-to-noise ratio (SNR)
show that the adaptation scheme significantly increases the accu-
racy. For SNR from 12dB to 36dB, we observed that the perfor-
mance of the linear regression is similar or better than the perfor-
mance obtained when training and testing the recogniser in noise.

1 INTRODUCTION

While most current speech recognisers give acceptable recogni-
tion accuracy for clean speech, their performance drastically de-
grades when they are applied in noisy environments. In this pa-
per, we present an approach for continuous noisy speech recogni-
tion, using a speech recogniser trained on clean speech. The ap-
proach is based on a linear regression framework originally de-
veloped for speaker adaptation in HMM [1]. In this work, the
approach is extended and applied to acoustic models based on
Stochastic Trajectory Models (STM) [2].

The noise adaptation consists in adapting clean speech STM
parameters to reduce the acoustic mismatch between the models
and an input noisy utterance. The transformations involved are
linear transformations of the mean vectors of STMs. A transfor-
mation is associated to a given STM, but in order to avoid unreli-
able estimation of the transformations, a same transformation can
be shared among different models. The transformations are de-
rived according to an objective criterion, which consists in max-
imising the probability of observing a small noisy speech adapta-
tion corpus, given the adapted models. Noisy speech recognition
is then performed using adapted STMs.

The paper is organised as follows. The framework of STM
is introduced in Section 2. The model adaptation is presented in
Section 3. Experiments and results are given in Section 4. Sec-
tion 5 concludes the paper.
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2 STOCHASTIC TRAJECTORY MODELS

A speech signal can be represented in a parametric space (i.e.
cepstral space) as a point which moves as articulatory configu-
ration changes. A sequence of moving points is called a trajec-
tory of speech. Let X be a trajectory of Q (prespecified) points:
X = (xo,...xg—1), where each point is a D-dimensional vec-
tor in a parameter space. X is assumed to be obtained by re-
sampling a sequence of d frames according to a linear time scal-
ing. Each phoneme symbol is associated with a set of stochastic
generators of trajectories, and a phone model may be viewed as
a mixture of trajectory models. The probability of sequence X,
given the phoneme symbol s and the duration d is defined as [2]:

carz‘i(Ts)
p(Xld, )= > Pr(tals) p(Xlte,dis) (D)

k=1
where

s T is the set of compenent trajectories associated to the
phoneme s, and card(7%) is the number of mixtures,

e p(Xlte,d, s) is the probability density function (pdf) of the
vector sequence X given the component trajectory ¢y, the
duration d and the phoneme s,

e Pr(ty|s) is the probability of &, given s, with
Vs, Do, Pr(ts]s) = 1.

The sequence X may be considered as a L-dimensional random
vector (I = Q x D), and we define its pdf, given ¢, the duration
d and the symbol s as a multivariate Gaussian distribution with
mean mj and covariance matrix X7

p(Xtr, d, ) 2 N(X;m}, T3) )

In the following, we denote by ®° the parameters of the pdf of the
STM associated to the symbol s. We have ®° = {7, Pr°(tz)},
where ¢, = (myj, X3) stands for the parameters associated to
the k%" mixture component of the pdf of the model of s. These
parameters can be estimated from a phonetically labelled corpus
in a classical fashion, using the EM algorithm [3].

3 NOISE ADAPTATION USING LINEAR
REGRESSION

3.1 Principle

Let mj, be the mean of the component ¢, of the STM associated
to the symbol s, mi# = [mg,1,- .. my ). First, we extend my,
with a constant offset factor w®, and obtain tj which is there-
fore a (L+1) dimensional vector, taf # = [mj ;... m} o, w’].
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Then, adapting mj, consists in applying a L x (L + 1) trans-
formation matrix, say W¥, leading to the adapted mean mji =
‘W#hj. The adaptation therefore combines a translation, a ro-
tation and a scaling in a single matrix product.

Given the adapted mean fnj,, the probability of observing a
noisy speech trajectory X given tg, s and d is given by Eq-2,
where mj, is replaced by nj,. Our assumption is that the acoustic
mismatches between the clean speech models and a test utterance
can be reduced by adapting only the mean vectors of the STMs.
The covariance matrices X3, are left unchanged. Finally, since
the adapted STMs are used to recognise noisy speech, the adap-
tation framework does not involve additional computation.

Let X be a set of N noisy speech trajectory observations, X =
{Xi,...Xu}, called the adaptation corpus. We suppose that
the adaptation corpus is labelled at phonetic level, so each trajec-
tory, X, is associated to a known phonetic symbol. The trans-
formation matrix W* associated with the symbol s is derived so
that the probability of observing the adaptation corpus using the
adapted STM is maximised. We would like to use a small amount
of adaptation data. To avoid unreliable estimation of the trans-
formation matrices, and because some phonetic symbols may not
appear in the adaptation corpus, we consider that different sym-
bols can share a same transformation matrix. A set of R symbols
{s1,-..spr} sharing a same transformation matrix W* is called
a adaptation class. The transformation W* is derived to max-
imise the probability of observing the adaptation corpus using the
adapted STMs:

W* = argmaxp(X1i,... Xn|W?) 3)
WS

3.2 Application to STMs

Our aim consists in finding the expression of the transformation
matrix W* associated with the R symbols {s1,...sr}. The
probability (or likelihood) of observing the adaptation corpus X’
is:

R N
. XN’WS) = H H p(anq)Sr )53.,. (n)
r=1ln=1 (4)

p(Xl,. Xn, .
with
(5)

(n) = 1 ifX,, is labelled s,
" 10 otherwise.

In the logarithmic domain, the log-likelihood of the adapta-
tion corpus is :

R N
logp(X) =) 8, (n)logp(Xal®)  (6)

r=1 n=1

The transformation matrix W? is obtained by maximising Eq-
6 with regards to W*. When the number of mixtures is equal
to 1, such a maximisation can be performed under closed form
(cf. Sect. 3.2.1). If the number of mixtures is larger than 1, the
maximisation can be carry out by an iterative approach using the
EM algorithm [3] (cf. Sect. 3.2.2).
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3.2.1 STMs without mixtures

Maximising Eg-6 with respect to W?, using Eq-1 and Eq-2 with
card(ts) = 1, leads to the following expression:

N R
Z Z (53,. (n)zsr _1Xnﬁ15"'# —

n=1r=1 o
Z Z 3, (n)Z* W S D

n=1 r=1

Let Y be the precision matrix associated to the symbol s..
By definition, the precision matrix is the inverse of the covariance
matrix YT*" = 3°" 7' Let vJ7 be the elements of the matrix
Y°", w; the elements of the matrix W*, 2, ; the i** compo-
nents of the vector X, and ;" the i** components of the vec-
tor 1h®". Left and right side of Eq-7 are L x (L + 1) matrices,
whose elements from line ¢ and column 7 can be written as:

N R
S ~ S
E E 85, (n)xp 057 M =

n=1 r=1
L41

Zwlqzzfss, STy (8)

n=1 r=1

Solving the L systems of (L + 1) simultaneous linear equations
described in Eg-8 yields to the desired matrix W*.

3.2.2  STMs with mixtures

According to the EM framework, let us call X, the “incomplete
data”. X,, can be completed by the “missing” data y,, used to
specify the component density ¢,,, from which the observed data
X, comes. Then, maximising Eq-6 can be performed by itera-
tively maximising expectation of the log-likelihood of complete
data (X, yn), via an auxiliary function Q,(®*", ®""), where
&°” is the newly estimated parameters in any iteration:

sr Sr A " =S4 £
Qn(® :E{logp(Xn,yn[‘I’ WX, @ }
card(Ts,.)
= Z ]ng(Xn7yn|¢ST) PP (yn| X, °7)
yn=1
with :
P”" (yn|Xn;@ ) (X |®s7
P (Kl 85)
- card(Ts,.)
S P (Kt 6)
yn=1

Now, suppose we have IV adaptation trajectories. The auxil-
iary function of the multiple adaptation data is obtained by sum-
ming the Q-functions of individual adaptation data:

R N
QE,T) =D > 6, (n)Qn(8°, ) )

r=1 n=1

Maximising Eq-9 with respect to W' leads to a similar ex-
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pression as in section 3.2.1:

card(Tw,) N R

DTN s )P (X, ¢Sy T Xy # =

k=1

n=1 r=1
card(Tw,,) N R

S DD S P (X, 67 W

k=1 (10)

n=1 r=1

An estimation for W is finally obtained at each iteration of EM
by solving the L systems of (L + 1) linear equations defined by
Eq-10. The iteration of the algorithm stops when a fixed point is
reached.

4 EXPERIMENTAL RESULTS

Experiments were performed on a speaker dependent continu-
ous speech recognition task using our VINICS-II1[2] recognition
syster.

The database was recorded from 4 French speakers. No
speaker selection was performed to optimise the recognition
rate. The training corpus consisted of 79 sentences read by each
speaker. Test speech text consisted of 241 sentences with 1482
words read by each speaker.

The recognition task has a vocabulary of 1011 words, with a
perplexity of 28 computed in a word-pair mode. Test sentences
are samples from nuclear plant inspection reports.

A 13" order MFCC was applied on speech signals, every
10ms. 32 context—independent phone models, including one si-
lence model were built for all experiments. STMs used diagonal
covariance matrices, and the number of states ¢ was fixed to 5.
The number of mixture components (card(7%)) is limited to 8.

Five different kinds of noise were used: Gaussian noise, air-
craft noises (F-16 and Lynx helicopter) taken from the NOISEX
database {4], vehicle noise recorded from inside a moving city
bus, and a hair dryer noise. Noises were subsequently added to
the speech waveform at various SNR, from 0dB to 36dB by 6dB
step.

Only 3 adaptation classes were used in the linear transfor-
mation framework, defined according to broad phonetic classes
(voiced, unvoiced, silence). 9 adaptation sentences (20 seconds)
taken from the 79 training sentences and corrupted by noise were
used as the adaptation corpus. No attempt was made to optimise
the recognition rate by adjusting the number of classes, or by se-
lecting the adaptation sentences. The offset factor w® was set to
1 for all symbols.

The results are given in terms of % accuracy averaged over the
4 speakers where for N tokens, S substitution errors, 1D deletion
errors and ] insertion errors, accuracy is expressed as [(N — S —
D —I)/N] x 100%.

In the first set of experiments, we wanted to see how the topol-
ogy of the transformation matrix might affect the recognition
score. Two different matrix structures were used:

o a diagonal matrix without a translation part,

o a diagonal matrix with a translation part.

Experiments are performed only for the white Gaussian noise,
and results are summarised in table 1, averaged on all speakers.
1t appears that the translation clearly improves the accuracy, so in
our following experiments, the L x (L + 1) transformation ma-
trix always consists of a diagonal L x L matrix and a translation
(Jast matrix column).
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SNR | No translation | With translation
0dB 30.06% 63.06%
6dB 67.22% 85.43%

12dB 89.40% 94.28%

18 dB 95.53% 96.73%

24 dB 97.44% 97.50%

30 dB 97.78% 97.79%

36 dB 97.87% 97.84%

Table 1: Word accuracy as function of the operating SNR and
the transformation matrix -topology. White Gaussian noise.

In the second set of experiments, we evaluated the adapta-
tion algorithm using transformation matrices with translation,
and figures 1 to 5 present recognition score versus SNR for Gaus-
sian, Autobus, F16, Lynx and Hair dryer noises. Accuracy is
also drawn for the baseline system trained with clean speech and
tested with noisy speech and for the matched condition. Error
bars indicate the 95% confidence interval.

Athigh SNRs (> 30dB) and for all tested noises, no significant
differences can be observed between the adaptation scheme and
the matched condition. The adaptation can therefore be applied
without reducing the accuracy when the noise level is low.

At medium SNRs (6 < SNR < 24), the adaptation scheme
generally yields similar accuracies as when the training is per-
formed in noise, but significantly outperforms the matched con-
ditions for Gaussian and Hair Dryer noises. The cause of this
phenomenon may be attributed to the absence of STM covariance
matrices adaptation. In other experiments, not reported here, we
observed that additive noise tends to reduce the variance of cep-
stral coefficients, and that the word accuracy in noise can sig-
nificantly be improved by increasing the variance of the STMs
trained in noise. Adapted STMs have covariance matrices related
to clean speech, which are therefore higher than the covariances
of the matched STMs, and this can be a possible explanation of
the observed results.

Atlow SNRs (0dB), the linear regression leads to lower accu-
racy compared to the matched condition, but still clearly outper-
forms the uncompensated system.

5 CONCLUSION

A framework has been presented for adapting a speech recogniser
trained with clean speech, in order to recognise noisy speech.
The transformations are linear transformations of STM mean
vectors, optimally derived from a small labelled noisy speech
adaptation corpus (20 seconds), according to an objective cri-
terion which consists in maximising the likelihood of the adap-
tation corpus. Experiments reveal that for all tested noises, the
adaptation scheme yields to higher or similar accuracy than when
the training is performed in noise, from medium to high SNR.
Additional experiments not reported in this paper show that the
linear adaptation outperforms a model combination and a space
mapping framework [5]. We finally note that this method should
potentially be applicable to distortions other than additive noise.
This aspect will be investigated in future work.
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