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ABSTRACT

We report results from a speaker verification trial which used
hidden Markov models (HMMs). In this trial, enrolled users
of two self-service teller machines were asked to repeat
random 4-digit phrases to gain access to their accounts. Use of
a single speaker-specific HMM model resulted in a mean
individual equal error rate (EER) of 18.4% for a population of
50 English speakers. This decreased to an EER of 10% when
raw scores were normalized using a single cohort model built
from an independent population. The performance is further
improved to 4.5% by constraining the individual feature
variances for all models to a fixed set of values. By doubling
the fraining set size, the cohort normalized fixed variance
system had a verification accuracy of 1.5% EER. For
comparative purposes, we used the same technique on the
publicly available YOHO speech corpus and obtained a mean
EER of 0.4%.

1. INTRODUCTION

As financial institutions rapidly move towards providing
unattended banking applications, the need for increased
security is more apparent. One way of achieving this, is the
use of voice verification as an additional layer of security to a
customer’s personal identification number (PIN). With this in
mind, a six month field evaluation of a hidden Markov model
based speaker verification approach was undertaken. The goal
of this field trial was two-fold. First, it served to collect an
extensive database of naive (untrained) users of this
technology. Secondly, it was used to measure the accuracy of
an HMM-based verification algorithm under field conditions as
well as to test improvements.

In this paper we present a baseline HMM speaker verification
algorithm for a text dependent randomized phrase task. While
baseline HMM performance is poor, techniques such as cohort
normalization and fixed variance will be shown to greatly
improve performance. In addition, it will also be shown that by
increasing the fraining data available to build customer-specific
models, a significant performance improvement can be
achieved. This performance improvement will be shown for
data from the recently concluded speaker verification trial (SV
trial) as well as the YOHO corpus [6].
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2. BASELINE HMM ALGORITHM

Prior to verification, the following front-end processing was
performed. Speech data was digitized at 8 KHz, and
overlapping windows of 30msec were analyzed every 10 msec.
These windows of speech data were pre-emphasized (a=0.95)
and Hamming weighted. A 10th order auto-correlation analysis
was performed and 12 LPC derived cepstral coefficients were
calculated. These cepstral values were weighted by a raised
sine function to smooth their spectra. The weighted cepstral
coefficients and their corresponding first order time derivatives
served as the 24 element feature set.

For this study, we used whole word speaker dependent HMMs
(SD HMMs). These models were continuous density and had a
left-to-right structure [1,2]. Model parameters are initially
estimated using a modified segmental K-means approach [4].
These estimates are further refined using maximum likelihood
re-estimation. Initial estimates of the word boundaries and
internal state segmentations are derived at enrollment time
using a speaker independent recognizer. The speech frames
aligned within a particular state are clustered into different
classes based on a distance metric and are modeled as a
weighted mixture of Gaussian distributions. Each mixture is
parametrized by a mean vector, diagonal covariance matrix
and a mixture gain. In our approach, we nominally require 4
feature vectors within any given cluster. If there are fewer than
4 vectors in a cluster, then the total number of clusters is
reduced by one and a reclustering is performed. To improve
the model from the initial estimate, we repeatedly resegment
the enrollment speech with the newly formed customer-
specific model and perform model parameter re-estimation for
at most 5 iterations. The initial number of mixture
components per state was 10, but typically after clustering,
most states had an average of 4 mixtures.

‘To verify a customer’s claimed identity, speech is compared

with that person’s HMM model that is stored in the system.
Input speech is first analyzed using the same feature set used
earlier during enrollment. It is then segmented into individual
digits using a speaker independent HMM. The frames within
the word boundaries for a digit are compared with the
corresponding speaker-specific HMM digit model and the
Viterbi likelihood score is computed. This is done for each of
the digits comprising the input utterance. The verification
score is defined to be the average duration-normalized log-
likelihood score over all the digits in the utterance. A
customer’s claimed identity is accepted if this score is greater
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than a pre-determined threshold and rejected otherwise. The
threshold itself is determined a priori by using an independent
impostor set and a target false accept rate.

In the next few sections, we describe two evaluation databases
and some experiments that yield consistently improved results
over the baseline HMM algorithm that has been described in
this section. It should be noted that the results that will be
presented are off-line evaluations of system performance and
assume that all of the training and test data is available for
evaluation purposes. Also, all speech data has been screened to
remove any known impostor attempts and incomplete or
incorrect responses.

3. EXPERIMENTAL DATABASES

3.1 Speaker Verification Trial Database

A six month field trial of an HMM-based speaker verification
system in a banking application was completed recently.
Users of two automated teller machines (ATMs) were asked to
pass a voice authorization step before proceeding with their
normal ATM banking activities. To be authorized, enrolled
bank customers were prompted to repeat a randomly generated
4-digit string, a "voice PIN", into a handset connected to the
machine. The vocabulary consisted of the digits ’0’-’9" and
oh’. A total of 293 bank customers, 171 adult male and 122
adult female, enrolled for the trial as shown in Table 1.

The database consisted of recordings of customer enrollment
and trial attempts. To enroll, customers repeated a common set
of 18 4-digit phrases. Enrolled customers tried to pass the
voice authorization step by repeating a randomized 4-digit
string that they were prompted for, and their responses were
recorded.

The database was partitioned into separate development and
evaluation sets. A speaker independent model needed for
automatic word segmentation was built using data from the
development set. This model was subsequently also used for
score normalization. The evaluation set was used for
measuring the performance of the verification system. The 50
customers who used the system most often during the trial
comprised the "true speaker” set. On average, each of the
customers in this set had used the system 75 times. The
remaining 195 customers formed the "impostor” set. Since the
trial used random 4-digit utterances, as opposed to individual
fixed passwords, we were able to simulate impostors rather
easily by pairing a customer’s speech model with enrollment
and trial speech samples from all customers of the same gender
who are part of the impostor set. An average of 330 impostor
utterances were simulated per customer using this method.
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Table 1: Evaluation Database for the SV Trial

Partition No. customers Avg. Fles/customer
SI Model Training 48(29M/19F) i8
True Customer Training 50(27M/23F) 18,36
True Speaker Testing 50(2TM/23F) 75
Impostor Testing 195(115M/80F) 330
Total ‘ 293(171M/122F) n/a

While the original trial data consisted of 18 training phrases
per customer, a second experiment involving augmenting the
original training data with early trial attempts was also carried
out, so that a total of 36 phrases were available for training.

3.2 YOHO Speaker Verification Corpus

For comparative evaluation, we used a second database whose
performance is widely reported in the literature [6]. We used
the YOHO speaker verification corpus which has a task similar
to that of this trial. It consists of recordings of "combination
Jock" triplets spoken by 138 speakers over a single
microphone. A typical example of a triplet from the database
would be the utterance "twenty six - eighty one - fifty seven”.
The words that comprised the triplet were modeled as whole
words in a manner similar to that suggested by Higgins et al
[5]. There are 4 enrollment sessions each consisting of 24
triplets for each speaker and 10 verification sessions each
containing 4 verification attempts collected over a 3 month
period. Two separate experiments were carried out for each
speaker. One used only 24 training phrases from the first
enrollment session, and the second used all available 96
training phrases. Table 2 shows the partitioning of the dataset.
Unlike the SV trial, it should be noted that the YOHO dataset
was not split into independent development and evaluation sets
due to the relatively smaller number of speakers. Speech data
from the first enrollment session of each of the speakers in the
YOHO corpus was used to build the speaker independent
model. An average of 200 same-gender impostor break-ins
'were simulated for each speaker from the rest of the YOHO
speaker population.

Table 2: Evaluation Database for the YOHO Corpus
Partition No. customers | Avg. Files/customer
SI Model Training 138(106M/32F) 24
True Customer Training | 138(106M/32F) 24,96
True Speaker Testing 138(106M/32F) 40
Impostor Testing 138(106M/32F) 200
Total 138(106M/32F) n/a
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4. SINGLE COHORT NORMALIZATION

Significant improvements in HMM-based verification
performance have been reported by using a likelihood ratio
scoring technique [3]. It can be viewed as a dynamic way of
adapting to variations across different trial attempts by
comparing the verification score obtained using the baseline
SD model with a "competing cohort” model. The cohort
normalized score is obtained by taking the difference between
the baseline SD HMM model score and a cohort model score
for the incoming utterance. Choices of cohorts vary from
using the models of those persons that score closest (largest
average log likelihood) on a paired test, to using a fixed set of
cohorts (4 or 5) for the entire population [3]. Both these
approaches demand higher computational tequirements. With
this in mind, we chose a normalization technique that used a
single population cohort model which was the same one used
for segmentation purposes earlier. Since the cohort model for
the SV trial is built using a population that is independent of
the evaluation set, we consider it to be a fair approach. In
comparison, due to the relatively smaller number of speakers
in the YOHO dataset, we chose to train the cohort model with
all available speakers. This technique of score normalization
using a single cohort greatly improves verification
performance as will be shown in the results section.

5. MODEL RETRAINING

Model adaptation usually entails ongoing weighted updates of
model parameters as customers use the. verification system.
Such techniques, while being quite effective, have the
limitation of not allowing for increased model complexity to
better capture intra-speaker variability across sessions. An
alternative approach, that is taken here, is to retrain a speaker’s

models with an expanded training set that includes the early-

test utterances. By doing so, we are able to increase the
number of mixtures in the models. In particular, for the SV
trial, we increased the training set size for the fifty customers
from 18 to 36, thus increasing the average number of training
tokens per digit from 7 to 14. By training with this larger set,
we saw a significant increase in performance accuracy.
Similar gains were also observed by using 96 training files (36
tokens/word) instead of 24 training files (9 tokens/word) in the
YOHO corpus. Of course, this approach of using the early test
attempts to augment the limited ftraining data has the big
limitation of being very vulnerable to impostor break-ins. It
should be noted that model adaptation has a similar deficiency
although incremental updates make it less vulnerable.

6. FIXED VARIANCE EXPERIMENTS

Since there are only 7 tokens per digit in the training set for the
SV trial, the model variance estimates derived from the K-
means clustering approach are poor and result in erratic
performance. This is an important factor in explaining the
poor baseline performance. This situation can be remedied by
replacing inaccurate variance estimates with a more

EUROSPEECH ’95, Madrid, Spain, September 1995

representative global estimate [7]. Two such values were
experimented with. One fixed set of variances was derived by
averaging the model variances of the speaker independent
model across all states and mixtures for each feature. A
second variance estimate, which was speaker-specific, was
calculated by averaging the model variances of the customer’s
model across all states and mixtures for each feature. It was
thought that this second approach might capture any speaker-
specific variability that may be présent. Both these variance
estimate techniques greatly improve performance when
compared with the original K-means estimate.

7. RESULTS

For this study, we use the receiver operator characteristic
(ROC) curves which plot false accept rate of impostors as a
function of false reject rate of true customers and the resulting
equal emror rate (EER) serves as a single measure of
performance. A pooled distribution of all true customer scores
versus impostor scores shows the overall degree of separation
of the two classes. The resulting pooled equal error rate may
be useful for comparative algorithm and feature set evaluation
purposes. In practice, the score threshold corresponding to the
pooled EER is not a good threshold for every speaker.
Customer-specific score thresholds can be chosen and the
mean individual EER serves as better estimate of overall
performance when suitably large true customer data is
available. We report both pooled EER and mean individual
EER (EER).

7.1 Results with SV Trial Data

We have investigated the use of three methods to improve the
accuracy of an HMM-based speaker verification system that
was used for secure access to an unattended banking
application. Table 3 summarizes our results. The baseline
verification HMM system based on raw scores yielded an
average individual EER of 18.4%. The combined use of fixed
model variances and a single population cohort model
improved the average individual EER to 4.5%. By increasing
the training data size per customer from 18 files to 36 files, the
verification accuracy further improved to an average individual
EER of 1.5%. This represents an order of magnitude
improvement over the baseline system.

Table 3: Equal Error Rates for the SV trial

Training
Algorithm 7 tokens/digit 14 tokens/digit
Pooled | EER | Pooled | EER
Baseline (raw score) 237% | 184% | 144% | 10.1%

Only Cohort Normalization || 16.1% | 10.0% | 4.0% 1.7%

Cohort Norm + Global Var 5.7% 4.1% 2.4% 1.6%

Cohort Norm + SD Var 6.9% 4.5% 2.2% 1.5%
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MFCCs are used. The PLU is modeled by a 3-state
left-to-right HMM with no skip between states. A to-
tal of 20 phonemes, as shown in Table 1, were found
enough to transcribe the spoken numbers in the YOHO
database.

In NTN training, 96 utterances (total 240 sec) of
each speaker and those of other speakers are labeled
and used to train speaker-specific phoneme NTNs. Dur-
ing testing, both the speaker verification and identifi-
cation experiments were performed. The utterances in
the same testing session are used for testing. The av-
erage length of the connected utterance in each session
is about 10 sec.

In speaker verification experiments, each speaker is
treated in turn as a claimant. For each claimant, utter-
ances spoken by speakers of the same gender other than
the claimant and the claimant’s cohorts are selected as
impostors. In other words, those who are in the cohort
set of each speaker are excluded as impostors, and there
is no testing between speakers of different gender. This
arrangement is to avoid an optimistic bias, and make
the error estimation closer to what may be found in
the real world. The models are trained to inhibit the
cohort speakers. If the cohort set speakers are not ex-
cluded as impostors, they are likely to be rejected. The
scores are cohort normalized with a set of the 5 closest
cohort speakers, then compared with a global thresh-
old. A decision of acceptance or rejection is made after
comparing the cohort normalized score with a global

threshold.

In the speaker ID experiments, the score is mea-
sured by applying the phoneme segments of an ut-
terance to the corresponding phoneme-based NTNs of
each speaker. By comparing the scores of the utter-
ance over all the speakers, the one with the largest
confidence is identified.

Experiments to evaluate the effectiveness of using
phonetic weighting in speaker recognition were also con-
ducted. The same data set as described above was used
for training and testing. The phoneme-based NTNs
were trained by the same procedure as above. In con-
trast to the conventional scoring method, the NTN
scores corresponding to each phoneme are multiplied
by the speaker-dependent phonetic weights. The fi-
nal confidence measure of a utterance is given by the
weighted combination of these NTN scores.

The results in Table 2 show that the phoneme-based
NTN performs better than the HMM both in verifi-
cation and identification experiments. Applying the
phonetic weighting scoring method to phoneme-based
NTN can further improve the speaker verification per-
formance. In speaker identification, no improvement
was observed by applying phonetic weighting. It is
probably because of the performance has reached its
ceiling (4 errors out of 1380 trials) in the speaker ID
experiment.
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classifier Error Rate
Verification EER. | ID Error
NTN (No Weighting) 0.36% 0.29%
NTN (Weighting) 0.32% 0.29%
HMM 1.66% 0.43%

Table 2: Speaker verification performance on YOHO

5. SUMMARY

We have proposed a phonetic weighting scoring method
used to compute the scores for the phoneme-based NTN
classifiers. The new approach has been evaluated by
the text-dependent speaker verification experiments.
Since the subword NTN classifier is trained with the
discriminant error measure for each speaker, it is shown
to provide better discriminant ability than the conven-
tional HMM classifier. The verification performance
can be further improved by applying phonetic weight-
ing scoring method.
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