Eurospeech.1995-444

o4

) |

10.214:

ISCA Archive

http://www.isca-speech.org/archive

4™ Eyropean Conference on
Speech Communication and Technology
EUROSPEECH 95
Madrid, Spain, September 18-21, 1995

INTEGRATING NATURAL LANGUAGE INTO THE WORD GRAPH SEARCH FOR
SIMULTANEOUS SPEECH RECOGNITION AND UNDERSTANDING.!

Stephanie Seneff, Michael McCandless, and Victor Zue

Spoken Language Systems Group
Laboratory for Compuier Science
Massachusetts Institute of Technology
Cambridge, MA 02139 USA

ABSTRACT

This paper describes work aimed towards replacing tra-
ditional N-gram language models in a recognizer with a
more linguistically motivated language model. We report
on experiments involving an A* search through a large
word graph of candidate hypotheses, within the ARPA
ATIS domain. We show that the TINA natural language sys-
tem, when properly trained, can compete favorably with
a traditional word class 4-gram language model, both in
terms of raw recognition performance and overall under-
standing ability.

INTRODUCTION

One of the critical research issues in the develop-
ment of speech understanding systems is the mech-
anism by which the speech recognition (SR) compo-
nent interacts with the natural language (NL) compo-
nent in order to obtain the correct meaning represen-
tation. Linguistic knowledge (e.g., syntax, semantics,
and discourse) plays several crucial roles in a speech
understanding system. First, it must understand the
meaning of an utterance, so that appropriate actions
can be taken. Second, it should tolerate recognition
errors, since an error-free transcription cannot always
be expected. Finally, it can help constrain the speech
recognizer’s search space by confining the recognizer
to theories that are meaningful.

At present, the most popular integration strat-
egy is an N-best interface [1, 11, 12], in which the
recognizer can propose its best N complete sentence
hypotheses? one by one, stopping with the first sen-
tence that 1s successfully analyzed. Thus, the NL
component acts as a filter on whole sentence hypothe-
ses, which had been preselected on the basis of acous-
tic scores combined with n-gram language model scores.

Frequently, many of the candidate sentences in the
N-best list differ only in regions where the acoustic
information is not very robust. While confusions such
as “an” and “and” are acoustically reasonable, one of
them can often be eliminated on linguistic grounds.
In fact, many of the top N sentence hypotheses could
have been eliminated before reaching the end if syn-
tactic and semantic analyses had taken place early
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2N can be set based on a trade-off between accuracy and
computation.
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on in the search. Furthermore, 1t is ineflicient for
the NL system to treat each sentence as a completely
separate hypothesis. One possible control strategy,
therefore, is for the SR and NL components to be
tightly coupled, so that only the acoustically promis-
ing hypotheses that are linguistically meaningful are
advanced. Early integration of the SR and NI com-
ponents also has the benefit of potentially eliminating
the need for a statistical n-gram, which is difficult to
obtain without a sufficient amount of training data.

The NL component of our conversational systems,
TINA, was designed specifically for spoken input [9].
It has always been our intent to incorporate NL con-
straints early into the recognition process, and to
have TINA tightly coupled with suMMIT, our speech
recognition component. In 1991, we obtained promis-
ing empirical results on a tightly coupled integration
strategy in the VOYAGER domain [3], but the NL sys-
tem could only accept sentences that received a com-
plete linguistic analysis. We later introduced a robust
parsing strategy in TINA [8], applied to the ARPA Air
Travel Information Service AT1S domain [7], to accom-
modate spontaneous speech phenomena including dis-
fluencies and agrammatical sentence constructs. The
robust parsing algorithm was initially implemented as
a two-stage process, but was later reformulated into a
layered bigrams framework [10], allowing “full parse”
and “robust parse” theories to compete side by side
according to their scores.

Recently, speech recognition researchers have de-
veloped the capability of generating a word graph rep-
resentation [4, 5] that efficiently captures the possi-
ble word sequences in a very deep N-best list. This
representation offers the opportunity to explore an
integration strategy that involves parsing partial the-
ories proposed from the word graph. Now that our
NI system is able to accommodate disfluent speech
in an integrated fashion, we can return to the issue
of full integration, without limiting coverage to full-
parse theories. In this paper, we report on experi-
ments that process precomputed word graphs to pro-
duce a final theory, where TINA is used in place of
a word class 4-gram language model. We report on
both raw recognition performance and overall under-
standing ability, for the December ’94 test set, in the
ATIS domain.
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THE TINA FRAMEWORK

TINA [9] is based on a context-free grammar aug-
mented with a set of features used to enforce syn-
tactic and semantic constraints, and a trace mecha-
nism to handle movement phenomena. The grammar

is written by hand, and the rules are automatically

converted to a set of sibling-sibling transition prob-
abilities conditioned on the parent3. Essentially, the
rules are broken apart into a set of trigram proba-
bilities capturing both spatial (parent) and temporal
(left-sibling) conditioning contexts. The left sibling
may or may not share the same parent. The proba-
bilities are trained by tabulating counts in parse trees
obtained automatically from a large set of training
sentences. The grammar rules encompass both syn-
tactic and semantic information, and categories be-
come more specific at greater depths of the parse tree.
An example parse tree for the sentence “What meals
does the earliest flight serve,” is shown in Figure 1.
The left-sibling and parent are the categories occupy-
ing cells just to the left of and just above any given
category name in the structure.

The context-free rules contain no information about

agreement constraints. Instead, features are associ-
ated with the calegory names, and unifications apply
based only on the category, not on the rule. Termi-
nal words that have feature values unify them with
whatever feature pattern is delivered to them by their
parent/left-sibling during the parse process. Syntac-
tic features enforce constraints such as subject-verb
agreement, and semantic features are particularly im-
portant for constraining gaps.

The top level rules of the grammar allow a great
deal of flexibility, permitting the parser to derive a
partial parse for all but the most unwieldy sentences.
A sentence is expected to begin with a “full parse”
segment, but it may also skip one or more non-content
or unknown words at the beginning. The parse can
continue to either skip words or parse fragments until
it reaches the end of the sentence. Tabulations on
counts for the top level transitions are maintained in
the same way as all other counts, and are used to
derive the top-level transition probabilities. In this
way, full-parse and partial-parse theories can compete
side-by-side according to their probabilities.

EXPERIMENTAL DESIGN

Qur experiments involve comparing the perfor-
mance of TINA against that of higher-order n-grams,
on criteria of both recognition and understanding ac-
curacy, within the ARPA ATIs task, evaluated on the
981 utterances in the December 94 test set. These
utterances have been annotated with specified refer-
ence answers, provided by expert annotators. In our
official evaluation, the hypotheses underwent an ad-
ditional stage of refined acoustic modelling to further
improve recognition accuracy. We have omitted this
stage for these experiments, both in order to simplify
the experimental design, and because we suspect that

3LHS of the set of rules sharing the same left-hand category.
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such refined acoustic computation may not be practi-
cal in live systems, due to its excessive computational
demands.

The grammar developed for the ATIS experiments
reported here contained 920 preterminal categories
and a vocabulary of 1125 words. TiNA’s vocabulary is
significantly smaller than the recognizer’s vocabulary,
which contained essentially every word that appeared
in the training data. There were some 300 words that
were known to the recogmzer but unknown to TINA.
Tina’s rules allow these words to be skipped. The
grammar was trained on about 25,000 sentences that
had been collected by the ARPA community over the
past several years [2]. TINA does not achieve full cov-
erage - in spite of the partial-parse and skip-word
options it is unable to come up with any complete the-
ories for about 4% of the sentences, for both training
and test corpora. Typically, this is because critical
content words (which cannot be skipped) appear in
nonparsable contexts.

Recognition Algorithm

Speech recognition is performed by suMMIT [13],
a segment-based SR system. The signal represen-
tation consists of 14 mel-scale cepstral coefficients,
computed for each five millisecond frame. A segmen-
tation algorithm proposes a set of possible segments
for the entire utterance. For each proposed segment,
a set of 36 measurements is computed from the mel-
scale cepstral coefficients associated with the frames
around the segment. A mixture diagonal Gaussian
classifier is then used to classify each segment, pro-
ducing a vector of scores, one score for each of the 87
phones. Finally, a two-stage search is guided by a bi-
gram language model to produce a word graph. The
first stage uses a time-synchronous Viterbi search to
obtain an upper-bound estimate of scores to the end
of the sentence for each partial hypothesis, and the
second stage constructs the word graph using a mod-
ified A* search [4].

This word graph is the starting point for our ex-
periments. It represents, typically, a very long N-
best list (up to several million for long sentences) in
a graph structure that defines the connections pair-
wise among the promising word candidates. This
word graph is searched in a third pass, using either
TINA or an appropriate higher-order n-gram as a lan-
guage model. The outcome is an N-best set of whole
sentence theories, from which the best-scoring one is
selected for evaluation. We evaluate the quality of
the sentences in two ways: via a strict word-accuracy
criterion, and through a step which involves running
our ATIS NL processing on entire dialogues, and eval-
uating the responses [13] using the NIST MIN-MAX
standard.

Search Algorithm

Our search makes use of an A* algorithm to ex-
plore the word graph. All partial theories have avail-
able an estimate of the future score, obtained via
the aforementioned Viterbi pass. This search is not
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FULL-PARSE

Q-SUBJECT DO-QUESTION
WHICH I MEAL DO SUBJECT PREDICATE
DEF FLIGHT-MOD FLIGHT-EVENT VP-SERVE
SUPERLATIVE-TIME FLIGHT SERVE | MEAL-OBJECT
what | meals | does | the earliest flight serve *trace®
S: food | N: sing N: sing M: root S: food

Figure 1: Parse tree for the sentence, “what meals does the earliest flight serve,” in “layered-bigrams” format. Probabilities
are conditioned on the parent and the left sibling, for all categories and words in the structure. Whenever the left sibling
cell is vacant, the first occupied cell above the vacant cell is taken to be the left sibling. The last row indicates feature values
that are verified/unified in the parse. The special marker “*trace*” is associated with the Q-SUBJECT substructure through

a pointer mechanism.

admissible, which means that the first theory out
may not be the best-scoring hypothesis. However, we
have found empirically that an N-best list of length
6 is sufficient*. The highest scoring candidate from
among the top 6 is selected as output, to be scored
both for recognition accuracy and understanding ac-
curacy.

In the case of TINA, the recognizer passes a par-
tial parse theory to the parser, along with a potential
next-word candidate. The partial theory contains a
set of all partial parses that are possible for the unique
sequence of words back to the beginning of the sen-
tence associated with the theory. TINA extends each
parse in turn, exhaustively, to the specified next word,
and returns a complete list of all the new theories,
sorted by probability. TINA has no knowledge of the
actual time, and all theories that have the same word
sequence share the same TINA theory, regardless of
their end time. Only the score of the most likely parse
theory is used to augment the acoustic score for the
recognizer theory. TINA’s parse algorithm is designed
to take advantage of a great deal of structure shar-
ing among competing theories. Many of the higher
level parse nodes are shared by multiple theories, and
new structures are built up only incrementally as the
need arises. The TINA word graph search computa-
tion takes on average ten seconds elapsed time per
utterance on a Sun Sparc 20, with a few intractable
utterances consuming a disproportionate percentage
of the total time.

EXPERIMENTAL RESULTS

In this section we give the overall performance of
the various systems, with regard to language model
constraint, recognition error rate, and understanding
error rate. It should be noted that even when the
correct orthography is provided to the understanding
component, there is still nearly a 10% understanding
error, due to problems in NL processing. This rep-
resents an upper bound on our overall understanding
accuracy.

Perplexity

Computing the perplexity for an NL system is
not nearly as straightforward as it is for an n-gram.

*This was based on a result for the 4-gram where length 100
gave the same performance as length 6.
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Model | Perplexity | Number of | Word Response
Params. | Error (%) | Error (%)
bigram | 13.0 14744 8.1% -
4-gram | 10.2 56837 6.9% 16.8%
TINA |12.3 39245 6.7% 16.0%
[trigram[ 104 [35469 [6.7% [167% |

Table 1: Comparison of various language models in terms
of perplexity, total number of parameters, word error rate,
and understanding error rate (Response Error). Note that
the response error is upper-bounded by the 9.6% error ob-
tained with perfect orthography as input.

TINA’s framework makes it easy to calculate a prob-
ability for each word in the sentence, as a product
of the conditional probabilities along its parse path
up to its merge point with the left sibling. How-
ever, TINA in general produces several distinct parse
trees for a given sentence, and only one of these is
actually selected. It is difficult if not impossible to
compute what percentage of the space is lost to such
alternate parses, but the net effect is that the com-
puted perplexity is an upper-bound measure. Fur-
thermore, TINA uses unification to enforce syntactic
and semantic agreements, leading to further losses in
the probability space. Given these caveats, the re-
sulting perplexities for TINA and for various n-grams
on the December ’94 ATIS test set are shown in Ta-
ble 1. All perplexities were normalized with respect
to the total word count based on TINA’s vocabulary.
Sentences that TINA fails to parse are omitted from
the perplexity calculations for all models.

Overall Performance

Table 1 summarizes the results of our experiments.
Focusing for the moment on the first three rows, we
see that both the 4-gram and TINA were able to sub-
stantially improve the bigram recognition results (re-
ducing word error rate by 15% and 17%, respectively),
although TINA holds a slight advantage over the 4-
gram. This advantage is even more significant when
one compares understanding performance - presum-
ably due to the fact that the latter system is better
matched to the NL component, as well as TINA’s supe-
rior ability to capture high-level linguistic structure.

For completeness, we decided to obtain recogni-
tion and understanding results for a trigram as well,
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which is shown in the last row of Table 1. We were
quite surprised to discover that the trigram language
model also outperformed the 4-gram, coming 1n at
precisely the same recognition performance as TINA.
However, we found that the trigram results for under-
standing are still inferior to TINA’s - it gained only one
additional correct utterance over the 4-gram results.

SUMMARY AND FUTURE PLANS

This paper describes experiments designed to as-
sess the ability of a properly trained NL system to
substitute for a traditional n-gram as the constrain-
ing language model for a recognizer. We showed that,
within the ATIS domain, our NL system TINA com-
pared favorably with the 4-gram language model we
had used for our official evaluation, both in terms of
recognition accuracy and understanding accuracy, on
the December ’94 test set. In spite of the fact that
TINA had fewer parameters, a higher measured per-
plexity, and less coverage, it achieved a recognition
error rate of 6.7%, as contrasted with 6.9% for the
4-gram, and an understanding error rate of 16.0% as
contrasted with 16.8% for the 4-gram. These results
are especially surprising in light of the fact that the
measured perplexity for TINA was substantially higher
than that for the 4-gram (12.3 vs 10.2). The standard
perplexity measure may not be an appropriate indi-
cator, due to difficulties in computing its true value
when using linguistically motivated models.

While we are encouraged by these results, much
work remains to be done. Our ultimate goal is to
incorporate TINA directly into the active search of the
“real-time” recognizer that interacts with live users
through a mixed initiative dialogue. If we can achieve
such a goal, then we will be able to take advantage
of dynamic adaptation of the language model based
on the dialogue context. For instance, if the system
asks “What date will you be travelling on?” then
the response “today” should be far more likely than
the acoustically similar response, “to Dayton.” Such
enhancement would be very difficult to implement in
an n-gram language model, whereas with TINA only
a few well-specified parameters characterizing dates
would need to be enhanced.

The process of generating word graphs is at present
still too slow to be affordable in a live system. How-
ever, they provide an excellent environment in which
to explore ideas of score normalization and pruning.
The word graphs provide a future estimate of the
score to the end of the sentence to use for normal-
1zing partial theories of differing lengths. If we can
design search algorithms that do not make use of this
future estimate, perhaps modelled along similar lines
as the Lincoln Laboratory single-pass recognizer [6],
then we should come closer to achieving a real-time
design. We can thus use the word graphs to explore
search algorithms that ignore the future estimates,
ultimately incorporating them into a fully integrated
system, where the Viterbi pass can then be omitted
altogether.
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