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ABSTRACT

The Philips automatic train timetable information
system AIS provides accurate information about train
connections between more than 1100 German cities
over the telephone [2]. Its speaker-independent speech
recognizer is monophone-based and uses continuous-
mixture densities.

Most of the CPU time is spent on log-likelihood
computation. For realtime operation, the number of
densities had to be limited, sacrificing accuracy.

To overcome this restriction, we developed a fast
hierarchical within-mixture nearest neighbor search
with logarithmic computational effort. The method
degrades recognition accuracy by roughly 2-7% rel.,
but on the other hand allows for a larger number of
densities to be processed. With the new method, the
AIS log-likelihood computation was accelerated by a
factor of nine retaining optimal accuracy.

1. INTRODUCTION

In continuous-mixture density systems, the emission
probability density of an HMM state s is modelled as
a weighted sum of prototype densities. In the Philips
system, the sum is approximated by the maximum [1].
For Gaussian densities, the negative log-likelihood for
a given observation vector o € RP is computed as

] 1 D
—logpojs(ols) =~ min { log o +5 log 2
+ % logdet K &

+ ';'(0 - /‘s,k)TK:'Ilg(o - ,U'a,k)}-
with density k’s mean p, ), covariance matrix K, g,
and the density’s mixture weight wi. (-)7 denotes
matrix transposition.

In a straight-forward implementation, this nearest
neighbor (NN) search! requires the computationally
intense calculation of N weighted distances per
mixture, which needs more than 60% of the CPU
time in our AIS application. Thus, a reduction of
their number is desirable.

A number of methods have been developed so
far. Beyerlein [3] investigated the application of the

In the sense that the one with the minimal negative
log-likelihood is regarded the “nearest” neighbor.
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triangular inequality. Bocchieri [4] described the use
of a vector quantizer to preselect densities far from
the observation; the distances to these are then only
approximated. [5], [6] and [7] use tree-organized
vector quantizers for that purpose. Furthermore, a
very efficient method of using a Hamming-distance
approximation of distances is described elsewhere in
these proceedings {8].

The method we will describe uses a B-nary vector
quantizer for the within-mixture NN search (with B,
the branching factor, typically being 4 or 8). This
technique was applied to NN pattern classification in
1991 by Miclet and Dabouz [9].

The search requires only B -logg N distance
computations rather than N. In certain setups, only
(B — 1) -logg' N scalar products plus one distance
computation are already sufficient.

B-nary quantization imposes a constraint on
the acoustic models, slightly degrading recognition
accuracy. This degradation can be reduced by a
heuristic second-best strategy.

2. TREE-ORGANIZED DENSITIES

The N densities of a mixture divide the feature
space into N cells’. In our method, these cells are
hierarchically organized in a B-nary tree.

dg dgdip dy1dqz dyzdig dis

Figure 1: Hierarchical representation of a mixture’s
densities (N = 8) as a binary tree {B = 2). The leaves
represent the actual mixture component densities, and the
intermediate nodes the parent densities approximating
their offspring. di is not required in the search.

The top tree level comnsists of B cell clusters, each
of which contains % cells (or possibly less if N is not

2To be exact, there can be more if the densities’
variances vary a lot. The formulae given in this paper
implicitly handle this.
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a power of B). A cluster is represented by a tree
node. Each cluster, in turn, is divided into B clusters,
represented by the nodes’ children. The tree leaves
stand for the actual densities.

Figure 1 illustrates the densities’ hierarchical
representation as of a binary tree (B = 2). Figure 2
shows the cell boundaries of a tree of four densities in
a two-dimensional example.

We now assume it is sufficient to model each cluster
by a single “parent” density, i.e. the cluster to which
an observation belongs is found by a NN search over

these parent densities. This model assumption usually.

does not hold and, thus, imposes a constraint on the
acoustic model, such that the maximum-likelihood
training criterion cannot be fulfilled as optimally as
without the constraint.

cell boundary on
top tree level

.|d4 oy,
2nd level cell | .
boundary \ .- y q \an level cell
boundary
‘04,

e .
ds <— unconstrained

cell boundary

Figure 2: Two-dimensional example of cell boundaries in
a binary tree of four densities (dots), assuming identical
variances for each. The constrained cell boundaries are
drawn as thick lines, and the unconstrained as thin lines.
The dotted lines symbolize the tree.

Given a mixture’s density tree, the branch-and-
bound algorithm described below is used to determine
the correct cell in the sense of the constraint. However,
the NN will be missed sometimes. In figure 2, all
observations in the shaded area are misclassified®.

3. SEARCH STRATEGY

The NN of the observation vector o is searched for
by a branch-and-bound algorithm (tree search). On
each level, beginning at the top of the tree, the closest
cell cluster is found by computing the likelihoods
for the respective nodes of this level. The tree
is traversed down the closest cluster until a leaf is
reached, which is regarded as the NN. For each of
the logg N tree levels, this requires B computations,
yielding a total of B -logg N likelihood computations
(plus some negligible overhead for traversing the tree).

This strategy can be enhanced by using pairwise
comparisons, t.e. evaluating discriminant functions
gi;{0): first find out whether the observation o is
closer to cluster 1 or cluster 2. Then proceed by
comparing the better one to cluster 3. Now compare

3Due to this fact, it is possible to increase the
overall likelihood (and thus, recognition accuracy) by
simply removing constraint, even without retraining of
the densities’ mean and covariances.
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the closest of these 3 to cluster 4 etc., until all clusters
have been processed.

For B clusters, only B—1 out of B-(B—1)/2 possible
pairs have to be considered to identify the cell that
contains o (as opposed to B likelihood calculations in
the direct implementation).

In AIS, we assume only a single scalar variance per
Gaussian (K = I -02 ) for efficiency. With this, we
obtain
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and the CPU effort of evaluating g;;(0) becomes
comparable to a likelihood computation. With the

- decomposition*
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Since most terms either have to be computed only
once per frame or only once at the recognizer’s startup
phase, this improves search to basically (B—1)-logg N
scalar products plus one log-likelihood computation
for the actual leaf (and some small overhead).

A similar technique can be applied if the covariance
matrix is tied among all densities of a mixture. With
K, = K, cell boundaries are hyperplanes, and
checking the sign of g;;{0) reduces to comparing a
precomputed constant to the scalar product of the
hyperplane’s normal vector and the observation.

4. CLUSTERING METHOD

For each state’s mixture, we obtain the tree structure
during acoustic training from the implicit binary
hierarchy generated by the k-means clustering of the
N mixture components. From the resulting binary
tree, a B-nary tree is derived by leaving out the
according tree levels (assuming B is a power of two).

The maximum-likelihood estimate of each parent
density 'd, can be computed directly from its children

*On modern CPUs with special MAC (multiply-and-
accumulate) support, this decomposition usually provides
the most efficient way of computing Euclidean distances.
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dap and dapy;. Let p; be density i’s mean, K; the
covariance matrix, and M; the number of observations:

My = Map+ Mapys
Mo, Mopi1
Bp = M+ Bop+1
P Mp 74 Mp 72
M, Mopia
K, = —K P K
P Mp 2p + Mp 2p+1
Map Mapia

T (H2e —Hap+1)(pap — prap41)”
¥4

We found it to be essential to already apply the
tree search method consistently during the k-means
clustering. However, the k-means algorithm, restricted
in this way, only performs a local optimization at each
tree node that does not necessarily lead to a global
optimimum (figure 3 gives an example).

top level —
boundaries
°
™
° ®
'} [ ]
( * A
° 2nd level
2nd level boundaries
boundaries

Figure 3: Example of suboptimality of the local likelihood
optimization (B = 2, tree two levels deep). Here, each dot
denotes an observation. The cell boundaries obtained by
local optimization are drawn as thin lines. The globally
optimal boundaries are drawn in thick lines.

5. EXPERIMENTS AND RESULTS

The method was developed and tested in the context
of our automatic train timetable information system
AIS [2]. Its speaker-independent recognizer uses forty
3 - 2-state context-independent phoneme models with
continuous-mixture densities (see [1] for details). The
recognition lexicon has 1850 entries.

Training and test corpora consist of German real-
life train schedule inquiries (spontaneous utterances
recorded over the telephone network during an ongoing
field test).

The system was trained on 8793 utterances compris-
ing a total of 7.3 hours of speech data of which 47% was
actually labelled as silence. The test corpus consists
of 2278 utterances (1.5 hours of speech) making up a
total of 7078 spoken words, 224 of which are out of
vocabulary.

The recognizer outputs a word graph® for each
utterance {for the subsequent speech understanding
stage). In this paper, all word-error rates shown
were obtained by extracting from these graphs the
best sentences according to a bigram model (test-set
perplexity 68). For each result, an individual language

5A detailed description of the word graph generation
algorithm can be found in [10].
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Table 1: Effect of branching factor on hit rate and
recognition rate for 6 splits (about 7600 densities). The
last row gives the result obtained without using trees for
comparison.

B | Nesy | hit sub/ins/del | WER | rel.

rate loss

2 | 11.0 | 70% | 1216/207/318 | 26.3% | 7.3%
4 | 119 | 76% | 1261/338/280 | 26.0% | 6.1%
8 | 15.9 | 82% | 1214/337/280 | 25.0% | 2.0%
16 | 20.0 | 80% | 1223/333/278 | 25.2% | 2.9%

[64 633 [ 100% [ 1135/254/322 [ 24.5% | — |

Table 2: Effect of tree—structured search at different
acoustic resolutions (4 to 8 splits, i.e. N a0 2*,2°,...,2%).
Of each pair of lines, the first contains the result obtained
without using trees, while for the second, a quaternary
tree (B = 4) was used.

splits | num. | Ny hit WER | rel.
dens. rate loss
1936 | 16.0 | 100% | 26.7% | —
1929 7.6 88% | 27.8% | 4.1%
3862 | 31.9 | 100% | 24.9% | —
3838 | 10.0 | 78% | 26.5% | 6.4%
7655 | 63.3 | 100% | 24.5% | —
7543 119 | 6% | 26.0% | 6.1%
15049 | 124.8 | 100% | 24.4% | —
14539 | 13.9 | 67% | 25.5% | 4.5%

28998 | 242 | 100% | 24.3% | —
26861 | 15.7 | 65% | 24.8% | 2.1%

00 O[] ~I ~J[] O || Ot O > W

model scaling factor and a word insertion penalty were
optimized on the test set graphs.

Table 1 shows the effect of the branching factor
B on recognition accuracy and the hit rate (how
often the NN was actually found). N.;; denotes the
number of distances per mixture actually computed
(not employing the technique described in section
3). While the computational effort is identical, the
quaternary tree (B = 4) performs better than the
binary tree. The octal and 16-ary trees are even
better, but require more CPU time.

Table 2 shows the relative degradation of recog-
nition rate for different acoustic resolutions (using
quaternary trees for maximum speed). The relative
loss of accuracy is between 2.1% and 6.4%. However,
without loss of accuracy, N.y; can only roughly be
halved.

In addition, it was also tried to improve hit rate
and recognition accuracy by also following the second
best child of a tree node if the decision was regarded
uncertain, i.e. if the log-likelihood difference between
the best and the second best child was below a given
threshold 7. Table 3 shows that, with this strategy, it
was possible to retain optimal accuracy (using about
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Table 3: Effect of uncertainty threshold 7' on hit rate
and recognition rate for 6 splits (N a2 64) and 8 splits
(N = 256) using a quaternary tree (B =4).

splits | T' | Nesy hit WER rel.
rate loss
| — [ 63.3 l 100% | 24.5% ——J

11.9 | 76% | 26.0% | 6.1%
142 | 8% | 25.8% | 5.3%
16.3 | 93% | 25.7% | 4.9%
184 | 95% | 25.3% | 3.2%

0
2
4
6
[—] 242 J100% [ 243% [ — |
0
2
4
6

—

CO OO OGO QO[] OO Oy Oy OO

15.7 | 65% | 24.8% | 2.1%
20.7 | 82% | 24.4% | 0.4%
26.2 | 8% | 24.2% | -0.4%
31.6 | 92% | 24.3% | 0.0%

29000 densities) while reducing the computational
effort by a factor of 9 — more than we needed for our
AIS application. However, at the medium resolution
of 6 splits, this vast improvement cannot be observed.

Table 4 shows one experiment in which we used
trees for training but not for testing, i.e. the cell
boundary constraints were released for testing without
retraining. For the low resolution (more severely
affected than the higher resolutions by constraints
imposed on the densities’ plac\ement), the relative
degradation caused by tree training is about 2%.
Thus, trees can also be used to speed up training
(the time required for the maximum resolution AIS
training with about 29000 densities was reduced from
108 hours to 25 hours).

6. CONCLUSION AND REMARKS

In this paper, we presented a fast hierarchical within-
mixture nearest neighbor search with logarithmic
computational effort.

In training and testing, this method speeds up log-
likelihood computation significantly if the number of
densities per mixture is relatively high. However, in
setups with a comparably small number of densities
per mixture, the gain from the described method is
expected to be much lower.

Our method was found to lead to a relative
degradation of recognition accuracy of roughly 2-7%
due to suboptimality in three points:

e the constraint imposed on the cell boundaries;

o local rather than global likelihood optimization
in training;
¢ hit rates below 100%.

The third point’s impact can be reduced or even
removed by a heuristic second-best strategy.

If the number of densities is limited by computation
time rather than by the amount of available training
material (as for AIS), the degradation can also
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Table 4: Effect if trees are used for training but not
for testing (third line), ie. releasing the cell boundary
constraints without retraining (B = 4, 4 splits, i.e. about
1900 densities).

tree used for Negy hit WER | rel..
training | testing rate loss
no no 16.0 | 100% | 26.7% | —
yes yes 76 | 88% | 27.8% | 4.1%
yes no 15.9 | 100% | 27.2% | 1.9%

be compensated for (or even overcompensated) by
increasing acoustic resolution (because of the speed-
up). However, this may be prohibitive in environments
with limited memory.

In total, the AIS likelihood calculation was accel-
erated by a factor of nine while retaining optimal
accuracy. Thus, the fast hierarchical within-mixture
NN-search has proven to be an efficient method
for significantly reducing likelihood calculation ef-
fort in continuous-mixture density speech-recognition
systems with high acoustic resolution.
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