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ABSTRACT

We describe a robust, N-best formant tracker. The
2 stage algorithm initially finds single formants or
parts thereof. In the second stage a robust dynamic
programming search with a wild card mechanism is
employed to find the N best consistent interpretation
of the initial formant information. The selection of
the correct formant tracks is delayed until after the
phonetic search, thus overcoming the lack of robust-
ness of traditional formant trackers by delaying the
final decision until after phonemic classification.

1. INTRODUCTION

We are building a knowledge—based, segmental speech
recognition system. Such systems have traditionally
used cepstral, spectral or related features as a basis
for segmentation and classification [1, 2]. However,
from our experience with spectrogram reading, we
know that formants are the single most important
source of evidence for the classification of phonetic
segments. Formants (especially their relative posi-
tioning) are the primary indicator for the classifica-
tion of vowels, liquids and glides [3]. In addition, the
formant transitions (where available) out of the pre-
ceding vowel or into the following vowel give strong
indications as to the place of articulation for the stop
and nasal classifications.

The usefulness of formant information has been rec-
ognized in the past and put to use in speech recog-
nition systems, most notably in CMU’s FEATURE
system [4]. However, the accuracy and reliability of
the formant trackers turned out to be too low for the
demands of speech recognition systems. Hence the
current focus on using spectral or cepstral represen-
tations in conjunction with mathematical tools such
as Hidden Markov Modelling.

Estimating the formants based on short term spec-
tral analysis can be done successfully in the case
where the local information is pronounced (e.g. [5]).
However, the more interesting case (in terms of ex-
pected improvements over cepstral / spectral signal
representations) is when the short time spectrum is
relatively flat or ambiguous. In that case the informa-
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tion regarding the location of the formants can only
be reconstructed by “tracking” the formants. Taking
a global view allows the algorithm to compensate for
incomplete local information.

We observed that for most sonorant segments, only
a few consistent interpretations of formants are pos-
sible. This led to the decision to design a formant
tracker which finds the N best interpretations rather
than the single best as has been done in the past
[6, 7, 8]. The N best interpretations are fed to a pho-
netic segment classifier. The results of these classifi-
cations are then used by a standard phonetic search
using language constraints (e.g. bigram) to find the
single best interpretation, thus overcoming the lack of
robustness of traditional formant trackers by delaying
the final decision until after phonemic classification.

This approach has several potential advantages
over more conventional segmental systems. For in-
stance, as has been pointed out by Allen [9], noise in
a particular frequency band influences all cepstral or
spectral coefficients. On the other hand, a formant
representation is more robust to such noise. Either
the noise is in a frequency band not occupied by a
formant in which case no distortion is observed, or
the estimation of the formant is obscured, but will be
recovered by using consistency constraints with re-
spect to the adjacent frames to estimate the formant
location. The same process will reduce the problems
for heavily glottalized speech as well as strong extra-
neous noise events such as clicks. Similarly, principled
speaker normalization should be more feasible when
formant frequencies are known explicitly [10].

Our current approach assumes that the speech is al-
ready pre-segmented into sonorant, obstruent and si-
lence segments, and only tries to find the N consistent
formant tracks within the sonorant segments. Hence,
we are able to avoid tracking problems across sono-
rant / obstruent boundaries as reported by Talkin
[11]. We have constructed such a segmenter for ear-
lier purposes, but intend to enhance it in the current
context.
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2. ELEMENTARY TRACKS

The goal of this first processing step is to identify indi-
vidual formants or parts thereof (elementary tracks).
This is similar to the initial processing step as pro-
posed by Laprie [6].

There are three basic mechanisms for generating
formant candidates for a given sonorant frame: com-
puting the complex roots of a linear predictor polyno-
mial [12], peak picking of a short-time spectral rep-
resentation [13], or analysis by synthesis {14]. In this
work we have chosen to pick peaks of a 20-th or-
der LPC spectrum to generate formant candidates
for each sonorant frame of speech. The spectrum
(0 - 4 kHz) is discretized into 32 frequency bands.
Therefore, the formant location is the index of the
frequency band.

We compute elementary tracks by connecting the
peak candidates of the LPC spectrum. Initially, all
peaks of the first frame of a sonorant segment are pos-
tulated as being the beginning of an elementary track.
Subsequently, for each frame, all current hypothe-
sized locations of elementary tracks are expanded by
a search for the next peak to connect to using a lim-
ited search horizon.

The start or the termination of an elementary track
(via unused peak candidates or lack of a connecting
point) defines a division of the sonorant region into
sub-segments. These sub-segments define the step
size of the dynamic programming search (described
below).

The example in Figure 1 shows that the LPC spec-
trum cannot resolve the apparent formant merge of
F2 and F3 in the beginning and the end of the
phoneme /r/ (partly due to the low energy of F3)
given the chosen model order. The same phenomenon
happens at the end of the retroflexed schwa /faxr/.
As can be seen in the bottom display of Figure 1, the
search will be able to “correct” those inaccuracies of
the signal processing step by using a wild card mech-
anism in a dynamic programming search described
next.

3. ROBUST N-BEST SEARCH

In this processing step, elementary tracks are com-
bined into consistent hypotheses for locations for the
first three formants (F1, F2 and F3).

The search is a dynamic programming algorithm
similar to the Viterbi search [15]. The search nodes
contain the current score and pointers to the elemen-
tary tracks representing F; (i = 1,2,3). The track
elements pointed to in turn store information about
the trajectory of the track, more precisely the loca-
tion for the track at each frame of the sub-segment.
In order to make the search algorithm more robust
to errors of the previous processing stages, a wild
card mechanism was implemented (see below). A wild
card acts similarly to a real elementary track with the
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difference that there is no underlying track behavior
other than the knowledge about the track location in
the beginning of the sub—segment.

The search algorithm is summarized in Figure 3.
As mentioned above, the search progresses on a sub—
segment by sub-segment basis.

N-best Search Algorithm

1. Initialize the search by hypothesizing sets
of F1, F2 and F3 locations using the ele-
mentary tracks of the initial sub-segment
and additional initialization rules.

2. Apply the consistency rules to those
hypotheses to get an initial score for each.

3. Expand each hypothesis with elementary
tracks of the next sub—segment using the
expansion rules.

4. Apply the consistency rules to those ex-
tensions and update the scores.

5. Repeat steps 3 and 4 for all sub-segments
until the end of the sonorant region is
reached.

Figure 2: N-best Search Algorithm

Initialization Rules

1. Add all elementary tracks of the first
sub-segment that are within the expected

range for the formant F; to the set of can-
didates S;.

2. If there exists a second sub-segment, then
repeat step 1. However, a wild card with
the beginning location of the elementary
track is added to S;.

3. If S; is empty, then add a wild card to S;
with the default location for F;.

Figure 3: Initialization Rules for the Search

Generally, formant tracking algorithms try to find
a good trade-off between maximizing the amount
of energy “explained” by a given interpretation and
some sort of smoothness constraint (e.g. [16], [11]).
Our goal is to find consistent interpretations of the
formant information as represented by the elemen-
tary tracks. Therefore, we “count” the number of
consistency violations as well as the number of pre-
ferred behaviors of a hypothesis. The list of credits
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Figure 1: Screen Dump of Formant Tracker showing (from top to bottom): DFT with superimposed ESPS formant
tracks, LPC spectrogram, elementary tracks, best scoring formant interpretation and phonetic transcription.

is shown in Figure 3. A natural connection is a con-
tinuation of an elementary track of one sub—segment
in the next sub-segment (given that the track was
not the cause for the sub-segment boundary). The
parameter MAXDELTA controls the penalty (neg-
ative credit) for considering a large difference in for-
mant locations across a sub-segment boundary. The
total credit for an extension is then multiplied by the
number of frames contained in the sub-segment and
added to the current score for the interpretation.

Credit Assignment Rules

41 for following a natural connection (not
applicable at the beginning of the search)

+1 for using a unique elementary track (versus
using a wild card)

0 for using a wild card
—2 for not using a lower elementary track

than

—k for connecting 2 tracks further

kx MAXDELTA apart

Figure 4: The Credit Assignment Rules for Comput-
ing the Score of a Hypothesis.

The expansion rules generate reasonable extensions
for a given hypothesis. The rules are designed to ap-
ply to each formant location hypothesis seperatly, in-
dependent of the location of the other (two) formants.
The parameter M AXJU M P controls the maximum
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allowable difference between the end location of the
current formant hypothesis and the elementary track
to connect to. Because the search is advanced by one
sub—segments at a time and thanks to the conciseness
of the expansion rules, the algorithm works efficiently
enough so that we don’t need a special pruning algo-
rithm.

Expansion Rules

1. Add all elementary tracks that are within
MAXJUM P bands of location of F; to
S;.

2. If S; is empty, add a wild card with the
same location to S;.

3. Discard all extensions that violate the or-
dering constraint on the formant loca-
tions:

location of F; < location of
F> < location of F3.

Figure 5: Expansion Rules for the Search

An example of the search output is shown in the
bottom display of Figure 1. Note that a wild card
is connecting the 2 elementary tracks representing F3
as part of the best scoring hypothesis: at time 2955
ms a wild card is hypothesized at the end of the par-
tial third formant. At time 2990 ms this wild card
hypothesis is then connected to the continuation of
this third formant to form the correct interpretation.

739



With this mechanism, we are able to recover most of
the signal processing errors and distortions caused by
the transmition channel or noise.

4. EXPERIMENTS

An initial experiment to assess the accuracy of the
algorithm was conducted using 10 randomly chosen
test calls from the TIMIT database. Those 10 calls
contained 148 sonorant segments (vowel, liquid and
glide) for a total of 101 sonorant regions (sequences of
sonorant segments). For all but 3 segments, the best
scoring hypothesis was correct, with the remaining 3
cases being ranked second in the N-best list.

We are currently in the process of labeling part
of the TIMIT database with formant information us-
ing our initial implementation of the formant tracker.
This labeling will allow us to subsequently train a
phonetic segment classifier using formant location
features extracted over the entire segment.
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