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ABSTRACT

This paper evaluates the discriminative ability of non-
sequential representations of speech segments. Vari-
able duration speech segments are represented as fixed
dimensional set representations, which are then clus-
tered using LV@Q2.1 to provide nonsequential tem-
plates. Several set representations are evaluated:
1) quantized vector set representation which indicate
the presence/ absence of a vector quantized index
in the speech segment; 2) a multi-set counting set
representation which encodes the number of occur-
rences of the quantized features within the speech
segments; 3) the distance set representation wherein
each feature present in a particular speech segment
is represented as a Gaussian probability distribution
based on the Euclidean distance to every codebook
vector; these distributions are then averaged to pro-
vide a template distance set representation for that
particular speech token.

1. Motivation

A new representation for speech segments is pro-
posed and evaluated in this paper. Traditional
approaches. try to model speech as a purely se-
quential process. Instead we propose a non-
sequential, fized dimensional representation of
speech segments. The set representation of speech
segments allows for errors by marshaling a cen-
tral majority of correct features to be used for
recognition. Acoustic features of sonorant re-
gions of speech include energy concentrations
that vary in the center frequency with time, which
are the formants. The formant locations specify
the general vowel quality, whereas the formant
transitions between vowels and consonants play
an important role in consonant identification[5].
Small regions (10-20ms) of parameterized speech
will contain full or partial information on for-
mants and formant transitions, and can be con-
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sidered as features. Thus, throwing away the
local sequence information of such overlapping
features should not be debilitating. Surprisingly,
reasonable performances could be achieved even
though the actual sequence information of speech
segments is discarded. The main advantages
of the set representation is that all speech to-
kens (such as different phonemes of varying du-
rations) can be clustered together using conven-
tional clustering methods. In addition, both the
cost of training, and the actual memory gize of
each representation is very small, when com-
pared to existing approaches such as HMM mod-
els of speech segments. Thus non-sequential rep-
resentations can be useful in reducing the com-
putational cost by decreasing the number of al-
ternatives over which sequential acoustic matches
are performed.

The proposed non-sequential acoustic repre-
sentations of speech segments is an extension of
the concept of phone sets[1], which is the set of
phonemes present in a word. Wordspotting[2]
experiments have been performed successfully
using the phonetic set indexing approach on the
TIMIT database: our approach to handling the
lexical access problem stems from the primary
observation that the set of phonemes which are
present in a transcription of a word is sparsely
distributed across the vocabulary, and is thus
suitable as an indezing key for retrieving a short-
list of word possibilities. Loeb, and Lyon[3] have
evaluated feature level classification of isolated
words using a cochlear front-end. Their method
requires the computation of the probability of
occurrence of a quantized vector index within
each class, which is computed using frequency
of occurrences in the training set: this is a bad
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Figure 1: The overall scheme can be divided into
two levels as shown. The first stage is the Vec-
tor quantization stage (which can be supervised
~ or unsupervised). The second stage is to clus-
ter all the fixed dimension set representations
using a supervised clustering procedure to get
non-sequential templates of the training speech
tokens.

idea since a single codebook vector can be rep-
resentative of many classes, whereas a group
of codebook vectors may be representative of
a single class. In order to cope with such a
problem, a heuristic codebook vector grouping
scheme has been proposed[3]. In our method,
each speech segment is represented as quantized
vector multi-sets, and such representations are
then clustered to automatically produce non-
sequential templates, thus eliminating the need
for frequency weighting, and codebook vector
grouping.

2. Quantized Vector Sets

In order to reliably characterize speech segments
as sets, an alphabet that represents them should
‘be discrete (and finite). One common method
of discretizing speech parameters is by learning
vector quantization (LVQ)[6]. As a first step to-
wards the representation of speech segments as
sets, vector quantization of parameterized speech

EUROSPEECH ’95, Madrid, Spain, September 1995

RAW
SPEECH

SPECTR
OGRAM

VQ index

VQSet={0,3,6,7,9}

Bitwise repn. of VQ set:
VO#:0 12345678 9
1001001101

Figure 2: Mlustration of the VQ Set represen-
tation :

is achieved by clustering. This enables larger
speech segments, such as syllables, to be de-
scribed as a sequence of codebook indices. The
set representation of speech segments (such as
syllables) can be defined to be simply containing
those codebook wvector indices which are present
in the speech segment, without any regard to the
order of their occurrence. In order to compare
the sequence and the set paradigms, clustering is
again performed(see figure 1 ) on the quantized
vector sequence and set representations (individ-
ually), and performance on the test data evalu-
ated based on the class of the nearest-neighbor
cluster template (codeword). It may be noted
that in the benchmark sequence representation,
the index was actually replaced by the template.
Experiments were performed on 100ms duration
syllables (/ba/ /va/ /da/ /ga/ /wa/) produced
by 4 speakers. The speech segments were pa-
rameterized as 24-channel melcodes windowed
every 20ms, with a 10ms increment. Vector Quan-
tization of these 24-channel melcodes was achieved
by clustering all the 24-channel melcodes ob-
tained from the training data using 10 codebook
vectors. Kohonen’s optimized LVQ1 algorithm{7]
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Figure 3: Sammon’s projection of syllable code-
words for the quantized vector set representation

was used! for this purpose. LVQI1 (Learning
Vector Quantization) is a supervised algorithm
which moves the cluster centers so as to approx-
imately minimize the misclassification with re-
spect to the nearest-neighbor classification rule.
The initialization of the codebook vectors is achi-
eved by a k-nearest-neighbor method. Thus, ev-
ery syllable token (which was represented as a
sequence of 9 24-channel melcodes) was replaced
by a corresponding sequence of 9 codebook vec-
tor labels, each codebook vector label closest to
the corresponding 24-channel melcode being re-
placed. The results of classifying the test data
with the optimized LVQL clustered set templates
are also shown in table 1. Sammon’s projection
of the set representation (clustered with 30 code-
book vectors) is shown in figure 3, and it can be
seen that the projections are well separated for
the -different classes.

3. Counting Vector Sets

A natural extension to the quantized vector sel
representation is to include the actual number
of occurrences of each feature (i.e. codeword in-
dex). This is termed the counting set represen-

1Since all melcodes were assigned the same class, the
learning is effectively un-supervised.
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Model 60 codebook vectors

216-dim sequence 72.47 £ 1.75%

10-dim Vector Sets 71.87 £ 2.49%

10-dim Vector Cnt Sets | 77.47 + 2.20%

100-dim Distance Sets | 86.73 £1.15%

Table 1: Results of the Ba, Va, Da, Ga, Wa task.

tation. As can be seen from table 1, the counting
set representation improved performance over
the benchmark vector sequence representation
significantly. In the above experiments, only 10
codebook vectors were used to quantize the 24-
channel melcodes.

4. Distance Sets

What happens when the number of quantization
vectors increases? This question led us to gener-
alize the counting set representution to the Dis-
tance set representation. Each fixed-duration
speech window to be parameterized, is now rep-
resented not by the nearest neighbor codebook,
but as a Gaussian probability distribution, com-
puted as a function of the Euclidean distance
of the melcode to every codebook. The crucial
extension is that these probability distributions
of such parameterized speech windows belong-
ing to the same speech segment, are then just
averaged, without any regard to the actual se-
quence. Let the codebook consist of & code-
book vectors, ~v1,...,7%. Let a speech token, Z,
be represented by the codebook vector index se-
quence o, a2, a3, ...qq, where a; corresponds to
the codebook vector closest to the ith window
of the speech segment (denoted as Z;). The dis-
tance set representation of 7 is defined as the
vector D with k dimensions, where the nth com-
ponent is defined as follows (§ is a constant):

l
Dy = 13 e BIT—a

With 100 codebook vector templates for the
24-channel melcodes, the distance set repre-
sentation improved performance dramatically as
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shown in table 1. The distance set approach
was next implemented on a subset of the TIMIT
database. Only male speakers from the dialect

region drl were considered (24 training speak-

ers, 7 test speakers). We restricted ourselves to
the /p/ /t/ /k/ segmented phoneme discrimina-
tion task. Thus, the three phonemes appeared in
varying contexts, and the task was speaker inde-
pendent. First all the 24-channel melcodes pro-
duced were extracted from the TIMIT database
(using the phonetician transcriptions), normal-
ized, and clustered using 30 codebook vectors
m a supervised manner using LVQ2.1 . The
supervision was achieved by labeling each 24-
channel melcode with the phoneme it was pro-
duced from. Next, the 30-dim distance set rep-
resentations of each phoneme in the training set
were clustered once again to get a total of 30
templates for the 3 consonants. A performance
of 72.9241.35% was achieved. In light of the fact
that the representations are speaker indepen-
dent, and of varying contexts, this result is very
promising, even when compared to the speaker
dependent, temporal dynamical representations
[8] of restricted context /p/ /t/ /k/ discrimina-
tion tasks.

'Finally, the distance set representation was
evaluated on a speaker dependent isolated 0-9
digit recognition task: the database used was

the Texas Instruments (TI) digit database. The
training and test set constituted of 800, and

1275 tokens respectively, produced by eight fe-
male speakers. For vector quantization, 30 code-
book vectors were used, and as with the p-t-
k task, supervised clustering was used. The
800 (number of training tokens) 30-dim distance

set representations of each digit were then clus- |

tered using LVQ2.1 with a total of 100 code-
book vectors to provide non-sequential represen-
tations of the isolated digits. The results on
‘the test set over 10 trials were 92.84 + 0.44%
correct. Some preliminary experiments with 5-
state 3-mixture continuous HMMs (developed
using HTK) for the same task indicated that,
after training, merging all the mixtures into one
state affected performance only by a few.per-
cent points, suggesting that for this task non-
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sequential representations capture a lot of dis-
cernible information.

5. Conclusions

The idea of distance set acoustic representations
of speech segments stemmed from the concept of
phonetic set representations of words. The sim-
plest non-sequential model is the quantized vec-
tor set representation, which was then extended
to the multi-set counting set representation. Fi-
nally, the generalization to distance set represen-
tations was proposed. - Experiments with sylla-
ble, phoneme, and digit level tasks suggest that,
somewhat surprisingly, a large amount of class
discernibility is retained in non-sequential rep-

resentations of speech segments.
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