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1. ABSTRACT

We present an approach to linear prediction parameter es-
timation and model order selection that utilises Bayesian
inference.

The addition of a penalty term, or regulariser, to the con-
ventional linear prediction data error term prior to min-
imising it facilitates the estimation of the mazimum a pos-
teriori parameters. A direct equivalence can be drawn be-
tween the type of regulariser used and the prior assump-
tions regarding the solution to a linear prediction prob-
lem. Mackay’s Bayesian Evidence framework is used for
the estimation of linear prediction parameters that reflect
the role that prior assumptions play during the analysis
of a speech segment.

Quadratic regularisers are utilised to parametrise speech
signals and the results are demonstrated with formant
tracking and analysis-synthesis examples.

2. INTRODUCTION

The analysis of a speech segment is usually performed
through linear prediction and the subsequent minimi-
sation of a data error term in the least squares sense
[1],[2],[3]. Conventional least-squares parameter estima-
tion techniques do not cater , however, for any prior in-
formation with regards to the nature of the problem un-
der consideration. The samples in a speech waveform can
be highly correlated. The redundancies in the waveform
within the same speech segment and between adjacent
speech segments can thus be exploited in determining the
linear prediction parameters [4]. This can be achieved
through the addition of suitable regularisation, or penalty,
terms to the data error term prior to minimising it. The
penalty term is a functional of the parameters which em-
bodies our a priori assumptions about the solution to our
linear prediction problem [5]. The parameters arrived at
as such can thus be interpreted as the mazimum a pos-
teriori, or MAP, parameters. On the other hand, the
parameters derived through conventional least squares es-
timation can be interpreted as the mazimum likelihood, or
ML parameters.

Depending on the particular application for which the
analysis is being performed, for example formant track-
ing of speech embedded in gaussian noise, or analysis-
synthesis, suitable regularisers can be used such that a
more efficient and practical parametrisation of the speech
signal is achieved.

In addition, the formulation of the parameter estimation
problem within a Bayesian inference framework, provides
a mechanism by which parameter estimation and model
comparison can be performed in a unified and consistent
manner. This facilitates the selection of an appropriate
model order when analysing a speech segment, which is
essential in ensuring its accurate representation.
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This paper will deal with the use of three types of
quadratic regularisers to assist in the parametrisation of
speech.

We will demonstrate , through the choice of appropriate
regularisers, the utilisation of Bayesian inference in order
to: )

¢ set “irrelevant”, or “unwanted” linear prediction
parameters within a waveform segment to zero and
the usage of the MAP parameters in tracking of a
synthetic Auto-Regressive (AR) signal.

e provide an inter-frame smoothness constraint and
the use of the resulting MAP parameters in tracking
the formants in a speech waveform embedded in
white gaussian noise.

e perform model order selection from an ensemble of
models and the usage of the derived parameters in
performing variable-order analysis-synthesis.

The MAP parameters are estimated using Mackay’s
Bayesian Evidence framework [6], [7]. Formant tracking
is carried out by performing peak-picking on the linear
prediction spectra [8]. Speech synthesis is performed
pitch-synchronously, from the linear prediction
parameters, using all-pole models which are driven by
weighted pulses for voiced speech, and white gaussian
noise for unvoiced speech [9].

Section (2) briefly describes the principles underlying
MAP parameter estimation, model selection and the type
of quadratic regulariser used in this paper. In Section (3),
results of utilising MAP parameters in formant tracking
for synthetic and real speech signals are presented . In
Section (4), the use of variable order models to perform
analysis-synthesis i1s compared and contrasted with fixed
order models. Finally a discussion of the results is given
in section (5).

3. BAYESIAN INFERENCE FOR
PARAMETER ESTIMATION AND
MODEL COMPARISON

Consider a model of a specific structure, M, with param-
eters w, performing predictions on a data set, denoted by
D.

The model performs predictions according to :
Yi =wTlx; + v, 1=1,..,N (1)

where y; is the predicted speech sample, x; is the vector of
past speech values, N is the number of predicted speech
samples within the frame considered , and v; is the error
incurred in prediction. The sequence, v;, is assumed to
be derived from independent identically distributed gaus-
sians with variance %
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The likehhood function for the model is thus written as :
k

P(Dlw, 6, M) = (£) eon(-880) (@

where k is the model order and Ep is the total squared
prediction error given by :

Ep =

DO | et

N
Z (i~ w'z:)” (3

The model parameters, w, are assumed to be derived from
gaussian distributions. The prior over the parameters is
thus defined as :

k

Peolw, M) =] (32) ew(-Bw)

j=1

where Ew = L (w — u) ¥ (w — u) and ¥ is a diagonal ma-
trix whose elements t; represent the inverses of the vari-
ances of the corresponding gaussian distributions. The
regularisers used on this paper are all special cases of Ew .

Bayes rule is now utilised to write the posterior probabil-
ity of the parameters as :

P(D|w,B, M) P (w|¥, M)

where the denominator term, the evidence, is constant
within the parameter estimation process.

From equations (2), (3) and (5), the objective function to
be minimised is written as:

M=(w-u)¥(w-u)"+8Ep (6)

For given values of ¥ and (3, the MAP parameters are
those which minimise equation (6) :

Wimap = (BR+ )" (BRWm + Tu) (7

where R is the hessian matrix of the data error whose
elements are given by :

N
le = Zx;.x:n (8)
t=1

Optimum values of the regularisation parameters ¥ and
B, and the corresponding MAP parameters are obtained
after maximising the evidence term, P (D|¥, 8, M). The
evidence is evaluated in closed form after performing a
second order Taylor expansion on M around Wmap and
evaluating the resulting expression as a gaussian integral.

In order to perform model comparison, Bayes rule is writ-
ten again as :

P (M) P (D|My)

where the denominator, P(D), is constant. The priors,
P(M,) are assumed to be similar for all models, M,.
The evidence P(D}M,) is thus used to select the most
probable model for a given data set. P(D|M,) is eval-
uated after marginalising ¥ and 8 from P(D}¥,3, M),
which appeared as the denominator in equation (5). The
reader is referred to [6], [7] for a comprehensive review
of the derivation of the evidence expressions and the ap-
proximations and assumptions therein.
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4. FORMANT TRACKING EXAMPLES

We present results of applying quadratic regularisers of
type Ew to the problem of tracking the formants in a
synthetic AR signal and in a speech signal embedded in
gaussian noise.

4.1. Synthetic AR signal

Figure (1) shows the performance of a simple peak-picking
formant tracker, on a synthetic test signal, after being
supplied by ML and MAP parameter estimates. The syn-
thetic signal simulates an AR process where the number
of active formants varies between 1 and 4 in different re-
gions as is shown by the solid lines. The order of the
generating system is twice the number of solid lines for
each frame, the length of a frame being 100 samples.

Linear Prediction models of order 10 were used in the
analysis stage. For the estimation of MAP parameters,
zero mean gaussian priors with distinct variances were as-
sumed to govern the parameters. This amounts to putting
u=0in Ew.

As is clear, the performance of the formant tracker is im-
proved when supplied with MAP parameter estimates as
opposed to the ML parameters. This is because the type
of regulariser used encourages “irrelevant” linear predic-
tion coeflicients to be set to zero, effectively reducing the
order of the analysis model to one suitable for the tracking
task [10].

4.2. Speech signal embedded in gaussian noise

The task demonstrated here is that of tracking the for-
mants of speech embedded in gaussian noise. To this end,
a smoothness constraint was imposed on the linear predic-
tor parameters by setting u to the value of the predictor
parameters from the previous analysed speech frame. In
effect, this is equivalent to constraining each of the pre-
dictor coeflicients to a gaussian distribution whose mean
is defined by the value of the corresponding estimated co-
efficient in the previous speech frame.

The 2 cases considered here are that of Ew in its most
general form and the case for which ¥ = ¢I, where I
is the identity matrix. The latter case corresponds to
the imposition of the further constraint that, for a given
speech frame, all the gaussian prior distributions will have

the same variance #

Figure (2) shows the noisy speech signal, a spectrogram
of its original clean version, and the formant tracks pro-
duced after using ML and MAP parameter estimates for
the two cases just described (single variance and distinct
variances).

It is clear from Figure (2) that the use of MAP parameters
facilitated the derivation of smoother tracks in compari-
son to those produced with ML parameters. The tracks
produced with distinct variance priors are found to pro-
vide the best cue as to the variation of the formant fre-
quencies, when compared to the spectrogram. With ML
estimates, the absence of an inter-frame smoothness con-
straint results in scattered tracks which are difficult to
trace. The use of single variance priors, on the other hand,
resulted in over-smoothed tracks which do not exhibit ad-
equate variation from one frame to the next. This can be
intuitively attributed to the fact that, although the MAP
coeflicients are derived from gaussian distributions which
possess different means, they are nevertheless constrained
to the same variance value. As such, their variation be-
comes more restricted than when using distinct variances,
which affects the mapping to their corresponding formant
frequency values accordingly.
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Figure 1. Plots depicting estimated resonant frequen-
cies,(+), for a synthetic AR process, obtained from ML and
MAP parameters. The solid lines show the true resonant
frequencies

5. ANALYSIS-SYNTHESIS EXAMPLES

The following analyses of the speech utterance: “France
became the first decimal country in Europe. Germany fol-
lowed eight years later and the Scandinavian states and
Russia changed in 1875”, sampled at 16 KHz, were per-
formed :

(a) Maximum a Posteriori with model order
selection. For each frame, a search over models
varying in order from 2 to 20 was performed
and the model with the highest evidence,
P(D|M,) was selected. The regulariser, Ew,
was such that u = 0 and ¥ = ¢1I.

(b) Maximum Likelihood with 8th order models.

Concerning case (a), the average number of parameters
per frame over continuous speech segments is 8 (after
rounding up to the nearest whole number). In contrast,
the average number of parameters per frame, including
silence segments, is 6.

An 8th order model was thus used in order to re-synthesise
the speech waveform and to compare the quality of the
synthesised output with that obtained from a variable-
order synthesiser based on the parametrisation given by
(a). The total number of parameters used for synthesis is
the same in both cases. The aim of the analysis-synthesis
exercise was to gain an insight into the effect of the non-
uniform distribution of parameters and assess its useful-
ness in improving the performance of a synthesis system.

The waveforms representing the glottal excitation were
used for the extraction of pitch and voicing voicing deci-
sions, whilst the gain of the synthesiser was determined by
equalising the mean squared energy of the speech signal
with that of the synthesised signal [1].

A total of 5 subjects were asked to listen to speech synthe-
sised using 8th order models and variable-order models.
The synthesised speech was sectioned in 5 segments and
the subjects were asked to rank the synthesised speech
according to its naturalness and closeness to the original
versions. For each utterance, the original segment was
played, followed by its two synthesised versions. The syn-
thesised segments were not played in the same order for
the different utterances. Table (1) shows the preferences
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Figure 2. Plots of noisy speech waveform, the spectrogram
before adding noise, and formant tracks with 16th order
models. . '

that were indicated by the subjects. Overall, the speech
from the variable-order synthesiser was preferred on 90 %
of the occasions. Speech from the 8th order synthesiser
was preferred in one occasion (5 %), whilst no preference
could be made in one occasion (5 %).

Utterance | 8th order ML | var. order | no preference
1 - 5 -

11 - 5 -

111 - 4

VI 1 4 -

Table 1. Preferences of synthesised speech quality made
by 5 subjects on 4 different speech utterances.

I : “France became the first decimal country in Europe.”
I1:” Germany’s decision followed eight years later.”

III: “and the Scandinavian States and Russia”.

IV : “Changed in 1875”.

6. DISCUSSION

We have utilised Bayesian inference to perform formant
tracking and variable-order analysis-synthesis within the
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linear prediction paradigm. The appeal of the Bayesian
approach lies in the freedom to utilise our prior beliefs
about the linear prediction parameters within the param-
eter estimation process, and to quantify the “goodness”
of a model by computing its evidence.

Zero mean gaussian priors, with distinct variances, were
used to exploit the redundancies within a synthetic AR
signal. On the other hand, non-zero mean gaussians
were used to encourage inter-frame parameter smooth-
ness whilst analysing a noisy speech waveform. For the
formant tracking applications, it was found that the usage
of gaussian priors with distinct variances, as opposed to a
single variance value , resulted in spectra that were more
representative of the signals that were investigated.

The variable-order analysis-synthesis results demonstrate
the viability of MAP linear prediction estimates in speech
synthesis. Although zero-mean gaussian priors with a sin-
gle vartance value were used in the analysis stage, the us-
age of priors similar to those utilised in the formant track-
ing applications is possible. Specifically, the combination
of model order selection with inter-frame smoothness con-
straints can be utilised in designing very low bit-rate vari-
able speech coders.
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