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Abstract

This paper addresses the problem of robust multi-
lingual speaker-independent connected digit recog-
nition over telephone lines. We test and compare
various techniques for signal conditioning, improved
model representation and model training across three
different languages, namely Danish, English and
Spanish, and evaluate their language dependency.
Word errors rates between 0.5% and 1.0% have been
achieved for all languages on various speech databases
collected over the public telephone network.

1. Introduction

Developing multi-lingual speech recognition systems
as a way to globalize speech recognition technology
to meet the growing demands of a large market place
has become of interest over the past few years. Cur-
rent applications of multi-lingual automatic speech
recognition (ASR) have been focused on large vocab-
ulary, continuous speech, phoneme-based systems [5]
[6]. For many public telephone ASR applications,
small vocabulary systems dealing with for example
connected digit input are essential. Such applica-
tions include credit card and account number valida-
tion, catalog ordering and digit dialing by voice. In
this paper we present some of our recent progress on
speaker-independent connected digit recognition for
a multi-ingual ASR system using three languages:
American English, Spanish and Danish. This work is
part of an extensive and systematic investigation of
connected digit recognition with the goal of making
the technology robust to a wide range of conditions
that affect digit recognition accuracy.

The current study of multi-lingual ASR capability
has been conducted by comparing performances of
different techniques when applied across three dif-
ferent languages. In order to achieve true multi-
lingual capability, the task of incorporating a new
language should involve only modifying system pa-
rameters, without neither building a new set of mod-
els, nor modifying any of the existing algorithms.
Currently, separate acoustic Hidden Markov models
(HMM) have been trained for each language.
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We have focused on the following set of algorithmic
techniques:

o Signal conditioning techniques, including cepstral
mean substraction and signal bias removal [2].

¢ Improved model representation techniques in the
form of context dependent subword modelling [3].

o Improved model training using discriminative
techniques [4].

¢ Optimization of the HMM state topology [1] .

o Wordspotting using background speech and noise
modelling.

This paper is organized as follows: Section 2 describes
the various components of our recognizer. Section 3
describes the algorithms being tested. Section 4 de-
scribes the databases and the results. Finally, con-
clusions of this work are presented in section 5.

2. Baseline system

Our baseline system consists of the following:

e Acoustic Analysis: The front-end processing,
which includes pre-emphasis, blocking into frames of
30 ms with a shift of 10 ms, Hamming windowing and
autocorrelation analysis, generates a 39-dimensional
LPC-based cepstral vector with cepstrum, delta cep-
strum, delta-delta cepstrum, energy, delta-energy and
delta-delta energy.

e Training methodology: A segmental k-means
clustering algorithm was used to train each digit
model along with a global silence model. A Maximum
Likelihood Estimation (MLE) approach was used to
refine the model parameters.

e Model representation: Continuous mixture
density whole word HMM models were used to rep-
resent the digits and silence. The number of digit
models were eleven for English (zero to nine and oh)
and Danish (which has two ones), and ten for Spanish.
One silence model was used for each language. The
number of states per model was 10 for the digit mod-
els, 1 for the silence model for Danish and English,
and 3 for the silence model for Spanish. The num-
ber of Gaussian mixture components ranged from 16
(Danish and Spanish) to 64 (English) for the digit
models, and 32 (Spanish), 128 (English), and 100
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(Danish) for the silence models.

¢ Decoding strategy: Viterbi decoding with
beam search and a finite-state grammar was used.

3. Overview of Algorithms

3.1. Signal Conditioning

When working on automatic recognition of speech
recorded over telephone networks from different coun-
tries, several effects are encountered such as different
telecommunication channels with variable transmis-
ston characteristics and ambient noise conditions, or
different sound pick-up equipments. With the aim of
reducing the sensitivity of the recognizer to the above
factors, two signal conditioning methods have been
tested, namely, Cepstral Mean Subtraction (CMS),
and Signal Bias Removal (SBR).

Both methods assume the channel distortion to be
an additive component in the cepstral domain. CMS
represents the channel distortion as an average cep-
stral vector computed from the entire received cep-
strum vector sequence, and subtracts it from the dis-
torted signal.

In SBR {2], the channel distortion is represented as
an additive bias which is estimated for each utterance
via a VQ codebook computed from the training data.
The bias, which is calculated by a nearest neighbor
search, is removed from the signal following several
iterations of this technique.

3.2. Improved model representation
Language related factors such as inter-digit coartic-
ulation for rapic}ly spoken digits, along with digit-
silence interactions, are major sources of error in the
acoustic modelling of the digits. To deal with this
issue, an approach based on context-dependent sub-
word models was tested across the languages.

In this approach, referred to as Context Dependent
Subword Modelling (CDSW) [3], inter-digit coartic-
ulation is modeled by using digit-specific inter-word
subword units. Each digit jis divided into three parts,
namely the head unit h;, the body unit b; and the tail
unit ¢;. The body unit represents the acoustically
stable part of a digit not affected by inter-digit coar-
ticulation. The head and tail parts of each digit can
be further split into two forms, depending on whether
the preceding and the following context is silence (#)
or a digit ¢, so we can have #h;b; | tihib; | bjt;# ,
and b]'t]‘ hi.

3.3. Improved Training Techniques

In order to improve model robustness, and minimize
the expected string error rate, we have adopted dis-
criminative training following MLE training. The
discriminative training method applies the Minimum
Classification Error (MCE) approach in the frame-
work of the Generalized Probabilistic Descent (GPD)
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algorithm.

In the MCE/GPD approach [4], string level coarticu-
lation variation is incorporated into the HMM models
of the basic speech recognition units. These models
were trained at the string level using gradient descent
and N-best search hypotheses.

3.4. Improved model topology

Choosing a reasonable number of states for each
HMM has usually been a kind of an ad-hoc pro-
cess. Given that duration constraints along with fac-
tors such as digits articulation rate are quite different
across the three languages, a more systematic method
of optimizing this number is clearly needed. In this
study, we have investigated the Simplex algorithm
described in [1]. Given some validation data, this
technique selects the best number of states for each
model that provides the highest performance.

3.5. Wordspotting

In order to enable ASR systems to operate in real-
world environments, they must be equipped with a
wordspotting capability. Providing such a feature
helps in absorbing speaker artifacts such as breath,
hesitation, coughs, lip smacks, as well as extraneous
speech and background noise; effects widely encoun-
tered in our databases collected over different tele-
phone networks. In this study, we have incorporated
multiple "filler” models for dealing with these prob-
lems. In this respect, unconstrained sequences of
"filler”, silence, and digits models were allowed in the
grammar.

4. Experimental Evaluation and Results

4.1. Databases

The databases contained digit strings read from pre-
defined lists as well as telephone recordings of real,
spontaneous interactions between subscribers and
real services. For American-English we used several
AT&T databases with speech from various locations
in the US with a total of 2200 speakers. We used
16087 digit strings for training and 21725 for testing
with string lengths ranging from 1 to 16. For Dan-
ish, we used the Rafael.0 database described in [7]. It
contains mostly read data with a majority of 8 digit
strings from a total of 1003 speakers. 11885 strings
were used for training and 2888 for testing. Finally
for Spanish, we used an AT&T database recorded in
the US containing 3140 digit strings for training and
827 for testing with string lengths ranging from 1 to
3.

4.2. Results

Figure 1 shows the word error rates achieved for each
language when incorporating each of the algorithms
described in section 3. Parallel paths imply that
the techniques were tested in parallel using the same
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Figure 1: Word error rate performances for (a)
Danish, (b) English, (¢) Spanish. The techniques
being applied are illustrated within the graphics.
(WORDSPOT= Wordspotting using noise models,
ST_OPT= Optimization of the HMM state topology)
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LANGUAGE
TECHNIQUE | Danish | English | Spanish
rBaseline | 6.5 | 2.9 | 9.1 l
SBR 1.0 1.2 0.5
CMS 1.2 1.3 0.6
GPD 1.4 1.6 0.9
CDSW 1.5 2.2 -
WORDSPOT 2.3 - 1.1
ST_OPT 1.5 - 5.1

Table 1: Absolute word error rates achieved by each
technique for the three languages. (WORDSPOT=
Wordspotting using noise models, ST_-OPT= Opti-
mization of the HMM state topology)

baseline system. Sequential paths imply that the
techniques were jointly tested. The numerical scores
achieved after applying each technique are shown in
Table 1. These values correspond to the different seg-
ment intersection points in Figure 1. Unknown length
grammar was used in all of these experiments.

Considering the varying recording environments
within the different databases, and the specific prac-
tical issues encountered in each language framework,
these results must be read with caution: (i) the tech-
niques were not combined in the same way for all the
languages (i.e. , CDSW, GPD, CMS, and SBR were
not jointly tested for Danish); (i) Some techniques
were not applied for some languages (i.e., CDSW was
not used for Spanish, and neither word spotting nor
state optimization was applied for English) (iii) the
results presented for English correspond to average
values over several English databases. It is our be-
lief, however, that fairly precise cross-language con-
clusions can be drawn from the results through qual-
itative analysis.

Baseline word error rates were as high as 9.1% for
Spanish and currently stand at 0.5%; thus, achieving
a global word error reduction of 94%. Reductions of
85% and 60% were achieved for Danish and English
as well. A final performance of 0.5% was also ob-
tained for English in some of the databases. Due to
the different nature of the databases and the base-
line conditions, it turns out more convenient to look
at the relative improvement generated by each one of
the techniques, rather than the gross recognition per-
formance. This is illustrated in Figure 2, in a graphic
comparison across the three languages.

The performance of the different recognition algo-
rithms is variable across the languages. The highest
performance improvements came from applying word
spotting and signal conditioning techniques.
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Figure 2: Cross-language performances for some tech-
niques namely SBR, CMS, GPD, and CDSW. Rel-
ative improvements(%)in the word error rate are
shown. D= Danish , E= English, and S= Spanish.

In the baseline situations, insertions represented a
large fraction of the errors, caused mostly by the na-
ture of the various databases. Once "filler” models
were introduced, the number of insertions dropped
dramatically at the cost of a minimal increase in the
number of deletions.

Signal conditioning techniques (CMS,SBR) provided
word error reductions of about 30% to 50%, demon-
strating a great robustness to a variety of telephone
channel conditions. These techniques also presented
the most uniform behavior across the different lan-
guages, since they aimed at reducing the sensitivity
of the recognizer to factors quite independent of the
type of language, such as transmission and noise vari-
ability. The SBR method outperformed CMS by an
additional 10% reduction in word error rate. This is
consistent with the results presented in [2].

Most of the insertions were caused by specific digits
in each language, mainly those with initial or final
fricative sounds. MCE/GPD greatly helped to re-
duce these insertions, providing word error reductions
of up to 30%. For Danish, these improvements were
lower since the number of insertions was less relevant
as a result of already using high resolution noise mod-
els.

CDSW yielded word error reductions from 20% to
40% for English, but provided almost no improve-
ment for Danish, because of low digit coarticulation.
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Determining an optimal HMM topology for each lan-
guage yielded reductions in word error rate of up to

30%.

5. Conclusions

We have evaluated different techniques for connected
digits recognition over the telephone network across
three languages. The results presented in this work
show that the underlying core ASR technology is ca-
pable of yielding similar performance levels across
the three languages. Our experiments show that the
least language related techniques, such as signal con-
ditioning and noise modelling, provided the highest
improvements and performed most uniformly across
the different languages. Other approaches that were
more language related, such as CDSW, performed dif-
ferently for each language. The overall conclusion is
that the combination of the above techniques leads
to word error rates ranging between 0.5% and 1.0%
across all the three languages.
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