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ABSTRACT

A continuous speech recognition system
has to explore the search space with the only
information given by the probabilities pro-
vided by a set of hidden Markov models rep-
resenting the different sounds of the language
and the restrictions imposed by the language
model.

The objective of this work is to include ad-
ditional information, related to the estimated
location of the boundary between two consec-
utive phonemes. This information is provided
by an artificial recurrent neural network.

1. INTRODUCTION

Continuous-speech automatic recognition
systems normally use Viterbi or Baum-Welch
algorithms [1] to determine the sentence of the
accepted language which has most likely been
uttered. The number of sentences generated
by the grammar is usually very large. Thus the
exploration of the search space requires large
amounts of memory and time.

In spite of the considerable effort devoted
to the design of new search techniques [2], the
size of search space still represents a major
obstacle to the full exploitation of these tech-
niques.

The problem is that the recognition system
has to determine the best (most likely) path
in the search space, from the Markov proba-
bilities used to model the statistical behavior
of the units considered by the system to com-
pose the speech signal (phonemes in our case).
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These probabilities, along with the restrictions
imposed by the grammar, are the only infor-
mation available to the system to aid in its
recognition of sentences.

The objective of this work is to include ad-
ditional information, relating to the estimated
location of the boundary between two con-
secutive phonemes. Although this estimation
cannot be done in a totally reliable way [3],
guesses about such a segmentation could be
very useful in reducing the number of different
paths to be considered in the search process.

Assuming that a perfect segmenter were

~ available, it is clear that segmentation infor-

mation would be very useful, as it would allow
us to ignore those candidate states at variance
with its predictions.

Although we will not be able to design an
ideal segmenter, any reasonably good estima-
tion could be of great help, as the probabil-
ity of the transition from one phoneme to the
following one could be incorporated into the
process of searching the best path. This is the
final goal of this work.

In this work we decided to design a neural
network using the recurrent cascade correla-
tion (RCC) learning algorithm [4] to perform
the estimation of the segmentation.

One of the advantages of this method is
that once the network is trained it can be used
in real time with no problem. Furthermore, we
are trying to include in the recognition process
new information that could be extracted using
a different approach.

The choice of RCC took into account the
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potential it provided for incremental design,
and also that Recurrent Cascade Correlation
architecture seems to represent a good trade-
off between complexity, generalization capac-
ity, and ease of training.

2. RECURRENT CASCADE
CORRELATION

The basic idea in this type of neural net-
works is to start from only one neuron layer
(output layer) which is trained using backpro-
pagation (a simplified version, as there is only
one layer). From this point, new hidden neu-
rons are progressively trained and incorpora-
ted in such a way that the output of every
new unit is maximally correlated to the resid-
ual error. Once a hidden neuron is trained, it
is frozen and its parameters are never modified
again.

Figure 1 shows a schematic of this archi-
tecture. The output layer neurons receive in-
formation directly from inputs and also from
all hidden units. Each hidden neuron receives
information from all inputs and from hidden
units of lower levels.
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Figure 1: RCC architecture

The main characteristics of this type of
neural networks are:
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o Training is made up in two separate it-

erative steps: one for outputs units and
a second one for one hidden unit at a
time. Once a hidden unit is trained, its
weights are frozen.

The first training step consists of train-
ing the output units. These units are
trained by using the delta rule (i.e., back-
propagation for a single layer).

During the second stage, a pool of po-
tential new hidden neurons is trained.
These hidden units are recurrent, and
they are trained to maximize the corre-
lation existing between their output and
the residual error on the output layer.

The hidden neuron with the best corre-
lation is selected from the pool and con-
nected to the output neuron or neurons.
Its incoming weights of the new hidden
neuron are then frozen, and remain un-
changed until the end of the training pro-
cess.

In this way, besides the input and out-
put layers (although input layer is not
a real layer), new neurons are progres-
sively added, which in fact form new one-
unit layers (the concept of layer here is
not the standard one, as every neuron
is connected to other units belonging to
different layers). Each new hidden neu-
ron incorporated increases the ability of
the network to classify training data.

Thanks to the training method, the neu-
ral network can be incrementally trained
by using different ”lessons”. This can
be useful in managing large amounts of
training data. Initial lessons will create
a number of hidden neurons, which are
complemented by subsequent lessons in
such a way that it is possible to correctly
classify their sequential structures.

Thus, it is possible, for example, to train
the neural network to predict the seg-
mentation of the speech data from one
speaker, and then to train the network
for a different speaker. The second train-
ing step will only add new units to cap-
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ture aspects of the voice of the second
speaker not present in the voice of the
fist one.

3. EXPERIMENTAL RESULTS

We used a training set consisting of 80
Spanish sentences, which were manually seg-
mented by an experienced researcher. Prepro-
cessing of the speech signal consisted of ob-
taining 42-dimension vectors corresponding to
32 ms frames, overlapped by 24 ms.

The feature vector is formed by 20 cepstral
coefficients [5], 20 delta-cepstral coefficients,
normalized energy and delta-energy.

With the sentences of this training set we
trained a neural network with 42 inputs (one
per each dimension of the feature vector) and
one output indicating the end of a phoneme.
The network was trained to have an output 0
for all frames, except for those corresponding
to the end of every phoneme, for which the
output was 1.

After creating 93 hidden units, the neu-
ral network was considered to be sufficiently
trained. A new testing set of 40 Spanish sen-
tences (also manually segmented) was used for
test. The number of different phoneme realiza-
tions in the testing set was 1092, with a total
of 10.524 frames.

Out of this number of frames, 85.4% of the
frames (8.994) were correctly classified, which
means that the output of the neural network
was greater than 0.5 when the frame corres-

ponded to a boundary between two phonemes,

and that the output of the network was less
than 0.5 otherwise.

Misclassified frames (14.6% out of the to-
tal) ought to be divided into 805 false alarms
(7.65% out of the total) and 725 misses (6.89%
out of the total).

These results seems to be very good, but
it has to be taken into account that a large
percentage of the frames do not correspond
to a boundary. Thus, results should be con-
sidered in terms of number of boundaries cor-
rectly predicted.
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In relation to the total number of phone-
mes (boundaries), these figures represent a
fraction of 73.72% of false alarms (805 false
alarms and 1092 boundaries) 66.39% misses.
Therefore, 33.6% of the boundaries were cor-
rectly predicted. '

Since the output of the network was con-
verted to binary (threshold 0.5), an error of
one frame in the determination of the position
of the end of one phoneme generates one false
alarm and one miss. Thus, the former way of
accounting errors is very restrictive.

A more detailed study of the results of the
test revealed that allowing one-frame margins
in the positions of the phoneme boundaries
(relative to the manual segmentation), which
means a time margin of 8ms additional to the
frame lenght, 33% of the false alarms and 19%
of the misses were recovered. If the margin
was two-frames in size, an additional 26% of
the false alarms and 15% of the misses were
recovered.

These results are summarized in table 1.

[ | Correct I F. A. } Misses ]
Fr | 85.4% | 7.65% 6.89%
Ph | 33.6% | 73.72% 66.39%
1F | 52.6% 43.7% 47.4%
2F | 67.6% | 17.7% 32.4%

Table 1: Boundaries prediction results

In table 1, Fr stands for frame-based ac-
counting of errors, Ph refers to phoneme-based
exactly accounted errors, and finally, 1F and
2F stands for phoneme-based accounting with
1 and 2 frames margin, respectively. It is im-
portant to note that in the last case the results
can be considered good enough to be incorpo-
rated in a continuous speech recognition sys-
tem. The margin corresponding to this case is
lower than the length of two frames.

This experimental results suggest that rea-
sonably reliable guesses of the boundaries be-
tween phonemes can be made by using a recur-
rent neural network. In future work we intend
to include information of subsequent frames

- (losing the instantaneous character of the pre-

sented system) and to train the output with
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the ideal boundary position, aiming to obtain
not a binary output but a gaussian around the
boundary.
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