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ABSTRACT

This paper describes a new computational model of
prosody for recognizing symbolic intonation patterns,
specifically the different tones that mark pitch ac-
cents and phrase boundaries. The model represents
intonation at multiple levels (segmental, syllable, and
phrase levels) to capture acoustic feature dependence
at different time scales. We take a probabilistic ap-
proach to intonation label recognition that utilizes a
state-space dynamical system model at the syllable
level. Recognition and training algorithms are de-
scribed and results are reported from experiments on
prosodic labeling of radio news speech.

1. INTRODUCTION

Structural organization of speech, including phras-
ing and relative prominence of particular words, is
marked in part by different intonation patterns. Lin-
guistic theories for many languages represent a finite
inventory of such patterns, or “tones”, and ascribe
meaning to the particular choice of tones. In Ameri-
can English, for example, the ToBI prosodic labeling
system [1, 2] represents 6 tones for marking accent,
3 for marking an intermediate phrase boundary, and
an additional 2 for marking an intonational phrase
boundary. In addition to the role of accent and phras-
ing placement in resolving syntactic and semantic am-
biguity, the specific tones that mark these events are
presumed to provide cues to the discourse structure
and speaker intentions [3]. Automatic recognition of
these tones can therefore be useful in speech under-
standing applications, as well as for automatic label-
ing of corpora for designing better synthesis models.

A variety of algorithms have been proposed for
analyzing prosodic patterns. For the task of recogniz-
ing discrete tone labels, the most relevant approaches
are those that use hidden Markov models (HMMs),
e.g. [4], and the decision tree sequence model pro-
posed in [5]. HMMs have the disadvantage that the
Markov assumption does not allow the model to rep-
resent the suprasegmental nature of the intonation
contour, while the decision tree model has the dis-
advantage that it classifies syllable-level features and
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thus is useful mainly for labeling and not recognition
(see [6]). The model proposed here overcomes these
problems by using a multi-level representation and a
stochastic model that directly represents sequences of
Fo, energy and duration features. Specifically, we use
a stochastic dynamical system model at the syllable-
level for each of the different tones (in context), em-
bedded in a model of phrase structure that is nor-
malized for pitch range and accounts for effects such
as with nuclear prominence and phrase-final lowering.
The model is described in more detail below, followed
by experimental results on a prosodic labeling task.

2. TONE LABEL MODEL

At the syllable level, the model for prosodic tone
recognition has two components: 1) a component that
represents the probability of the frame-level acoustic
observation sequence y¥ given the tone label sequence
of, or p(y1,-..,yrloa, ..., an), and 2) a component
that represents the probability of the tone sequence
p(as, ..., as). This paper focuses on the development
of the acoustic observation model and relies on a sim-
ple bigram model for the sequence model. (See [7] for
discussion of an alternative sequence model.) Phrase-
level information is incorporated into the syllable-
level model through context conditioning, as well as
through a pitch range scaling factor in the segment-
level model. Thus, the syllable-level model is at the

heart of the overall model, and is therefore the focus

of this study.

2.1. Syllable-Level Stochastic Model

For the acoustic model we use a version of the stochas-
tic segment model [6, 8], which represents the proba-
bility of the observation sequence Y = y} = [y1,...,u]
given a label « by:
p(Yla) = p(yly EKER) y1|l,a)P(1|a),

where [ is the length of the observation sequence,
p(yi |1, @) is characterized by a family of Gaussian dis-
tributions, and p(l|e) is the syllable duration proba-
bility. The particular version of the segment model
used here is a state-space dynamical system, which

was originally proposed for phone modeling [9] and
is used here to represent syllable-level units. The dy-
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namical system model represents a sequence of ob-
served vectors y; in terms of a hidden trajectory zj:

Frzp + up + wy
Hyzp + b + vg.

Tri41
Yk

The hidden trajectory is characterized by a sequence
of Gaussian observations associated with target val-
ues (ug) and smoothed by a first-order filter (F%).
The vector wg, which allows for modeling error, is a
zero mean Gaussian process with covariance matrix
Q. This trajectory is then scaled (H}) and combined
with deterministic and random additive terms (bz and
vk, respectively), where the random sequence v can
be thought of as observation noise (e.g. pitch track-
ing error) and is associated with a covariance matrix
Ry. To capture variation in time over the syllable, a
model consists of a sequence of regions r each with a
separate parameter set 6, = (Fr,u,,Qr, Hr, by, R,).
Observations are mapped to specific regions accord-
ing to a deterministic time warping that is linear out-
word from the center of the vowel.

By modeling a trajectory that is essentially a se-
quence of target values smoothed by a first-order fil-
ter, the dynamical system model is similar to many
intonation models used in synthesis, e.g. [10, 11], and

has also been successfully used in a synthesis mode [12].

Key differences relative to intonation models for syn-
thesis are that the dynamical system model represents
energy and duration cues, as well as the Fgy contour,
it 1s stochastic, and the parameters can be estimated
automatically.

Since duration is a very important cue to accent
and phrase boundary location (c.f. [5]), the choice of
duration model p(lja) form is critical. In this work,
the syllable duration ! was represented by using a
gamma distribution that depends on both prosodic
(a, 8) and segmental (v) context:

p(l{a, B, 7) ~ F(Ta;a, ’\OfﬁL‘Y)’

which includes parameters rog and A,pg that depend
on prosodic context and a scaling factor L, that is the
sum of the mean durations for the phonemes in that
syllable. The scaling factor L., allows us to account
for segmental effects without a large increase in the
number of duration model parameters.

The model incorporates phenomena that affect
the Fy and energy contour at different levels: the in-
termediate phrase level, the syllable level, and the
phone level. The basic model is at the syllable level,
where a syllable is categorized according to its ab-
stract prosodic label « that might be a pitch accent
and/or boundary tone marker. A different model is
used for each possible tone label @ conditioned on the
neighboring tones, syllable position in the intermedi-
ate phrase and 4/— nuclear accent context. Phone-
level dependency is used to incorporate segmental ef-
fects into the model, and is factored into the different
syllable region parameters. The model directly incor-
porates the effect of position of the syllable within
the phrase as a conditioning factor, and higher level
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phrase range effects are modeled by scaling Fy and
energy with respect to the peak for the intermediate
phrase given hypothesized phrase boundaries.

2.2. Parameter Estimation

In estimating the parameters, we begin by assuming
that a prosodically labeled corpus is available, with
segment, syllable, word and phrase boundary times
marked. The timing information can be obtained au-
tomatically using a segmental alignment constrained
to a known word sequence, with lexical stress and
syllable structure provided by a dictionary.

Given the annotated corpus, training involves find-
ing the maximum likelihood (ML) dynamical system
model parameters. Standard system identification
techniques for finding the parameters are difficult to
use here, particularly since there are missing observa-
tions in the unvoiced regions. For this work, we used
a non-traditional iterative method for ML parameter
estimation that relies on an algorithm developed by
Digalakis et al. [9] for speech recognition. This ap-
proach uses the two-step, iterative expectation-
maximization (EM) algorithm for ML parameter es-
timation of processes that have unobserved compo-
nents, which in this case are the state vectors and un-
voiced data. During the E-step, the expected first and
second-order sufficient statistics for the unobserved
data are estimated conditioned on the observed data
and the most recent parameter estimates. These quan-
tities are used to find the next set of parameter esti-
mates in the M-step, to maximize the expected log-
likelihood of hidden and observed data. These two
steps are repeated until the relative change in the
likelihood of the model becomes small.

Because of training problems with local optima
and limited amounts of data, it is not practical to
make the full set of model parameters dependent on
all levels of the model, so parameter tying is used.
The selected model parameter dependencies were mo-
tivated by results from linguistic studies as well as ex-
perimental assessment of a few model configurations.
Further details about the parameter dependencies are
described in [12, 13]. Parameter tying that is not
uniform over a model, i.e. tying different subsets of
@, over different sets of models, further complicates
parameter estimation, but can be handled using the
approximate solution given in [13].

2.3. Recognition

There are two types of prosody recognition problems
that this model might be used for: prosodic labeling
given a known word sequence and recognition when
the word sequence is unknown. The key difference
between these two problems is whether one can as-
sume that syllable boundaries are fixed by a previ-
ous segment recognition step. Here we assume that
the segment boundaries are fixed, since they can be
provided in N-best rescoring for unknown word se-
quences. The extension for unknown syllable bound-
aries is described in [7].
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Assuming that the utterance has n syllables with
lengths {7, the recognition problem involves finding
the most likely tone sequence af and phrases 7

m
47 = argmax m%)'(n]:[ H p(Yjleij, 1)
n m
@ L= Y;€p:

-p(lileij )p(ajla;-1, Bi)p(B:)

where ci; = (o;,0;,7;). When the phrase boundary
times are fixed, as in the experiments here, then the
problem becomes

7
a7 = argmax | | p(¥jlesj, 1;)p( les; (e laj -1, :)

at j=1

for each phrase 3; with n; syllables, which can be
solved with a standard segment model dynamic pro-
gramming (DP) search [8, 6]. When the boundary
times are not fixed, the solution requires a two level
DP search. The probabilities p(Yjle;;,{;) are found
from the innovation sequence using standard Kalman
filtering recursions in conjunction with the dynamical
system model equations.

3. EXPERIMENTS

Prosodic labeling experiments were conducted using
data from a single speaker from the Boston Univer-
sity radio news corpus [14], which was prosodically
labeled using the ToBI system [1, 2]. Approximately
48 and 11 minutes of data were available for training
and testing, respectively. Because of limited train-
ing data, the ToBI labels were grouped into 4 types
of pitch accent labels (‘unaccented’, ‘high’, ‘down-
stepped high’, and ‘low’), 2 intonational phrase bound-
ary combinations (‘falling’ primarily L-L%, and ‘ris-
ing’ L-H%), and the 3 standard ToBI intermediate
phrase accents (‘L-’, ‘H-’, and ‘/H-’).

The feature vectors included Fy and log energy
values computed every 10 ms. Energy and Fg con-
tours were computed using Waves 5.0 software, and
they were not smoothed since unvoiced regions and
segmental effects are explicitly accounted for in the
model. The model was trained with 10 iterations of
the EM algorithm. Since the task here was prosodic
labeling, we used the phonetic labels and segment
boundaries obtained by the Boston University speech
recognition system. The sequence model was a sim-
ple bigram model used in conjunction with a restric-
tion that pitch accents do not fall on unstressed sylla-
bles. In these initial experiments, the prosodic label-
ing problem has been simplified somewhat by assum-
ing known intermediate phrase boundary times. This
assumption can be relaxed by using the full two-level
DP algorithm [7], but the fixed phrase times made
experiments much less costly for initial development.

Testing the model with the independent test data
set but known phrase boundaries resulted in recogni-
tion accuracy of 85% for the four classes of syllables,
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which corresponded to 89% accuracy (or, 84% correct
vs. 9% false detection) for accent location irrespec-
tive of specific tone label. These figures are close to
the consistency among human labelers for this data,
which is 81% accuracy for the full set of ToBI pitch
accent labels and 91% for accent placement [14]. A
confusion matrix is shown in Table 1. Not surpris-
ingly, the down-stepped accents are frequently con-
fused with both high accents and unaccented sylla-
bles. Low tones are rarely recognized because of their
infrequent occurrence in the data corpus. The ac-
cent detection results are similar to those obtained
by Wightman and Ostendorf [5], but are not directly
comparable because of the additional side informa-
tion used here and different test sets.

Phrase tone recognition results, for the case where
intermediate phrase boundaries are known, are sum-
marized in Table 2. While the overall accuracy is only
63%, the main difficulty is in distinguishing interme-
diate vs. intonational phrase boundaries (79% accu-
racy). The accuracy is relatively good for the binary
low vs. high phrase tone distinction: 85% for agree-
ment on boundary tones (L% vs. H%) that are both
hand labeled and recognized as intonational phrase
boundaries, and 90% for the phrase accents on all
boundaries (L- vs. (H-,'H-)). (The phrase tone !H-
is rarely recognized correctly, but the human labelers
had problems distinguishing this tone as well.} Errors
tend to occur in syllables with final glottalized seg-
ments and in phrases with compressed pitch range.
Even with more reliable recognition of phrase size,
there is room for improvement in tone recognition,
since human labelers label L% vs. H% with consis-
tency of 93% [14].

4. CONCLUSION

In summary, we have described a new stochastic model
for recognition of intonation patterns that uses a prob-
abilistic model as in speech recognition, but incor-
porates a parametric structure motivated by linguis-
tic theory and successful intonation synthesis mod-
els. This approach has two main advantages over
previous work. First, the multi-level representation
has the potential to improve recognition performance
by explicitly accounting for segment-, syllable- and
phrase-level effects and interactions among these fac-
tors. Second, by computing the probability of a com-
bination of acoustic observations directly — as allowed
in the segmental model — the overall model is better
suited to problems of prosody recognition with un-
known word sequences than are models that repre-
sent a transformation of these acoustic features. In
particular, the model would be straightforward to use
in prosody-parse scoring, e.g. [15].
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