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ABSTRACT

This paper presents an advanced platform for commercial use
of speech technology products in multimedia applications. It
covers the general concept of the hardware and software
design of a powerful multi DSP communication board, based
on the DSP32C processor, with an upgradable modular
structure and universal port - one DSP processing one
telephone line, and up to 16 DSPs simultaneously running
different tasks on different channels on one board. A range
of speech processing modules can be accessed through each
port. They include TTS, SIR, SDR and SV and are provided
by different speech technology suppliers. The paper gives
information about the porting process and aids understanding
the integration procedures of a single speech module into a
complex UNIX based open system architecture.

1. INTRODUCTION

One of the fastest growing areas for the commercial use
of speech technology products is the computer
telephony. One such application may require
simultaneous use of different types of speech processing
algorithms. For instance: Spegker Verification SV) to
grant access to authorised users; Speaker Independent
Recognition (SIR) to understand a query, or Speaker
Dependent Recognition (SDR) for a voice dialling
application and Text To Speech (TTS) to provide the
required information. In addition the application should
be able to handle some other standard functions to
maintain the dialogue over the telephone line such as
DTMF, record/playback of a voice message, speech
compression for storage, etc. More advanced features
may include operation in different languages with the
TTS producing the speech in the language of the query
and the speech recognition system operating in a
predefined set of several languages with an option for
an easy switch between them. The list of tasks can be
extended to include features such as fax, voice mail and
modem functionality.

The present paper will concisely explain how the
integration of these multifunctional features is achieved
on a particular hardware platform. The underlying
concept behind its system and integration software will
be discussed together with the requirements for the
development of DSP processing modules which
implement a particular speech processing algorithm.

The general aim of the paper is to provide an
understanding for speech technology suppliers of how
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their algorithms can be integrated into multifunctional
DSP based platforms to become commercial products
for use in computer telephony applications.

2. GENERAL DESCRIPTION

The description to follow is connected with the products
of LINKON corporation which manufactures software
development tools and a high density DSP32C based
series of boards for the telecommunications industry,
for the needs of large scale service providers. The basic
version of the board has an upgradable modular
structure and provides on board integration of multiple
functions needed for complex, multimedia applications.
These functions include:

¢ Telephone line servicing - DTMF detection /
generation, caller ID, bridging and conferencing, echo
cancellation, automatic gain control.

s Voice message processing - record/playback,
data compression for storage, variable rate playback.

e Data communication - modem, facsimile.

¢ Speech processing - SIR, SDR, TTS and SV
operating in a range of different languages.

Each function is implemented on a single DSP and can
be accessed by the application through a universal port.
On the board one DSP services one telephone line, or
channel, and can run any chosen combination of
functions.

This design allows for a very high density integration
and offers the advantages:

1. The possibility to run a chosen set of DSP
modules on one channel independently. For instance,
the channel can be used by the application to detect a
telephone call, play a pre-recorded message, process
DIMF, perform SIR and run TTS to provide
information.

2. The above tasks can run on different channels
on one board simultaneously and independently. Thus
one board can be running, for example, SIR on three
channels, TTS on two, fax on five and playing a
message on six, processing up to 16 telephone calls in
the same time.

2.1. Host level

The board interfaces with a proprietary operating
system used to create multimedia applications within a
UNIX based open system architecture. Several boards
can be integrated in a single system and be used by up,
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to 64 applications controlling 96 telephone channels on
a single computer. In network environment up to 10
such systems can be combined in a virtual system
processing up to 960 telephone ports, and
communicating through any of the standard UNIX
networking facilities.

The OS consists of device drivers to access and control
the voice hardware, system tasks which communicate
with the device drivers and access speech data,
administrative programs to monitor and control the
voice environment and library routines, callable from
within any standard C program and used to build up the
application (Fig.1). All application development is
performed using standard UNIX tools. Application
generators can also be used [1}].

There is a licence control mechanism operationally
similar to a client/server with the telephone lines or
channels being the clients and OS the server. System
wide features like telephone line servicing are available
to all channels, others like TTS, SIR or fax are optional.
This means that the functionality of the board can be
software defined according to the needs of the
application.

EUROSPEECH ’95, Madrid, Spain, September 1995

Fig. 1

In summary the main features of the host software are:

¢ Hardware independence (open architecture).
Series of voice boards from the same or different
manufacturers can be used together.

e Portability to different UNIX platforms - UNIX
System V, Interactive, SCO, Solaris, AT&T.

e Use of universal ports as standard computing
environment for dynamic allocation of DSP modules.

2.2 Board level

The board has an upgradable modular structure based
on the AT&T 32 - bit floating point DSP32C operating
at 65Mhz. Each DSP operates independently and uses
its own memory which can be up to 4MB DRAM. Up
to 16 such DSP modules can be integrated on one
board. There is a user selectable memory map or
hardware interrupt. Also an analogue or digital
interface and MVIP and PEB connectivity are
supported.

The board software is based on the VCOS real-time
multitasking operating system developed by AT&T {2].
It supports real-time execution through frame-based
block processing which offers two advantages:
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block processing which offers two advantages:
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deterministic processing and efficient utilisation of DSP
bandwidth. In addition VCOS cashes the code and data
used by the DSP functions onto the chip. The cashing
strategy is determined by the DSP algorithm developer.
Three basic communication buffer types are supported:
FIFO’s, AIAO’s, and parameter buffers. The DSP
processing modules are developed independently and
integrated later on with the board command and control
mechanism which ensures the multifunctionality of the
board software.

3. SPEECH SOFTWARE

There are several speech processing algorithms
developed and implemented on the board by different
technology suppliers: university speech research groups
and private speech labs and companies. They include:

1. TTS - The algorithm uses concatenative
synthesis and is supplied and ported to the board by
L&H Speech Products. The text files to be spoken are
standard ASCII files. Supported languages: English,
German and French [3].

2. SIR - Keyword spotting and continuous digits
recognition, custom design of the vocabulary and
operation in US English, UK English, French, Flemish,
German and Dutch. Technology provider L&H.

3. SIR, SDR and alphabet recogniser - the
algorithm is provided by The Centre for Spoken
Language Understanding, OGI, and is currently being
used in the US census system [4].

4. SIR and SDR with continuous digits for voice
dialling applications - algorithm provided by
VOCALIS, UK

5. SIR for French. The algorithm PHIL 90 is
developed by CNET and is currently being ported to the
board by ACSYS, France.

6. Speaker Verification and Identification -
LINKON’s proprietary software.

Although the recognition techniques used are similar,
there are different commercial advantages offered by
the different technology suppliers. For instance: the
L&H SIR has an additional software tool to design a
new vocabulary on the fly. The size of the vocabulary
is limited but its content not. It can be easily changed
according to the application requirements. Another
advantage is operation in a predefined set of languages
by just changing the trained models for the language.
The OGI recogniser offers the use of alphabet
recognition and the VOCALIS SDR has a quick
template  training procedure and very good
performance. PHIL 90 is optimised for French, has a
built in barge-in facility and no restriction on the
number of continuous digits recognised. This diversity
of features is due to the combination of an advanced
DSP platform with different sources of speech
technology and allows one to target a wider market of
applications.

EUROSPEECH ’95, Madrid, Spain, September 1995

4. THE PORTING PROCESS

The implementation of a speech module is done withir
a dedicated DSP porting environment using VCAS
(Visual Caching Application Server) interface functions
o communicate with the DSP-based real-time
multitasking operating system (VCOS). Its mair
advantage is that it allows each DSP task to be designed
and tested independently, like a black box that
communicates with other DSP tasks and the host
through the three basic types of communication buffers.
This allows the speech technology suppliers to work on
their own and port their speech algorithm to the board
independently with minimum knowledge of the board
software. They provide a black box with a given
functionality that complies with the communication
requirements of the rest of the software. The
commercial éonfidentiality of the algorithm is
preserved.

The final integration with the board device driver and
the proprietary host OS is achieved through a message
based generic API. The porting process comprises two
phases.

4.1. Stand alone VCAS/VCOS application.

This stage includes writing a host VCAS module in ‘C’
to control and debug the DSP based speech task. It uses
a set of VCAS library functions to control the DSP and
to transfer information to and from the board. The
communication buffers are: FIFO’s - for asynchronous
data streams, AIAO - for synchronous streams, and
parameter buffers for symbolically accessed data
structures to transfer status/control data types. Because
of the universal port approach one VCAS speech
application controls one DSP which runs the entire
speech processing algorithm.

The heart of the porting is the implementation of the
DSP speech task under the VCOS frame based block
processing concept {3]. A frame is a unit of DSP
processing time, typically 10msec. The operating
system executes each task on the real-time execution
list once every frame. During a frame the DSP task
processes one block of data. For speech recognition the
real time task will be the feature extraction procedure
with the block of data being the time window of speech
samples buffered by the A/D module. Usually this is
the calculation of a vector of coefficients (CELP, MEL
cepstra, RASTA-PLP), performed over an optional size
window of buffered data for less then 1 frame of
processing time.

The non-real-time tasks are executed during the time
left over after execution of all the real-time tasks. This
means that the recognition procedure can be
implemented as a longer module running during several
processing frames. In fact, the recognition module can
be partly run in real time (the first pass of a Viterbi
search, for instance) with the decision making done
after the end of the utterance using the non-real-time re-
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entrance mechanism which will allow for additional
optimisation (e.g. use of grammar rules) to improve the
recognition performance.

The whole recogniser can be implemented as a state
machine with different modes of operation controlled
by the VCAS host application.

4.2, API integration

The VCAS application is used only for debugging and
testing of the DSP speech module. In the commercial
product it is replaced by the device driver and the host
operating system previously discussed. The board
communicates with the system via a communication
protocol, sending and receiving data, and receiving
commands and responding with results. The API
includes a set of routines to be called by the speech
DSP module to replace the communications with the
host VCAS module used in the development process.

5. PORTING REQUIREMENTS

In order to estimate the effort involved for the
implementation of a speech algorithm into this
advanced platform for large scale multimedia
applications, the speech technology suppliers need to
consider the following issues:

1. The VCOS/VCAS porting environment has
to be mastered - understanding of the real-time, non-
real-time concept, use of the communication buffers,
use of the dedicated functions, libraries and macros,
caching techniques, etc.

2. General understanding of the existing board
software.  Although the speech DSP module is
developed as an independent stand-alone module, it
interacts with the existing codec for the input/output of
the speech samples and with the speech API for the
final integration. Also some information about system
structures and parameters needs to be learned. _

3. The DSP code can be written in ‘C’ but
should be structured in a suitable way for the frame-
based block processing. The communication
requirements of the different types of buffers are to be
taken into account, and the possibilities for the on-chip
cashing fully explored.

4. Further optimisation on the DSP code at
assembler level will be need in order to make use of the
advantages of the DSP32C floating-point unit and its
signal processing facilities. Critical parts of the code
may need to be written directly in assembler or hand
optimised after the compilation. This implies good
working knowledge of the DSP32C assembler.

Full technical support, documentation, software tools
with examples and demos are provided to assist and
shorten the learning curve. The porting requirements
implied by the overall system are:

¢ The processing power of one DSP should be
enough to run the entire speech algorithm - condition
imposed by the universal port approach adopted.
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* Non-shared board memory will be provided for
the sole use of the speech processing algorithm

¢ The communications between the DSP speech
task and the host application are message based and
should conform to the adopted protocol.

* No speech processing should be planned to run
on the host - requirement imposed by the portability of
the host OS to different UNIX platforms.

6. CONCLUSION

The process of transforming a speech processing
algorithm into a commercial product for computer
telephony applications has been discussed.

First the speech technology suppliers need to estimate
the commeicial advantages of their algorithm. It is
important that it is designed for use in a telephone
environment (for instance if HMMs are used for speech
recognition, they have to be trained with telephone
speech). It has to offer some performance advantages
over those already commercially available on the same
platform and be able to compete for customers. A good
candidate, for instance, can be a recogniser or TTS for
an exotic language. Note that the advantage of using
simple processing techniques with good performance is
no longer valid because of the available computing
power. :

Next, the quality of additional modules such as speech /
silence detection, barge-in or channel normalisation
should not be underestimated as the over all
commercial performance greatly depends on the
practical implementation not just on a good theoretical
algorithm.  Despite the fact that most of these
additional speech modules are already used on the
board, because of the ‘black box’ approach, they are
hidden in the speech software of their provider and can
not be used by competitors.

Finally the suitability of a given speech algorithm for
porting should be judged in the context of the whole
open system architecture and the market it addresses -
large scale telephone service providers and the
requirements of their applications.

The aim of the porting process is to deliver a good
quality commercial product. It is an expensive
procedure which would not normally be of interest as a
research tool.
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