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ABSTRACT

Performance of acoustic phoneme models varies in a pho-
neme-based recognition system. Some phonemes may be mod-
eled very well, providing generally higher acoustic likelihood
scores; phonemes that are not modeled well will typically pro-
duce poorer scores. To calibrate the diverse performance of the
phoneme models, an acoustic confidence score (ACS) has been
derived which uses probability distributions of acoustic likeli-
hood scores associated with each of the phoneme models in a
recognition system to determine an objective measure of acous-
tic match. Preliminary results correlate the ACS of a hypothe-
sized sentence and its correctness.

One potential application of ACS is in the task of rejec-
tion of a recognized sentence due to its poor score. A sentence
containing many of the phonemes that were not modeled well in
the system will unfairly get a poor overall score when using the
raw acoustic scores, and may be falsely rejected. ACS provides
an objective measure of acoustic match, independent of the rec-
ognized phonemes.

1. MOTIVATION

In a phoneme-based recognition system, we attempt to
model distributions of acoustic segments of speech correspond-
ing to particular phonemes. In hidden Markov model (HMM)-
based systems, we may use several states to model the different
parts of the phoneme (e.g., three HMM states, for the begin-
ning, middle, and end). Recognition performance depends
highly on our ability to accurately model the various phonemes.
Typically, the accuracy of phoneme models differs from pho-
neme to phoneme. The result is that some phonemes may be
modeled very well, providing generally higher likelihood
scores; phonemes that are not modelled well will typically pro-
duce poorer scores.

In light of this varied performance, for example, an
acoustic likelihood score for an utterance may appear to be
worse simply because it contains many occurrences of pho-
nemes that are poorly modeled in the system, and not because
the input contained out-of-vocabulary words or invalid gram-
mar forcing incorrect phoneme alignment.

To address this issue, a measure of confidence in acoustic
likelihoods, named the acoustic confidence score (ACS), has
been derived. It calibrates diverse phoneme modeling perfor-
mance by computing the probability of a likelihood score given
the recognized phoneme. In this paper, the measure of ACS is
developed. Future work will involve useful applications.
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2. POTENTIAL APPLICATIONS OF ACS

One potential use for ACS is in the task of recognized
sentence or word rejection. For example, a user may speak a
word that is not in the system vocabulary. Instead of recogniz-
ing the closest matching word in the vocabulary, we would like
to reject the input, preferably with a message to the user, such
as, “I didn’t understand, please repeat.” In order to reject
based on the acoustic score, the system needs to decide if the
score was “good enough” to assume correct recognition. ACS
accounts for differences in phoneme model performance, pro-
viding for an objective measure of the goodness of acoustic
match, objective in the sense that it is independent of the rec-
ognized phonemes.

ACS may be useful as a knowledge source, additional to
other knowledge sources, including the raw acoustic score, in
rescoring N-best lists of hypothesized word sequences for a
recognized utterance [1].

Some other applications that can benefit from the ability
of ACS to provide a measure of goodness of acoustic match,
independent of the recognized phonemes, are:

» Text-independent speaker verification

+ Confidence in keyword spotting [2]

* Selective acoustic model adaptation - We wish to adapt
acoustic models, but only for speech acoustic segments
where we have high confidence in recognition.

ACS could also be used in combination with other knowledge
sources for evaluation of a robust confidence in recognition
based on multiple knowledge sources (e.g., ACS, acoustic
score, language mode! score, and prosodic information) [3].

3. FORMULATION OF THE CONFIDENCE
MEASURE

For a phoneme-based recognizer, recognition of an utter-
ance provides a Viterbi segmentation of the utterance into pho-
nemes (ie., defining the sequence of acoustic segments
corresponding to the phonemes recognized for the ufterance).

Let § = {5,,5,....5y } denote a sequence of acoustic
P
segments of an utterance consisting of Np phonemes.
PH = {PH,PH,, ""PHN } is the associated recognized
P

phoneme sequence. The corresponding phoneme scores are
d={4,d,..., de} where d; is the score of segment §;

against the acoustic model for PH; (phoneme i). For this

work, the average log likelihood over the duration of the pho-
neme is the score. Other measures can be used (e.g., posterior
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probability of the phoneme given the acoustic segment). The
phoneme ACS is defined as:

P( PH, correct 'di)

ACS (PH) = -
P( PH, incorrect di)

p(di' PH, correct) -P( PHX. correct)

. @
p(dl.‘ PHi incorrect) 'P( PHi incorrect)

where P( PH, incorrect) =1 —P( PH, correct)

The phoneme ACS is determined as a post-processing
step to recognition. The recognizer has speculated that acoustic
segment §; is phoneme PH,. (Note that this is an underlying
condition, which, for brevity, is not explicitly noted in equation
(1).) Given the phoneme score d;, we are confronted with a
two-category classification problem:

‘PH; correct’ =The recognizer was correct — § ; isin fact

;-
‘PH; incorrect’ =The recognizer was wrong — S ; isnot PH,.
(There are implications as to how exactly one defines the condi-
tion: "S; is not PH,". The interpretation for this work is
explained in detail in Section 4.1.

The two-category classification problem has an associ-
ated likelihood ratio, which is equation (1). The numerator is
the posterior probability that the recognizer correctly recog-
nized §; as PH; given the observed phoneme score, and the

denominator is the posterior probability that the recognizer
incorrectly recognized the segment S, as PH; given the
observed phoneme score. At this level, however, instead of
making the classification decision, the likelihood ratio is used as
a measure of confidence. The larger (smaller) the likelihood
ratio, the more (less) confident we are in the recognizer’s choice
of PH,.

P(PH, correct) is the a priori probability that the recog-

nizer was correct to choose PH ; for §,. P(PH ;incorrect) is

the a priori probability that the recognizer was wrong to choose
PH, for §;. These a priori probabilities are a priori in the sense

that they do not consider the score d ;. However, note that they
do preclude the underlying condition that S ; has been recog-
nized as PH, .

Given W = { W W, Wy}, a hypothesiied sequence
of N words for a spoken uiterance, the ACS for the hypothesis is
defined as:

P

ACS(W) =

N
logACS (PH)) V)
=1

1
N, .

This is the confidence that the sequence of acoustic pho-
neme segments S is in fact an acoustic representation of the
word sequence W. It is evaluated as the log average (geometric
average) phoneme ACS (as defined in equation (1)),
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Calculation of ACS could easily be extended to the case
of multiple systems of acoustic models. For example, using a
system of HMM phoneme models augmented by a system of
neural network phoneme models, for each recognized pho-

neme, d; would be a vector of two posterior phoneme proba-

bilities, one from the HMM phoneme model, and one from the
neural network phoneme model. In this case, the phoneme
ACS would be the posterior probability of the phoneme given

the acoustic scores @; (just the numerator of equation (1)).

This approach should lead to improved confidence measure as
the correlation between the posterior phoneme probabilities
from these two acoustic models decreases [4].

A by-product of determining the ACS is the knowledge
of the recognized and the correct phoneme. This knowledge
could be used to actually train HMM acoustic models of cor-
rectly and incorrectly recognized phonemes, as is done in [5].
Furthermore, observing the distributions of likelihood scores
for the various phonemes has diagnostic value, revealing
which phonemes are modeled poorly and perhaps need more
training data or other adjustments.

All the applications mentioned in Section 2 involve ACS
in a post-processing step in recognition (i.e., after we have
backtraced to determine the Viterbi segmentation of an utter-
ance into its corresponding phonemes). However, distributions
of phoneme scores can also be useful in the forward recogni-
tion pass, for example, for pruning phonemes from the recogni-
tion search [6]. In this case, each frame of speech is scored
against all phoneme models. The work presented here
addresses the post-processing stage only, in which, for each
acoustic segment §; in a hypothesized sentence, only its score

against the Viterbi-optimal phoneme is available.

4. EXPERIMENTATION
4.1, Training Procedure

The class-conditional probability density functions and a
priori probabilities in equation (1) were determined for each of
a set of 43 phonemes using 2,859 orthographically labeled
training utterances from 89 male speakers in the Air Travel
Information System (ATIS) domain {7]. For each training
utterance, the N best (N=100) sentence hypotheses, based on a
set of context-dependent genonic phoneme HMM:s [8] and a
bigram language model, were determined [9]. (There were 141
additional utterances for which the correct sentence hypothesis
was not in the N-best list. These utterances were not included
in the training procedure.)

For each sentence hypothesis, the corresponding pho-

neme segmentation S = {S,S,,..,8y } wasnoted. The
2

phoneme segmentation of the correct sentence hypothesis was
considered to be the correct segmentation. Segmentations of
all other hypotheses were compared to the phoneme segmenta-

tion of the correct hypothesis. When the segment § ;ina

hypothesis exactly matched the segment §, in the correct

hypothesis, it was classified as a correct recognition, contribut-
ing to the a priori probability in the numerator of equation (1).
Furthermore, its corresponding score d; contributed to the

class-conditional probability density function in the numerator
of equation (1). The correct hypothesis was also a contributor
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to these two factors. All other segments S, were classified as

incorrect recognitions and contributed to the factors in the
denominator of equation (1). The distributions in equation (1)
were determined on the training utterances by developing histo-
grams of average phone scores, The a priori probabilities were
simply calculated based on frequency of events measured in the
training set. Note that the distributions of incorrect phoneme

scores include cases where:

1. For the entire region of S, in the hypothesis, the correct
hypothesis was a different phoneme.

2. For the entire region of § ; in the hypothesis, the correct
hypothesis was the same phoneme, but that phoneme

extended beyond the region S, only in the correct hypothe-

S1S.

3. For part of the region §; in the hypothesis, the correct
hypothesis was the same phoneme; the rest of the time it
was a different phoneme.

4.2. Recognition and ACS Evaluation

The same 2,859 utterances were tested in recognition.
For each utterance, the ACS was determined via equations (1)
and (2) for the same N best (N=100) sentence hypotheses and

their associated phoneme sequences used in training.

5. RESULTS

Preliminary attempts at adding ACS as an additional

6. DISCUSSION

The biggest deficiency for the current system is that for
Scenarios 2 and 3 described in Section 4.1, a phoneme score is
an average of correctly and incorrectly segmented speech
frames. Yet, this average score is considered as a whole to be
an example of Incorrect phoneme recognition. This may be
the best approach when working at the phoneme segment
level, but clearly better classification of speech frames into
correct and incorrect scores can be achieved at the speech
frame level, where the score to be observed is the likelihood
score of a given speech frame. This approach is presently
being implemented, and should provide for a much better ACS
measure.

7. CONCLUSIONS AND FUTURE WORK

ACS is a measure of confidence in acoustic likelihood
scores. It was developed to calibrate the diverse performance
of phoneme models in a recognition system, and thus provide
an objective measure of acoustic match, independent of the
recognized phonemes. This measure has potential use in sev-
eral areas including: word/sentence rejection, text-indepen-
dent speaker verification, and selective acoustic model
adaptation.

The initial implementation of ACS suffers from the defi-
ciency that, on the phoneme segment level, speech frames can-
not be classified well as correct and incorrect recognition.
Nonetheless, results show that the ACS of a hypothesized sen-
tence and its correctness are correlated; using ACS to rank N-
best hypothesis lists, the correct hypothesis appeared in the top
20 of 100 hypotheses 76% of the time.

knowledge source for rescoring the N-best lists, along with the
raw acoustic score and a bigram language probability, did not
provide for improved recognition performance. However, ACS
did show some ability to discriminate on its own between cor-
rect and incorrect hypotheses for a spoken utterance. This abil-
ity was measured by ranking the N best hypothesized sentences
for the utterance with ACS only. The same was done for the raw
acoustic scores alone as a reference for comparison. Table 1
shows what percentage of the time the correct hypothesis

Once the ACS measure has been improved by classifying
speech frames as correct or incorrect, future work will include
use of ACS in some of the proposed applications in Section 2.
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