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ABSTRACT

Compared with the usual acoustic representations,
articulatory models offer potential benefits in giving
a compact, slowly changing representation, having a
closer relationship with the phonetic domain and al-
lowing a straightforward treatment of coarticulation
and transitional effects.

A long-standing difficulty preventing the realisation
of these benefits is the estimation of appropriate pa-
rameters from the speech signal. This paper reviews
recent progress in this area and describes some initial
experiments that attempt to estimate the parameters
of the recently proposed Distinctive Regions Model
(DRM) [1], using a dynamic programming search of
an articulatory codebook.

1 INTRODUCTION

An articulatory description' may be preferable to an
acoustic feature set because physical dynamic limi-
tations of the vocal tract imply slowly changing pa-
rameters. Also, the close relationship between the
articulatory and phonetic domains suggests that an
articulatory parameter set could be a more appropri-
ate representation for recognition.

With such potential advantages, it is worth consider-
ing the reasons why articulatory parameters are not
commonly used for the analysis of speech. This is al-
most certainly due to the difficulty in estimating such
parameters. There is a comaplex mapping between the
acoustic and articulatory domains, which is both non-
linear and one-to-many [2] [3]. Such a relationship re-
quires the use of non-linear mapping techniques such
as neural networks, non-linear regression or the use
of articulatory codebooks as reviewed in [3].

The principal aim of the work discussed in this paper
is to develop a suitable method for the estimation of
vocal tract shape parameters from speech using an
integrated approach for all classes of speech sounds.

This paper focuses on the acoustic-to-articulatory
transformation, referred to as the inversion task. Two
approaches are described that have been used for the
analysis of voiced speech, a dynamic programming

Here articulatory is given a general interpretation of any
suitable physical description of the vocal tract.
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search for articulatory codebook sequences and an it-
erative estimation technique. These techniques al-
low a practical way of assessing the Distinctive Re-
gions Model (DRM) and highlight key difficulties and
considerations in the estimation of vocal tract shapes
from speech. First the codebook approach is consid-
ered.

2 VOCAL TRACT MODELLING

Conventionally in vocal tract modelling, the vocal
tract has been represented by a number of cylindri-
cal elements of equal length placed end to end from
the glottis to the lips. Such an articulatory model is
described by Kelly and Lochbaum (1962) [4].

To reduce the dimensionality of the articulatory de-
scription and restrict the area function to reasonable
tract shapes, Coker [5] uses a reduced order articula-
tory parameter set to specify the area function.

The DRM proposed by Mrayati et al. [1] and dis-
cussed by Carré et al. [6] [7] [8] is a novel vocal tract
area function specification based upon the acoustic
characteristics of a perturbed uniform tube. This is
in contrast to other models based on the physiological
structure of the vocal tract.

Some of the first attempts at the inversion problem
were carried out by Mermelstein and Schroeder [9]
[10]. The method, based on perturbation theory, uses
formant frequencies to estimate the vocal tract shape.

The problems arising from the one-to-many map-
ping from the acoustic to articulatory domains were
demonstrated by Atal et ol. in 1978 [2]. Many area
functions were determined that yielded the same
acoustic parameters. Such area functions lie in a
subset of articulatory space termed a ‘fibre’ by the
authors. This highlights a central difficulty in the
inversion problem - the uncertainty that results due
to the one-to-many mapping. Recent work suggests
however that the application of suitable area function
constraints does, at least to some extent, reduce this
uncertainty {11].

Schroeter et al. [12] [13] [14] and Larar et al. [15)]
attempt to obtain articulatory parameter set esti-
mates for speech utterances by imposing dynamic
constraints on the articulatory movement of their
model in order to reduce the uncertainty of the one-
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Figure 1: Obtaining an articulatory representation
and reconstructing a speech signal. The specific tech-
niques used here are shown in brackets.

to-many mapping. We adopt a similar approach here,
but using the DRM.

3 ARTICULATORY PARAMETERS

An analysis-synthesis process including an articula-
tory representation is shown in Figure 1, and specific
techniques are shown in brackets. In the first stage
acoustic features of a frame-based analysis are ob-
tained from the speech. In our case the perceptually
based PLP-10 cepstral coefficients with RPS weight-
ing [16] obtained at approximately 12ms intervals are
used as these features.

The inversion task - the transformation of acoustic
features into vocal tract shapes - is by far the most
difficult part of the process. It is necessary to use
not only the current frame for this estimation, but
also previous and subsequent frames in order to apply
continuity constraints.

In the final stage of Figure 1, a speech signal is
obtained from the vocal tract shapes using an ar-
ticulatory synthesiser. In our case a lossless Kelly-
Lochbaum [4] implementation of the DRM is used.

The resynthesis of speech provides a useful method of
confirming the validity of the articulatory represen-
tation, although this in itself does not guarantee that
the vocal tract shape estimation corresponds to that
actually used in the production of the speech.

4 THE CODEBOOK SEARCH

An articulatory codebook containing point-to-point
mappings from the articulatory to acoustic domains
has been generated using the DRM. The codebook
consists of 160 000 entries, specified by DRM param-
eters in the articulatory domain, and PLP cepstra in
the acoustic domain. The articulatory space is sam-
pled at logarithmic intervals in area and constraints
are applied equivalent to maintaining the volume of
the tongue and the shape of the fixed laryngeal cavity.
A dynamic programming search has been used to se-
lect sequences from this codebook, minimising a cost
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Figure 2: The dynamic programming search of an
articulatory codebook.

function, C, based on the acoustic difference between
the model output and the original speech, and the
movement of the articulators between frames.

T-1 M .
o=y (;cz(csi (8 — et (1))
t=0 i=1

N
+) (Ai(t) - As(t— 1))2> (1)
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The first term in Equation 1 represents the acoustic
matching. ¢s(t) and c;(t) are respectively the i
cepstral coefficient of an M?* order analysis of the
analysed speech and the selected codebook entry, for
frame ¢. The second term represents the continuity
constraint, where A;(t) is the area of region i of the
codebook entry selected for frame ¢, and N is the
number of regions (8 for the DRM). The weighting
term k is speech class dependent and determined em-
pirically.

The vocal tract shape estimation process is sum-
marised in Figure 2. Acoustic features are obtained
from the incoming speech and compared with the
codebook entries. A set of candidate vocal tract

shapes for each speech frame, corresponding to a

given number of the best acoustic matches (typically
1000 from 160 000), is forwarded to the dynamic pro-
gramming search with the acoustic distance measures
associated with each shape. The dynamic program-
ming search then produces a sequence of vocal tract
shapes that minimises the cost C in Equation 1. This
selects from a a vast number of vocal tract time se-
quences, in this case 10007 where T is the number of
frames obtained from the original speech.

5 ASPECTS OF THE ANALYSIS

The ninth parameter of the DRM is the overall length
of the vocal tract model [1]. It has been shown that
this is indeed an important feature of the represen-
tation and it is necessary to take this parameter into
account if the output from the model is to display a
reasonable correspondence with real speech. A simple
method has been devised to estimate the vocal tract
length from the input speech, and perform the nec-
essary normalisation to align the formant frequencies
with those produced by the vocal tract shapes given
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in the articulatory codebook. It has been observed
that the spectral matches are clearly superior once
this normalisation has been carried out, and this can
be seen in the comparison of static spectra (Figure 3)
and formant transitions (Figure 4).

Other important aspects of the analysis have also
been investigated. A characteristic of the 8-region
DRM is that it is capable of independent control of
only the first three formants [1]. Control of higher for-
mants requires a greater resolution in the area func-
tion [9]. Because of this fact it is only meaningful
to make the spectral comparison over the frequency
range of the first three formants. A modification to
standard PLP analysis using just 13 filter outputs en-
ables a reduced spectral match across a 0-3kHz range.

The relative weight given to the two components of
the cost function of Equation 1 is another important
aspect of the analysis. The smaller the value of &,
the greater the relative cost of the articulatory move-
ment between frames. As k decreases the acoustic fit
is given less emphasis in order to introduce greater
continuity in the articulator movement.

It is appropriate to set the value of k depending on
the quality of the spectrum available. For example
the well defined formant structure of voiced sounds
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provides a relatively large amount of information re-
garding the shape of the vocal tract and so a large
value for k is appropriate. For less well defined frica-
tive sounds it may be appropriate to decrease the
emphasis of the spectral match by decreasing k, and
for silence intervals only the continuity is relevant.

In the analysis of the [ai] utterance used in Figure 4, if
the dynamic constraints are not used, which is equiv-
alent to setting k to a very large value, discontinuous
estimates are obtained (especially during silence in-
tervals). However, when the dynamic constraints are
added, continuous area estimates are obtained during
the voiced periods. Despite the fact that the acous-
tic match (according to the PLP cepstral distance) is
degraded at the cost of articulatory continuity, these
continuous estimates resulted in an improved synthe-
sis due to the elimination of the discontinuity effects.
As k approaches zero the area estimates change more
smoothly, limited at the extreme by the constraints
of the acoustically based preselection.

6 THE ITERATIVE APPROACH

An iterative method to obtain improved continuously
valued estimates for the articulatory parameters has
been developed. Steepest descent and conjugate gra-
dient techniques are used to minimise a cost function
similar to that in Equation 1, obtaining numerical es-
timates for the gradient of the error curve at a point.

The resulting continuous values give more accurate
velocity and acceleration estimation than the vector
quantised results from the codebook search, allow-
ing the use of a higher order dynamic model. Also,
the use of an iterative method allows an unrestricted
search of articulatory space. The dynamic program-
ming search was limited, for computational reasons,
to a given number of the best acoustic fits from the
codebook. This pre-selection is especially poor during
silence periods in the speech, when spectral informa-
tion contains little evidence of the vocal tract shapes.

As the iterative method uses hill-climbing techniques,
it is subject to local minima in the error curve, and
so reasonable initialisation values must be supplied.
Such initial values can be provided by the previously
described codebook search, which is not sensitive to
the shape of the error function. Very approximate ini-
tial estimates may be satisfactory however, enabling
the use of a codebook of reduced size.

Examples of improved area trajectories through time
are shown in Figure 5. The areas of the regions cor-
responding to the front half of the tongue (C and D)
can be seen to reduce as the articulatory configura-
tion changes from a back [a] to a front [i] vowel.

The improved estimates in silence can be seen at the
beginning (frames 0-8) and end (frames 71-85) of the
utterance. Little difference can be perceived in the
quality of the resynthesis using the optimised param-
eter estimates unless the voiced excitation is extended
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Figure 5: Area re-estimation using the iterative

method for four regions for an [ai] utterance.

(b)
Figure 6: Spectrograms of (a) a real and (b) a syn-
thetic [adi] utterance synthesised using modified vocal
tract shapes from a dynamic programming codebook
search with both voiced and unvoiced excitation.

into the previously silent periods.

7 CONSONANT SOUNDS

An approach for the modelling of unvoiced sounds is
necessary if the model is to be used for the analysis
of fricative or stop consonants. An extension to the
conventional Kelly-Lochbaum vocal tract model has
been proposed in order to produce unvoiced excita-
tion at a given position along the vocal tract model,
and has been used with reasonable success for the
synthesis of vowel-consonant-vowel transitions.

An example of this is shown in Figure 6 where a con-
striction corresponding to a [d] closure is superim-
posed on vocal tract shapes estimated from the voiced
sections of an {adi] utterance. Work is presently un-
derway to obtain a suitable method of estimating the
vocal tract shapes associated with unvoiced speech.

8 CONCLUSIONS

A dynamic programming search of an articulatory
codebook can be used to provide reasonable vocal
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tract shape estimates in terms of the Distinctive
Regions Model from the speech signal. Compensa-
tion for the vocal tract length disparity between the
original speech and the codebook entries is impor-
tant. Also, due to a DRM characteristic, the acous-
tic matching should focus only on the first three for-
mants. The application of dynamic constraints was
found to yield area parameters more suitable for use
in synthesis. A preselection pass through the artic-
ulatory codebook must be used with caution as this
can often exclude appropriate tract shapes, especially
when the acoustic information is poor, for example
during silence periods. An iterative method allows
the incorporation of higher order dynamic constraints
and removes some of the limitations of the codebook
search method.
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