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ABSTRACT

We describe a series of experiments designed to investi-
gate the feasibility of using a general linguistically moti-
vated grammar of English to improve the language model
of a speech recognizer. A largely automatic corpus-based
method was used to convert the general grammar into a
specialised version tuned to the domain. This was then
used to parse N-best speech hypothesis lists produced by
a recognizer, using an algorithm which optionally allowed
deletions or substitutions at the beginings and ends of ut-
terances. Competing robust analyses were scored using a
weighted combination of several corpus-based preference
functions. The sentence accuracy of the recognizer im-
proved from 34.5% to 39%, on a metric which regarded
close variants of the reference sentence as successes.

1. Introduction

The paper describes a series of experiments devoted to
investigating the following task. A speech recognizer
for a fairly unconstrained domain is available, which
can produce an N-best list of utterance hypotheses.
There is also a substantial training corpus of typical
domain utterances, and a natural-language analysis
system based on a general grammar of English. We
were primarily interested in discovering whether the
linguistic knowledge encoded in the grammar could be
used to improve the quality of the recognition.

The idea of using a grammar-based language model to
re-order an N-best list is not new (cf. [5, 3, 9, 4]); these
models are normally however the result of labour-
intensive handcrafting in the context of a specific do-
main. The work reported here has two novel features.
Firstly, the primary source of linguistic information
is a general grammar, adapted to the domain mostly
by automatic means. Secondly, the model supports a
strategy based not only on choice from the N-best list,
but also on robust parsing. By this, we mean that the
hypothesis finally selected would not necessarily be
one of the N-best alternatives presented by the recog-
nizer, but possibly some modified form of one of these
hypotheses. In the experiments described here, hy-
potheses can be modified by optionally deleting short
sections from either the beginning or the end, or else
substituting a short section at the beginning. These
limitations on the modification strategies used were
suggested to us by empirical analysis of initial psycho-
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linguistic experiments, in which a human subject was
asked to perform a version of the robust N-best recog-
nition task.

The rest of the paper is structured as follows. Sec-
tion 2 briefly describes the corpus and the speech-
and language processing platforms used. Section 3
describes the psycho-linguistic experiments and the
conclusions drawn from them. Section 4 describes
the actual N-best parsing method. Finally, Section 5
presents results.

2. Experimental set-up

This section describes the basic parameters of the ex-
perimental set-up: the domain, and the speech recog-
nition and language processing systems used. The do-
main was defined by a corpus of 6192 sentences of
hotel enquiries, gathered from naive subjects (from
a subject panel) using informal methods. The sen-
tences were typically short (five to eight words) and
ranged over a wide variety of topics. From the point
of view of linguistic variability, this domain proved
to be rather less tightly constrained than e.g. ATIS,
though of course much more so than general English.
1000 randomly-selected sentences were held out as test
data, the remaining 5192 being used for training. The
training corpus had a vocabulary size of 1515 words,
of which 573 occurred exactly once and 239 exactly
twice.

The recognizer used thoughout the project was a ver-
sion of the HTK public-domain toolkit recognizer,
modified using the method of [12] to produce N-best
output. In the experiments reported, N was set equal
to 10. Input was in the form of read telephone speech.
The recognizer used a set of monophone speech mod-
els which were: developed in-house at BT; domain-
independent; context-independent; and trained on
telephone speech. It used a bigram language model
derived from the training corpus. The HTK recogni-
tion parameters were set to make the grammar scale
factor equal to 3.0 (which means that all bigram log
probabilities are multipled by 3.0 when Viterbi de-
coding), the pruning threshold equal to 40.0, and the
bigram floor equal to 1075 (i.e. smoothing consisted
simply of replacing zero bigram probabilities by the
floor and renormalising).
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1-best sentence accuracy on the test corpus was 24.8%,
and 10-best sentence accuracy (the frequency with
which the reference sentence was in the top 10) was
31.3%.

Natural language analysis was performed using the
SRI Core Language Engine (CLE; [1]) loaded with
a large general-purpose grammar for English. A
few hundred domain-specific entries, derived from the
training corpus, were manually added to the lexicon,
and a small number of new grammar rules were added.
Restricting ourselves to about one person-month on
the adaptation task, we produced a grammar with a
coverage of about 87% on the training corpus.

3. Psycho-linguistic experiments

We began with a simple psycho-linguistic experiment,
in which a human subject used the information in an
N-best list produced by HTK to attempt to recon-
struct the original utterance. 200 such lists were ex-
amined. In each case, the subject wrote down a guess
representing his best effort to reconstruct the original
utterance; the guesses were then compared with the
correct transcription for the relevant utterances, and
scored for acceptability.

Analysis of these results showed that in about 77% of
all cases where a successful reconstruction had been
achieved, the human had selected an appropriate sen-
tence from the N-best list and then optionally deleted
or substituted one to three words at either the begin-
ning or the end of the hypothesis. Qur conclusion was
that it was appropriate to limit ourselves to a robust
matching strategy which only involved simple deletion
or substitution at the beginning and end of a hypothe-
sis; more complex strategies would, we judged, expand
the search space so much as to outweigh the possible

increase in recovery of the correct transcription!.

4. Robust N-best analysis

This section describes the construction of the robust
N-best analyser. Analysis can conceptually be divided
into two phases, parsing and preferences. In the pars-
ing phase, the analyser lists potentially valid robust
grammatical analyses of each N-best hypothesis; in
the preference phase, it assigns a plausibility score to
each of these analyses, finally selecting the highest-
scoring analysis and hypothesis. We consider each
phase in turn.

1This matching strategy would not necessarily apply un-
changed in other domains or with other recognizers. We hy-
pothesize that it is related both to the short median utterance
length, and to the concrete problems of recognizing telephone
speech.
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4.1. Parsing

Having added the extra grammar rules and words as
described in Section 2, the first step in constructing
the parser was to process the training portion of the
corpus using the new CLE grammar; for each sen-
tence the possible grammatical analyses were manu-
ally labelled as correct or incorrect, using an interac-
tive tool. The annotation task took about one person-
week. The annotated, parsed corpus was then used
to comstruct a simpler grammar, specialised to the
domain, using the Explanation-Based Learning algo-
rithm ([6]}. Analyses in the specialised grammar are
“fattened” versions of those produced by the orig-
inal grammar; they contain only one possible non-
pre-terminal symbol (NP), and can be at most two
nodes deep. The result can be thought of roughly as
an automatically-induced template grammar tuned to
the domain. A specialised grammar typically contains
many more rules than the original one, but since its
structure is very much simpler it is possible to parse
more efficiently with it ([7, 11, 8, 10]). This then al-
lows the robust parsing of an N-best list in a rea-
sonable time. The price is a small loss of coverage.
For grammars like the one used here, the decrease in
parsing time is typically between one and two orders
of magnitude, and the relative coverage loss in the
region of 10%.

The algorithm used here for parsing specialised gram-
mars is closely based on the one from [7], slightly gen-
eralised to permit robust parsing as defined above.
Specifically, we permit one of the following:

o Skipping of the first N words, for some bounded
N. In these experiments, N was limited to 2.

e Skipping of the last N words, for some bounded
N. In these experiments, N was limited to 1.

o Substitution of the first N words, for some
bounded N, by a unigram or bigram which oc-
curs sufficiently frequently as an initial segment
in a corpus sentence. In these experiments, N
was limited to 2, and the N-grams that could po-
tentially be substituted were limited to those oc-
curing initially at least 50 times in the training
corpus. This allowed 20 possible unigram substi-
tutions and 22 bigram substitutions.

4.2. Preferences

Once a set of possible robust analyses has been pro-
duced, it is necessary to identify the most plausible
one. This is not an easy task: with N=10, an N-best
list will often produce a hundred or more robust anal-
yses. Our approach, following earlier work described
in [9], has been to start by defining a set of individ-
ual knowledge sources (KSs), each of which gives a

1794



score based on some specific feature of a robust anal-
ysis. The final plausibility score for a given robust
analysis is a weighted sum of the scores returned by
the KSs, the weights being chosen from the training
corpus to optimize the probability of selecting an ac-
ceptable analysis. In the experiments, we made use of
the following KSs:

Parsing strategy: The most informative KS is the
one which says whether a hypothesis re-
ceived a parse, and if so of which kind. This
KS is in fact split into five separate sub-
KSs. The first returns a 1 if the analysis
is a normal (i.e. non-robust) parse of the
hypothesis and otherwise returns a 0. The
other sub-KSs look at what kind of robust
analysis was used, if at all, and how many
words were modified.

N-best rank: This KS returns the rank of the hy-
pothesis in the N-best list, normalized to a
log probability. Analysis of samples of the
recognizer’s output showed that this could
be approximated fairly accurately by as-
signing a score of 0 to the highest-ranking
hypothesis, -1 to the second, -2 to the third,
and -3 to all subsequent hypotheses.

Grammar rules: This KS returns the sum of the log
frequency scores of the specialized grammar
rules used in the analysis. Thus analyses
using common grammar rules are favoured,
and those using uncommon rules are penal-
ized. Grammar rule frequencies are com-
puted from the parsed training corpus.

This KS returns the difference in log fre-
quency scores between new and old bigrams
if a substitution was used, otherwise zero.
(Recall that the recognizer has already used
a bigram language model in producing the
N-best list, which is why we take the bi-
gram difference in this KS.) The frequencies
of bigrams near the beginning of a sentence
are highly sensitive to position (for exam-
ple, “can” is very common as a first word,
but much less common as a second word).
For this reason, we maintain separate fre-
quency lists for bigrams occurring in each
of the first three positions of an utterance.

Semantic triples: This KS returns the sum of the
log frequency scores for the “semantic
triples” in the analysis [2]. A semantic
triple is of the form (Head, Rel, Heads),
where Head; and Heads; are head-words
of phrases, and Rel is a grammatical rela-
tion obtaining between them; they can be
viewed as a kind of generalization of tri-
grams, which encode grammatical rather

Bigrams:
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than surface relations. Thus for example
the normal analysis of the sentence Give me
a room with bath would (among others) con-
tain the triples (give ind_obj person),
(give obj room), (room with bath) and
(room with bare_sing).

A little experimentation made clear the qualitative be-
haviour of the preference function under perturbation
of the weights assigned to the individual KSs. By far
the most reliable indicator of the appropriateness of an
analysis was the ability to analyse it without robust
matching: consequently, the “normal analysis” sub-
metric of the “parsing strategy” metric was assigned
a weight large enough to dominate all other metrics
in combination. Thus if any analyses were produced
by non-robust parsing, one of these would be selected;
the choice being made using the other metrics. Note
that although the parsing strategy KS is the most re-
liable, it is limited due to the 87% coverage of the
grammar.

Having a robust analysis was the next best indicator,
and there was no clear evidence that any particular
kind of robust analysis was preferable to any other.
The “initial deletion”, “final deletion” and “initial
substitution” sub-metrics were consequently all given
weights large enough to dominate everything but the
“normal analysis” metric. Although the type of ro-
bust match used was not important, the number of
words affected was; thus the “words affected” met-
ric was assigned a substantial negative score. All the
other metrics appeared to make tangible but undra-
matic contributions. Individually, none of them made
a statistically significant difference; in combination,
however, they did. Recognition accuracy was not very
sensitive to the settings of the weights on these met-
rics, and they could all be varied by factors of two
to five without causing a variation in the recognition
score of more than 1%. In related work using another
recognizer, we have achieved positive results by auto-
matically optimizing the weights of the different KSs
[9]; the qualitatively very different behaviour of the
KSs in the present experiments however meant that
this type of method was unable to effect any tangi-
ble improvement. The actual recognition figures are
presented below.

5. Results

This section presents the quantitative results from the
experiments. One important point is the nature of
the criterion used to determine whether recognition
has been successfully carried out. The simplest crite-
rion is to count “success” as synonymous with exact
identity between the selected hypothesis and the ref-
erence sentence. This is however intuitively unsatis-
factory in some respects, since it fails to distinguish
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Strategy Score
Strict | Relaxed
1-best 24.8% 34.5%
Highest in coverage | 25.4% | 34.5%
Robust analysis 26.6% 39.0%

Table 1: Performance results

complete nonsense from guesses which preserve the
essential information in the utterance. We will conse-
quently present some results using a relaxed criterion
for “suecess”, in which acceptable variants of the ref-
erence sentence are also counted as successes.

It is of course difficult to be completely objective
about what constitutes an acceptable variant. Our
guiding principle has been to treat a variant as ac-
ceptable if

e It is grammatical, according to human linguistic
intuitions,

o It would normally be interpreted as a speech-act
with similar effect to the reference sentence, if
used in a situation naturally arising at a hotel.
In most cases, it is fairly clear from the utterance
which type of situation is being envisaged.

Acceptability judgements were produced “blind”; a
subject was presented with pairs consisting of a ref-
erence utterance and an associated reconstructed ut-
terance, and asked for judgements of acceptability or
unacceptability. Acceptability judgements as outlined
above are in practice fairly strict. Thus for instance
How much is a double? was judged as an acceptable
variant of How much is a double room?, but in con-
trast Do you accept credit cards to payments? was not
judged an acceptable variant of Do you accept credit
cards for payment?, even though the meaning is quite
clear.

The results are presented in Table 1. The first col-
umn shows the scores on the strict interpretation of
“success”, and the second column on the relaxed in-
terpretation. The first row shows the 1-best recogni-
ton score; the second shows the score achieved by the
strategy of picking the highest member of the N-best
list which can be parsed by the grammar without ro-
bust analysis; and the third shows the performance of
the robust analysis strategy described in the paper.

As can be seen, sentence recognition accuracy on the
relaxed metric improved from 34.5% to 39.5%, a 13%
proportional improvement. We found this an encour-
aging initial result, which suggests that the ideas de-
scribed above are worth further study. Although we
have not yet extracted all the information present in
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the N-best lists, as evidenced by the 10-best sentence
accuracy of 31.3% (strict metric), we see that the gen-
eral linguistic knowledge provided by the grammar is
capable of effecting a tangible strengthening of the
language model; as the quality of a general English
grammar like the one used here improves, we expect
its contribution to become correspondingly larger. If
possible, we hope in one to two years time to repeat
the experiments described here with a later version
of the same grammar, to test whether this prediction
proves accurate. Spending more time on customising
the grammar and lexicon to the domain would also
yield an improvement.
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