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ABSTRACT

A stochastic framework for articulatory speech recog-

nition is presented. Utterances are described in terms
of overlapping phonological units built into a Markov
chain, where each state is identified with a set of
acoustic/articulatory correlates represented by a tar-
get distribution on an articulatory space. Articulator
motion is modelled by a Markov-modulated stochas-
tic linear dynamical system, and observations of the
articulatory state are generated in an acoustic space
through a non-linear mapping. Procedures for state
and parameter estimation are outlined based on the
EM algorithm and extended Kalman filtering tech-
niques, and illustrated using artificial data.

1. INTRODUCTION

Traditional speech recognition systems attempt to
construct a statistical model of the relationship be-
tween discrete phonological sequences and their sur-
face acoustic realizations. In such frameworks, any
phonetic variation must be treated either as categori-
cal change in the underlying phonological representa-
tion, or as random unmodelled variation in the mea-
surement process. A particular problem is the ab-
sence of an intermediate representation for describing
the complex and systematic articulatory processes re-
sponsible for many coarticulatory phenomena. With-
out such a representation, it is unlikely that substan-
tial progress will be made in exploiting knowledge of
articulatory behaviour for speech recognition.

This paper describes recent progress towards a new
framework for articulatory speech recognition, based
on a stochastic target model of speech production
[1]. In this framework, utterances are described in
terms of overlapping gestural units built into a semi-
Markov chain. Each state represents co-occurrence
of a particular combination of gestures, and is identi-
fied with a set of distinctive acoustic or articulatory
correlates. These are not observed directly, but in-
stead represent abstract underlying targets for the
speech production system. It is assumed that any set
of physical correlates can be projected onto an equiv-
alent target distribution, defined on a vector space
of articulatory parameters, describing the probability
that any particular articulatory position may be ca-
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pable of realizing those correlates. Compensatory or
quantal effects occurring in speech will be reflected in
the shape of the distribution. The speech production
system is modelled as a stochastic linear dynamical
system driven by a marked point process generated by
sampling an appropriate target distribution on each
Markov state transition (cf. [2][3]). The state of the
articulators is thus represented by a probability den-
sity function evolving on the articulatory space, which
can subsequently be transformed-into a measurement
space of acoustic parameters using a linearized ap-
proximation to the articulatory-acoustic mapping de-
rived from a vocal-tract simulation. .
In the work described here, techniques for estimat-
ing the parameters and hidden states of the model
from a corpus of acoustic data are derived, using the
EM algorithm in conjunction with extended Kalman
filtering techniques. The convergence of the estima-
tion procedure is demonstrated using artificial data.

2. MODEL FORMULATION

Define an articulatory space X = RP and an
acoustic space Y = RY, together with a set of ges-
tural states P = {p;: ¢ = 1... P}, and let (Q, F, P)
be the underlying probability space. :

Now, suppose S = {S; : j =1...M} is a discrete-
parameter homogeneous Markov chain taking values
in P, with initial distribution m;, and define a matrix
of transition probabilities Il = [x(7,7) : 4,5 € P],
where 7(i,7) = P(Sk = j|Sk-1 = i). Each sample
path of S represents a sequence of overlapping gestu-
ral units controlling the vocal tract.

Let T={T; : 5 =1... M} be a random process on
N, describing the durations of the states S;. Assume
for convenience that the state occupation timés T}
are Poisson-distributed, with parameter p.(S;) € R
drawn from a family of duration parameters 7 =
{-(7) : i € P}, and independent conditioned on S.

Suppose also that U = {U; : j = 1...M}is a
random process taking values in &, representing a
sequence of articulatory targets to be realized by the
vocal tract. Define a family of target parameters
O = {(pu(?), Zu(?)) : ¢ € P}, where py(3) € R? is the
mean vector and X, (i) € RP*P the covariance ma-
trix of a Gaussian distribution of target points on &A'.
The random variables U; are distributed according to
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one of the densities in © selected by the phonologi-
cal state S;, and assumed to be independent given
S. Extension to arbitrary continuous distributions
via Gaussian mixtures is straightforward.

The composite process (S, T, U) describes a marked
point process or random pulse function evolving on
the articulatory space. The key point to note is that
the correlation observed between different articula-
tory dimensions of the target process varies with time
according to the changing phonological state, and
there is no unique or deterministic target associated
with any particular gestural combination.

Now, let X = {Xj :k =1...N} be a random pro-
cess describing the motion of the articulatory state
in X, andlet Y = {Yz : k = 1...N} be a random
process on Y corresponding to indirect acoustic obser-
vations of X. The evolution of X and Y is modelled
by the state-space system given by:

a-1

Xy = Z Aj(S18)) Xk—j + Aa(Ss())Us k) + Vi,
i=1

Y = h(Xk) + Wk,

where d is the order of the system, and the matrices
A;(-) € RP*? are drawn from a family of system
parameters A = {4;(z): j=1...d,i € P}.

The initial state Xy is assumed to be Gaussian with
mean vector go € RP and covariance matrix Ly €
RPXP while V={Vi:k=1.. N}, W= {Wy : k=
1...N} are zero-mean Gaussian white noise processes
representing unmodelled disturbances in X' and Y,
independent of S,T,U,X,, with covariance matrices
Yy € RP*P and X,y € RI% respectively. J(k)is a
random index function linking acoustic frames in the
observation sequence with the corresponding hidden
phonological states.

The non-linear function h : X — Y represents the
articulatory-acoustic mapping. Although X remains
Gaussian, since the state recursion is linear, ¥ will
not usually be Gaussian without further restrictions
on h, and in practice it is convenient to rteplace h
by a piecewise-linear approximation. Assume that
the articulatory space is partitioned into » disjoint
regions x; C &, and approximate h(z) for any z € x;
by a linear function with coefficients h; € R? and
H; € R?*P derived from h and its Jacobian matrix,
such that

T

h(z) ~ ) (hi + Hiz)I( € X:)-

i=1

The codebook of parameters C = {(x;, hi, Hi) : ¢ =
1...7} can be structured as a binary decision tree
with a linear regression on each leaf node. At present,
the codebook is initialized from a random sampling
of the output of a vocal tract model, but may also be
trained from acoustic data.
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" matrix transpose, and A(i) = [A;(3)... A4

3. PARAMETER ESTIMATION

The parameters of the model are given by & =
{11, T, ©, A, pto, Zo, Zyv, Zww §, and appropriate esti-
mates of & are needed before the model can be ap-
plied to speech recognition. Standard system identi-
fication techniques assume the availability of a cor-
pus of complete data G = {Gn : n = 1...N,},

Gn = {s}:1} ],:co,vk,wk j=1...M(n)k =
1...N(n)}, comprising N, realizations of the hidden
processes S,T,U,Xo,V,W. In speech, unfortunately,
only the partial data O = {0, : n=1...N,}, O, =
{yf : £ = 1...N(n)} can be obtained from mea-
surements of the acoustic process Y. The EM algo-
rithm [4] allows a maximum-likelihood estimate &*
of ® to be calculated using only partial observations
O. The following discussion draws on previous work
by Shumway and Stoffer [5] and Digalakis, Rohlicek,
and Ostendorf [6]; the general estimation problem for
Jump-Markov systems has also been widely examined
in the target-tracking literature (e.g. [7]).

First, observe that the log-likelihood of any set of
complete data G under parameter set ¢ can be writ-
ten as:

M(n)
In P(G;®) = Z[ln‘lrl (s7) Z In7(s7_q,87)]
j=2
N, M(n)
+ 30 D [ npe(s]) - () — pe(s)]
n=1 j=1
1 o M)
- Y - m()TE )
n=1l j=1
(4] = pa(s])) +Indet T, (s7) + pln 2]
1 X
- 52[(‘”0 Ho) Z"0 ( — po)
+1ndet X + pln 27]
N, N(n)
- 3 E Z (=% — A(Sf(k))ik )T
n..l k=1
(=% — A(s?(k))f,’:) +Indet Z,, + pln 27|
N, N(n)
IS Yl - )T ER 6 - heD))
n=1 k=1

+1Indet £y + gln 27)

T denotes the
(?)]. The
Q-function is obtained by taking the conditional ex-
pectation of the complete-data log-likelihood under
the measure associated with the current parameter
estimate fih, starting with some initial estimate <i>0.
A new estimate ;. is chosen during the M-step of
the EM algorithm by differentiating the Q-function
w.r.t. each parameter and setting the result to zero;

it can be shown that this guarantees an increase in
the likelihood P(O;®). Re-estimation formulae for

— [T T T T
where & = [a:k_l...wk_dﬂu](k)] ,
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updating the model parameters are then obtained as
follows:

#(i,j) = 2%;/20 be(3) = 25/ 25,

A

Bu(d) = 2] 28 Bu(i) = 2£/28 ~ Ru(D)ia(8)

fio = 2% /N,; $o = 29N, — jopd:
Aoy =zizt!y 8, = E=Ez2rTeE,
1 k) I ww Z";l N(n) ;
$. = Ziep(AOZHAG) - A6)2]" - 2]AG)T+2)),
" SN, N(w) ;

where the sufficient statistics to be calculated from
the observation data during the E-step of the EM
algorithm are given by:

M(n)
A
2, = ZEQ.{Z I(sP_y = i,87, = 5)|0n; 8}
A N, M(n)
Z‘b = EE§'{ Z I(S -1 — l)lonv(p}

e

Zf Z Eg { Z t2I(s} = 4)|0n; 8}

A e .
z = ZE@{Z I(s} = 1)|0n; 8}
n=1 ji=1
R M
2z = EEm{Z wulTI(s? = i)|On; 8}
PR M(n)
Z = ZE {Z $)|0n; 8}
n=1
29 é ZE {sz lOn,é}
A ¥ "
Zh, = ZEé,{‘”olon;‘I’}
n=1
A N, N(n)
zi 2 YN By {#3aiTI(sh gy = 1)|On; B}
n=1 k=1
A N, N(n) ,
Z = Z ZE§,{‘”:€: I(“‘?(k) = 1)|O0,; &}
n=1 k=1
. A N, N(n)
2 2 3N By (86T (5T = 1)|0n; @)
n=1 k=1
A XN
2 £ 33 By {h(sD)h(eR)"|0n; €}
n=1 k=1
A N, N(n) .
2™ =YY By {h(aR)|0n 3R
n=1 k=1
A N N .
0= ) ) uiR
n=1 k=1
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4. STATE ESTIMATION

The conditional distribution of the hidden states is
needed in order to find the most likely state path
through the model for speech recognition, and to eval-
uate the sufficient statistics necessary for parameter
estimation. If the model were a simple linear system
with linear observations, the distribution of the hid-
den states X and U conditioned on observations O,
would be Gaussian with mean and covariance given
by the Kalman smoothing equations. Here the model
parameters and input are modulated by the Markov
chain and this result no longer holds. However, con-
ditioned on each state path S,T, the model is equiv-
alent to a particular linear time-varying system, and
the extended Kalman smoother can be used to derive
estimates for X, U conditioned on @, and S,T. The
overall state estimate can then be constructed from
a mixture of the estimates for the individual state
paths weighted by the path likelihoods, which can be
calculated recursively using the Kalman innovations.

State estimation therefore reduces to the problem
of constructing a tree of Kalman smoothers, each
matched to a particular state path. In practice, the
class of all such paths may be very large, and exact
evaluation is not feasible. Fortunately, this problem
is well-known in target-tracking applications [7], and
many approximation methods have been proposed.
The simplest approach is to restrict the evaluation
to the N most likely state paths, renormalizing the
probability measure appropriately.

5. EXPERIMENTAL RESULTS

The performance of the state and parameter estima-
tion procedures must be verified on artificial data be-
fore the model can be applied to speech recognition.

Table 1 describes the parameters of a simple four-
state model. For simplicity, a non-singular affine
transformation from X = R to J = R? is used for
the observation function A(-), and assumed known.
Training and test corpora, each containing 100 se-
quences, were generated from the true model by
Monte-Carlo simulation.

The first experiment investigates the convergence
of the re-estimation procedure, and the effect of vary-
ing the beamwidth (the number of state paths fol-
lowed by the Kalman smoothing algorithm) used duz-
ing training for estimating the sufficient statistics.
A randomly-initialized model was trained from 100
training sequences using beamwidths 25, 50, and 75.
The training is unsupervised, in that only the Y data
are available and the state paths are not given.

Figure 1 verifies that the likelihood of the training
data increases, and improves as the beamwidth is in-
creased. Monotone convergence of the likelihood can-
not be guaranteed, due to the approximations used in
evaluating the sufficient statistics, but convergence
occurs nevertheless, typically within 10 to 20 EM it-
erations.
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Figure 2 illustrates the behaviour of typical pa-
rameter estimates for {i,} and p,(p1) during train-
ing. Notice that although the likelihood increases and
the estimates converge, they do not necessarily attain
their true values, since identifiability constraints have
not been imposed on the model space.

The second experiment compares the accuracy of
the state estimation procedure using the true model
and the model trained with beamwidth 75 in the first
experiment, when applied to unseen test data.

Figure 3 shows a typical example of the state es-
timates obtained for a single test sequence using a
beamwidth of 100 with the two models. When the
true model is used, the estimates are very close to
the original simulation, verifying the accuracy of the
state estimation procedure. Results using the trained
model are not uniformly as good, but the estimation
algorithm succeeds in locating the significant change
points in the hidden state, and has learnt much of the
structure of the underlying movement.

The experiments have been repeated using differ-
ent model structures, with comparable results. Both
state and parameter estimation procedures perform
as expected, despite the drastic but necessary trun-
cation of state paths.

6. CONCLUSIONS

A stochastic framework for articulatory speech recog-
nition has been outlined, and procedures for obtain-
ing state and parameter estimates have been illus-
trated using a set of artificial data. The model
described here achieves a useful separation of dif-
ferent levels of representation in speech, and per-
mits explicit incorporation of continuous-state ar-
ticulatory dynamics and the non-linear articulatory-
acoustic mapping in an HMM-based framework, with-
out assuming a direct relationship between phonology
and articulation or acoustics. Future work will apply
the model to a realistic speech recognition task, as
a first step towards the development of systems for
trainable articulatory synthesis and recognition.
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n

PI_ Py P2 P3 P4 PR sy N Ty
rr(0.0 6.3 6.2 0.3 0.2 0.9 -11.0 3.7 2.2 0.0 1.8
P3[0.0 0.0 0.37 0.28 0.15 0.20 py|7.0{—13.0 2.2 2.7 0.0 -0.81
P2(0.0 0.08 0.0 0.58 0.15 0.19 0.0 0.0 0.0 4.9 0.01
»310.0 0.1 0.24 0.0 0.45 0.21 23.014.5 0.0 0.0 1.2
P4[0.0 0.65 0.11 0.08 0.0 0.15| |py(10.0{—19.0/0.06 6.3 ~2.1{—0.3¢
PFp|0.0 0.0 0.0 0.0 0.0 1.0 0.0/0.0 ~2.1 5.0 0.16
A;{7) = diag(®;(), 3;(5), ¥; (7)) 0.0] 6.7 0.0 0.0 1.8
Byy = diag(0.001,0.001, 0.001) p3i{13.0| 17.0/ 0.0 2.0 0.0 |-0.81
Bww = diag(10.0, 10.0, 10.0) —25.0] 0.00.00.5 0.01
2.0 —0.3 0.6 0.0 0.0 1.0 0.0 0.0 1.2
c={(R3> 1.1, 02 0.30.4) |pg[26.0] 31.00 0.01.00.0 [-0.36
—3.0 1.3 —0.8 0.5 9.0 0.00.0850 0.16
Table 1. True model parameters.
A
x10% .. BW-25 -- BW-50 — BW-75
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log L(O)

1 Number of EM Iterations 10

Figure 1. Log-likelihood trajectory during training.
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Figure 2. Sample parameter trajectories during training.
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Figure 3. Examples of state estimates.
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