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ABSTRACT

This paper describes a hidden Markov model (HMM)
based utterance verification system designed in the frame-
work of statistical hypothesis testing. The two major
issues of how to design keyword and string scoring cri-
teria are addressed. We motivate the need for discrimi-
native hypothesis testing for verification. One such ap-
proach based on minimum classification error is inves-
tigated. When the proposed verification technique was
integrated into a state-of-the-art connected digit recogni-
tion system, the string error rate for valid digit strings
was found to decrease by 57% when setting the rejection
rate to 5%. Furthermore, the system was able to correctly
reject over 99.9% of non-vocabulary word strings.

1. Introduction

Utterance verification represents an important tech-
nology in the design of user-friendly speech recog-
nition systems. It involves recognition of keyword
strings and rejection of non-keyword strings. Signifi-
cant progress has been made in keyword spotting for
unconstrained speech using hidden Markov modeling
(HMM) (e.g., [9]). Conventional keyword spotting
systems employ filler (or garbage) models to repre-
sent non-keyword events such that the problem of
keyword detection becomes recognition of keyword
and non-keyword events. On the other hand, key-
word wverification performs a form of likelthood ratio
test to verify whether or not a given keyword exists
within a segment of speech.

As a generalization to keyword verification, utferance
vertfication attempts to reject or accept part or all of
an utterance based on a computed confidence score
(e.g., [10]). It also attempts to reject possible valid
but erroneous utterances. This is particularly use-
ful in situations where utterances are spoken without
valid keywords or when significant confusion exists
among keywords which may result in a high substi-
tution error probability.

This paper describes a HMM-based utterance verifi-
cation system. Utterance verification will be formu-
lated as a statistical hypothesis test where the task is
to test the null hypothesis, Hy, that a given keyword
or a set of keywords exists within a segment of speech
against the alternative hypothesis, H;, that such key-
word or keyword set does not exist within that speech
segment. Based on the well known Neyman-Pearson
Lemma, a verification test can then be constructed
using a likelihood ratio distance. In real operational
cases involving HMM systems, however, neither the
null nor the alternative hypotheses can be evaluated
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exactly. It also complicates the issue that some type
of composite alternative hypothesis is needed to pro-
vide improved discrimination between keywords and
out-of-vocabulary words as well as improved detec-
tion of near-misses in keyword recognition. To facili-
tate this capability, this paper will propose the use of
two sets of models, namely, anti-keywords and filler
for the construction of an utterance verification test.
Considering that the likelihood ratio is not guaran-
teed to be optimal, we will investigate the use of dis-
criminative hypothesis testing where a class of dis-
criminant functions is used to perform classification
and hypothesis testing. One such class based on min-
imum classification error (MCE) training objective
and the GPD training algorithm will be demonstrated
on a speaker-independent connected digits task.

The organization of this paper is as follows. Sec-
tion 2 discusses statistical hypothesis testing for ut-
terance verification and motivates the use of discrim-
inative training methodology. Section 3 presents our
approach for utterance verification based on a com-
bination of likelihood scores of three types of mod-
els, namely, keywords, anti-keywords and filler. Sec-
tion 4 outlines the use of discriminative minimum
error training in HMMs. In particular, we summa-
rize the technique of string-based minimum classifica-
tion error in the framework of the generalized prob-
abilistic descent algorithm. Experimental results for
telephone-based connected digits recognition are pre-
sented in Section 5. Finally, a summary will be given
in Section 6.

2. Statistical Hypothesis Testing
For testing simple hypotheses where the probability
density functions of Hy and H; are known exactly, the
likelihood ratio test is guaranteed to be the most pow-
erful test for a given level of significance. For HMM-
based speech recognition/classification systems, Hj
represents the class C which is either a sound, a sub-
word unit, a whole-word unit or even an utterance.
Hy, on the other hand, represents other classes {C}},
st. j # k. The parameters A of the class Cy typi-
cally represent the state transition matrix, the state
observation probability and the initial state probabil-
ity. In this framework, however, both p;(O|H}) and
pr(O}Hy) can only be estimated by assuming a para-
metric form of the conditional densities and the dis-
tribution of the hypotheses. Clearly any assumption
of a parametric distribution may cause a mismatch
between the “true” and estimated conditional distri-
butions. This possible mismatch as well as a possible
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estimation error due to insufficient training data in-
validate the optimality of the Bayes decision rule and
the likelihood ratio test. In an effort to alleviate some
of these problems, discriminative hypothesis testing
is sought where a class of discriminant functions is
used to perform classification and hypothesis testing.
The form of the discriminant functions is required
to be specified and their parameters are computed
from the training data. One such class of discrim-
inant functions, based on MCE and GPD training,
is described in Section 4. The MCE/GPD formu-
lation defines a discriminant function for class O} as
g5(0) = log[pr(O|Hy)] and an anti-discriminant func-
tion as Gx(0) = log[pr(O|H1)]. A class misclassifica-
tion measure is then written as

dk(O) = —gk(O) + Gk(O). (l)

The MCE/GPD training algorithm involves finding
a set of parameters for each class which minimizes a
smooth loss function {(dy). The implied discrimina-

tive test is equivalent to maximizing the likelihood
ratio, LR(k), since

LR(k) = —dy. (2)

For designing hypothesis tests, the objective is to
minimize false acceptance (false alarm) and false re-
jection errors over the entire training data. This can
be treated as a two class problem where the null hy-
pothesis Hy assumes the test speech segment O is gen-
erated by class C} and the alternative hypothesis H
assumes that the test speech segment O is not from
class Cy. The class discriminant function can there-
fore be defined in a way similar to the MCE approach.
The class loss function, however, can be specified as
a weighted average cost of false acceptance and false
rejection errors. This new formulation for minimizing
the verification error is not considered in this paper.

3. Utterance Verification
Starting with four sets of HMMs, namely, 11
digits {Az}, 11 digit-specific anti-digits {A;}, si-
lence/background A, and filler A;, digit verification is
carried out by testing the null hypothesis that a spe-
cific digit exists in a segment of speech O versus the
alternative hypothesis that the digit is not present.
Based on the likelihood ratio test, the digit is ac-
cepted or rejected if the likelihood ratio LRi(O]A)
lies above a specific verification threshold 7 (here, A

= {0}, ik A Ap)

One choice of an anti-digit function is to combine the
scores of the filler model, in order to improve dis-
crimination between keywords and out of vocabulary
words, and the digit-specific anti-digit model in or-
der to provide better detection of near-misses in digit
récognition. A simple geometric average was chosen
thus defining the alternative hypothesis for digit k as

GL(O:A) = log[-;—exp{nchl)(O;A)}

1 2 i
+ 3 exp{chge“)(O; M=, k>03)
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where

G(0;4) = loglp(0|A)], (4)
GP(0;A) = loglp(O[)]. (5)

Several other formulations for an anti-digit function
have also been considered and are presented in [8].

For utterance verification, one could reject a spoken
digit string if any one detected digit falls below an
operating point. An improved formulation would be
to combine the contributions of all the digits within
a given string so that multiple putative errors can be
easily detected. In our investigation, we have consid-
ered a form of a geometric average such that

N
1 1
S(0;4) = log[ 3 ~exp{n LR, (O;A)}]", <0,
g=1

(6)
where N is the number of digits in a given string.
Other formulations for utterance verification are de-

scribed in [8].

4. Discriminative Training

In Section 2, we showed that the Bayes decision rule
and the likelihood ratio test are not guaranteed to be
optimal when applied for verification of HMM based
speech recognition systems. To alleviate this prob-
lem, we motivated the use of discriminative hypothe-
sis testing where a class of discriminant function is
used to perform classification and hypothesis test-
ing. One such class of discriminant functions based
on minimum classification error {(MCE) and general-
ized probabilistic descent (GPD) is reported in this
section. The technique of MCE/GPD, proposed by
Juang and Katagiri [4], has been extensively used in
the area of speech recognition [1, 2] and speaker recog-
nition [6]. Unlike ML estimation which maximizes a
likelihood function of a sequence of observations given
a set of HMMs, in MCE/GPD the goal is to minimize
an expected recognition error rate. A three-step pro-
cedure is employed for estimating the expected loss
function. The first step formulates the misclassifica-
tion distance for the pattern O®):

di(0P); A) = ~g: (0P, M) 4+ GO, A),  (7)
where ¢;(0®); A) = log[p(O®); X;)] and G;(0®);A)

is an anti-discriminant function which is typically de-
fined as

M 1
3 exping; (0 1)}

i#

LOP)- A =
Gi(0 ,A)_log[M_l
(8)
M is the total number of HMMs and ¢;(O%);A) =
max; g;(O®); A). Note that the distance in Eqn. 7

is negative if O(®) is correctly classified and positive
otherwise.

The second step approximates the classification error
count. This is traditionally done using a sigmoid non-
linear function. The loss function is defined as

LIOWSA) = [d(0®;A) (9)
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1
1+ exp{—ad;(O®); A) + 3}’

where o and /3 are constants which control the slope
and the shift of the smoothing function, respectively.

The third step computes the expected loss function:

L MP
LA =5 DN L0 M10® e c),  (10)

i=1p=1

where 1() is an indicator function which is 1 when
true and 0 otherwise.

The MCE/GPD based training involves finding the
set of parameters A that minimize the expected loss
function in Eqn. (10). The parameter set A is up-
dated at every iteration n according to

Ap1 = Ay — 6, Vi, 7 L(AL), en >0, (11)
where ¢, is a learning rate and V,, is a positive definite
matrix. Details of the derivation of the HMM param-
eters using the MCE/GPD technique are available in
[2, 4]

In the experiments reported in this paper, a string-
based MCE/GPD [1] was applied following ML train-
ing. The discriminant function ¢;(O®);A) in Eqn. 7
was set to the likelihood score of the correct string
and the anti-discriminant function G;(O®);A) was
approximated by the scores of four of the compet-
ing strings using an N-best string hypothesis [3].
Throughout all our experiments, MCE/GPD was
only applied for training the filler and the keyword
models. The digit-specific anti-digit models were not
trained with this technique.

5. Experimental Results

A speaker-independent telephone-based connected
digits database was used in this study to evaluate
the verification system. Digit strings of lengths 10,
14, 15 and 16 digits, corresponding to credit card
numbers and long-distance telephone numbers, were
collected from 250 adult talkers (125 males and 125
females). Approximately half of the speakers were
used for training the HMMs and the other half for
testing and evaluating the verification system. The
training set and the testing set consisted of 2735 and
2842 valid-digit strings, respectively.

In order to provide non-keyword utterances for train-
ing and verification, about 6000 phonetically-rich sen-
tences, modeled after the TIMIT sentences [5], was
collected using the same recording environment as
the testing database. Half of this data was applied
for training the filler model and the other half was
used for testing.

The front-end process of the recognition system uti-
lized 12 LPC liftered cepstral coefficients, along with
a normalized energy feature. The combined feature
vector was augmented with its first and second order
time derivatives, resulting in a vector of 39 dimen-
sions per frame.
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Each keyword (i.e., digit) was modeled by a left-to-
right continuous density HMM. Training included es-
timating the mean, covariance and mixture weights
for each state using maximum likelihood (ML) es-
timation. For each keyword model, a digit-specific
anti-keyword model was also trained on data collected
from all other keywords. Aside from keywords and
anti-keywords, we also introduced a general acoustic
filler model, trained on non-digit speech data, and a
background/silence model trained on the non-speech
segments of the signal. Therefore, a total of 24 mod-
els was used, each consisting of ten 16-mixture states
with the exception of a single state silence model.

A two-pass strategy was adopted consisting of recog-
nition followed by verification. In the first pass, recog-
nition was performed via a conventional Viterbi beam
search algorithm within an HMM framework. In the
second pass, an utterance based confidence score was
computed and applied for verification. The baseline
string recognition performance with known length
grammar was 91.0%.

Table 1: String recognition performance at different
rejection rates.

Rei. Rate (%) | ML (%) [ MCE/GPD (%)
0.0 91.0 93.8
1.0 91.8 94.5
3.0 92.9 95.6
5.0 93.6 96.1
7.0 94.1 96.8
9.0 94.8 97.1

Following recognition, an input utterance was seg-
mented into a string of keyword hypotheses. For each
keyword segmentation, a likelihood score was also ob-
tained for the corresponding anti-keyword and filler
model. A confidence score based on a likelihood ra-
tio test was then performed and the utterance was
either accepted or rejected. Table 1 presents the
string recognition performance at different rejection
rates. Performance results following ML training and
MCE/GPD training are presented. For example, at a
5% rejection rate, the string error rate is reduced by
29% and 57% following ML and MCE/GPD training,
respectively.

Figure 1 shows the two histograms for the in-
class/out-class string likelihood ratio scores when
applying ML training (dotted lines) and following
MCE/GPD training (solid line). Clearly, the dis-
criminative training technique has provided a better
separation of the two distributions, a feature which
is more apparent in the left distribution represent-
ing the incorrect class. Figure 2 shows the varia-
tion of the total Type I and Type II errors for ML
and MCE/GPD training when changing the critical
threshold between -1 and 5. The total error rate plot
following MCE/GPD training is shifted towards the
origin and is clearly less sensitive to variations in the
critical threshold. This provide a degree of robust-
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Figure 1: Histograms showing the distribution of the

string based likelihood ratio scores before and after
MCE/GPD training.

ness to any possible acoustic mismatch between the
training mode] and the testing data.

6. Summary

This paper presented an HMM-based system for con-
nected digits recognition/verification. A two-pass
strategy was adopted consisting of recognition fol-
lowed by verification. In the first pass, recognition
was performed via a conventional Viterbi beam search
algorithm. In the second pass, an utterance-based
confidence score was computed and applied for veri-
fication.

For digit verification, we applied a likelihood ratio
test which uses a combined score of digit-specific anti-
digit models and a general acoustic filler model for
constructing the alternative hypothesis. Utterance
verification was carried out by combining the confi-
dence scores of all digits using a form of a geometric
average.
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Figure 2: Combined Type I and Type II errors with
ML training and following MCE/GPD training.
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We also showed that the Bayes decision rule and the
likelihood ratio test are not guaranteed to be optimal
when applied for verification of HMM based speech
recognition systems. To alleviate this problem, we in-
vestigated the use of discriminative hypothesis testing
in the framework of minimum classification error. A
string-based MCE/GPD was applied for training the
keyword and the filler models.

In summary, the proposed utterance verification sys-
tem rejected over 99.9% of non-vocabulary word
strings and reduced the string error rate for the valid
digit strings by about 57% at 5% rejection. The ap-
plication of this technique under mismatched envi-
ronmental conditions is reported in [7].

Acknowledgements

The authors acknowledge useful discussions with R.
Sukkar and E. Burhke. We also thank W. Chou for
his code on string based MCE/GPD training.

7. REFERENCES
1. Chou, W., Juang, B.-H., and Lee, C.-H. (1992)
“Segmental GPD Training of HMM Based Speech
Recognizer,” Proc. ICASSP, 1, pp. 473-476.

2. Chou, W., Juang, B.-H., and Lee, C.-H., and F.
K. Soong {1994) “A Minimum Error Rate Pat-
tern Recognition Approach to Speech Recogni-
tion,” J. Pattern recognition and Artificial Intel-
ligence, VIII (1), pp. 5-31.

3. Chou, W., Matsuoka, T., Lee, C-H., and Juang,
B-H. (1994) “A high resolution N-best search al-
gorithm using inter-word context dependent mod-
els for continuous speech recognition,” Proc. Int.
Conf. on Acoust., Speech, and Signal Processing,
I1, pp. 153-156.

4. Juang, B.-H., and Katagiri, S. (1992) “Discrimina-
tive Learning for Minimum Error Classification,”
IEEE Trans. on Signal Processing, 40(12), pp.
3043-3054.

5. Lamel, L. F., Kessel R. H., and Seneff S. (1986)
“Speech Database Development: Design and Anal-
ysis of the Acoustic-Phonetic Corpus,” Proc.
Speech Recognition Workshop (DARPA).

6. Liu, C.-S., Lee, C.-H., Chon, W., Juang, B.-H., and
Rosenberg, A. (1994) “A Study on Minimum Error
Discriminative Training for Speaker Recognition,”
J. Acoust. Soc. Am., to be published.

7. Rahim, M., Lee, C.-H., and Juang, B-H. (1995)
“Robust Utterance Verification for Connected Dig-
its Recognition,” Proc. Int. Conf. on Acoust.,
Speech, and Signal Processing, I, pp. 285-288.

8. Rahim, M., Lee, C.-H., and Juang, B-H. (1995)
“Discriminative Utterance Verification for Con-
nected Digits Recognition,” Submitted to IEEFE
Trans. on Speech and Audio Processing.

9. Rose, R., and Paul, D. (1990) “A Hidden Markov
Model Based Keyword Recognition System,” Proc.
Int. Conf. on Acoust., Speech, and Signal Process-
ing, I, pp. 129-132.

10. Sukkar, R., and Wilpon, J. (1993) “A Two Pass
Classifier for Utterance Rejection in Keyword
Spotting,” Proc. Int. Conf. on Acoust., Speech, and
Signal Processing, I1, pp. 451-454.

532



