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ABSTRACT

In this paper, we report experiments on the use of
distributed binary representations in an architecture
based on several TDNN-DTW hybrid systems in par-
allel, for word recognition. Each TDNN is trained on
a different set of binary distinctive features chosen
in an arbitrary manner and yield different confusion
matrices on the training set. These confusion matri-
ces are used to obtain a global recognition decision
by combining all system outputs. We investigate two
possibilities which we call multiplicative mode and fu-
sion mode. We show that the proposed architecture
is able to provide better word recognition rate than
a simple TDNN-DTW hybrid system trained on the
l-out-of-N representation and that it is comparable
with a system trained on binary phonetic features.
The fusion mode turns out to be an efficient strategy
for handling word recognition in our parallel architec-
ture.

1. INTRODUCTION

A possible hybrid speech recognition system consists
of 2 basic modules:

¢ a connectionist module, composed for instance
of a Time Delay Neural Network (TDNN), which
estimates, from a sequence of acoustic frames,
the a posteriori probability for each phoneme
class.

® a non-connectionist time alignment module, ba-
sed for instance on a DTW, which computes
the best match between the TDNN output se-
quence and each word model, represented by its
phoneme states.

In the course of training of the TDNN module, an
acoustic vector at the input layer of the TDNN is
mapped into a binary vector at the output layer.
Classically the output of the TDNN are phonetic
classes in the 1-out-of-N representation. In this paper
we investigate possibilities of using alternative binary
representations. In our case, the output vector can
have several components equal to one. Any binary
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representation is virtually possible. However, the rep-
resentation has to guarantee the discrimination of all
phonetic classes.

2. BINARY FEATURES

2.1. General Framework

The choice of an appropriate representation at the
output of the TDNN is essential for both the bulk of
the TDNN and the performance of the whole sys-
tem. The conventional phoneme representation is
a “l-out-of-N” representation (where N is the num-
ber of phonemes). However, other possibilities exist,
where a phoneme is represented by several active out-
puts, for instance by a set of phonetic features. A prob-
abilistic framework was proposed in {1], which allows
to handle efficiently this distributed representation
within a hybrid system, at the expense of some sim-
plifying assumptions.

The objective of the TDNN module is to recognize a
set of phonemes p; from acoustic observations z; at
its input, each phoneme being represented by a com-
bination of binary features f;. When trained with
a mean-square error function, the i-th TDNN out-
put provides an estimate of the a posteriori probabil-
ity that the feature f; is active, given the input [2].
We can then approximate the @ posteriori probability
P(pjlz¢) of a phoneme p; given the input z; as:

N
I PG = biilze) (1)

i=1

II Ptsi=11s)- T 11 - P(si = 124)]

bj;=1 bji=0

P(pj|z:)

where N is the number of features, P(f; = 1|z;) is
the probability that the i-th feature is active given
the input z, and b;; is the value of a feature f; for
a phoneme pj, (bji = 0 or 1). This equation is valid
if the conditional independence between features is
assumed, which is obviously not always true (in par-
ticular for phonetic features).

These a posteriori probabilities are normalized by
dividing them by the a priori probabilities of the
phonemes, in order to obtain quantities proportional
to a likelihood [3], which are then used in a prob-
abilistic DTW framework [5]. Here, a second sim-
plifying assumption must be made, namely that the
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features change synchronously at the border between
phonemes.

2.2. Phonetic Features

The choice of a feature representation is usually
guided by linguistic considerations. In a first set of ex-
periments, using 18 phonetically motivated features,
we used a representation composed of 7 features for
the vowels, 9 features for the consonants and two gen-
eral features (unvoiced and voiced). This feature rep-
resentation was expected to be easy to learn, as it
is linked to acoustic properties. Experiments con-
firmed this assumption: this TDNN-DTW system
reached 2.8 % of word recognition error rate on a sin-
gle speaker spelled letter database (ALPH). With a
similar architecture and a 1-out-of-N representation,
we obtained 3.9 % error rate on the same task. Thus
phonetic features seem to be relevant alternative rep-
resentations of phonemes in a hybrid system. How-
ever, this approach requires a priori knowledge. We
are interested in finding a framework where arbitrary
feature representations could be used.

2.3. Arbitrary Features

As opposed to the previous experiment, several com-
binations of 18 arbitrary features were tested in the
same framework. The arbitrary features were con-
structed in the following way. All possible binary
vectors were created for a given number of features
and 26 of them were chosen to represent phonemes.
The choice was done randomly. The only condition
was that all 26 chosen vectors had to be different.
The word recognition error rate for these representa-
tions never led to less than 8 % misrecognized letters.
The minimal number of features necessary to describe
all 26 phonemes occuring in English spelled letters is
5. For some representations composed of 5 arbitrary
features nearly the same percentage of word recog-
nition error rate was obtained as with 18 arbitrary
features. Therefore the difficulties are not directly
linked to the number of features.

In our experiments with arbitrary feature represen-
tations, we also observed that training set confusion
matrices for each set were very different depending
on the feature set. This fact led us to the concept
of a multi-network architecture using different fea-
ture sets in parallel. In this paper we propose two
methods for handling these multiple representations
for word recognition.

3. RECOGNITION SYSTEM
3.1. System Architectures

We use a basic architecture consisting of M parallel
TDNN modules and either 1 or M DTW modules.
The TDNN modules consist of an input layer with
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16 units, one hidden layer with 24 units and an out-
put layer of 5 units corresponding to 5 arbitrary fea-
tures. Between the input and the first hidden layer
there are connections which have delays -1, 0, 1. The
connections between the hidden layer and the out-
put layer have delays -2, -1, 0, 1, 2. The number
of parameters is 1752 for 5 output units, which is
approximately twice less than for a simple system
trained on phonetic features with 18 output units.
Each group of 5 features allows a total discrimination
of the phoneme set.

Each network was trained to extract a different set
of arbitrary features. For training, we used the on-
line back-propagation algorithm with a mean square
error function at the frame level. Initial value of the
learning rate was 0.1. To avoid the effect of over-
training we observed the word recognition error rate
on a cross-validation database, which was not used
for training. The learning rate was decreased if the
word recognition error rate did not decrease on the
cross-validation set. The training was stopped if the
word recognition error rate did not change even after
the learning rate had been decreased. Two recogni-
tion modes of the parallel hybrid system were inves-
tigated.

3.2. Multiplicative Mode

The first mode, which we will refer to as the multi-
plicative mode, is similar to the one presented in sec-
tion 2.2. The probabilities of phonemes provided by
each TDNN are obtained in the same way as in equa-
tion (1). The outputs of the M networks are then
multiplied in order to obtain the final probability of
a phoneme. The only difference in this system, com-
pared to the 18 arbitrary features, is that each group
of 5 features is sufficient to discriminate all phonetic
classes. In other words, more redundancy in the fea-
ture representation is guaranteed in this way than a
random choice of only one representation composed of
more than 5 features. In spite of this, we suppose the
independence of the features describing a phoneme.
This permits us to compute the a posterior: probabi-
lity of a phoneme given the input for each TDNN in
accordance with equation (1). Assuming the indepen-
dence of these probabilities, the final probability of a
phoneme given the input P(pj|z:) can be expressed
as:

P(pjlze) = ] Plpilze) @)

m=1

M
=TI3 I PUmi=1s I [2-P(fmi = 1lz)]

m=1 | byji=1 by ji=0

where Pp,(pj|z:) is the estimation of the a posterior:
probability of a phoneme p; given an observation z;
in the m-th system and b.,j; is the value of a feature
fi for a phoneme p; in the m-th system. The time
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alignment for this mode is done by only one DTW
module after the probability computation. In this
mode, no information is used from training set con-
fusion matrices.

3.3. Fusion Mode

In what we call the fusion mode, we consider the
M parallel TDNN-DTW hybrid systems as M inde-
pendent recognizers, which each deliver a recognized
word with possible mistakes. We then use the train-
ing set word confusion matrices to combine these in-
dividual decisions into a global one.

Let H,, be the word recognized by the m-th system
for a given input segment. Assuming the indepen-
dence of one TDNN-DTW system from the others,
we estimate the probability of a word H given the
M decisions HyH, - - -Hyy as:

PH{H\H; - Ay) =

P(H |- Hu|H) - P(H)
P(Hlffz .. HM)
P |H)Py(H,|H)- - - Pu(An|H) - P(H)
P(H\H,--- fu)
Pi(H:[H)Py(H2|H) - Pu(Hm|H) - P(H) (3)

R

where Py, (H,,|H) is the probability that a word H,,
is observed at the output of the m-th recognizer given
that the real word was H. These probabilities are es-
timated from the training set confusion matrices as
the frequencies of occurrence of a confusion. When
no confusions are observed between 2 phonemes on
the training set, a small but non-zero value is given
to the corresponding probability (for instance, 0.01).
P(H) is the a priori probability of the word H.
This approach can be understood as treating the out-
puts of each TDNN-DTW system as independent ob-
servations, the distribution of which is estimated from
training confusion matrices for each word.

4. EXPERIMENTS

The 16 TDNNs were trained on different feature sets,
each consisting of 5 arbitrary features. For each of
them, the word recognition error rate on the training
and test sets, is shown in Table 1. The combinations
of systems were obtained in the following way. For ex-
periments with parallel systems, we started with the
TDNN-DTW hybrid system with the smallest word
recognition error rate, in this case with the system 1.
To create an architecture consisting of two systems,
all combinations including system 1 were constructed
and the word recognition error rates were computed
for them with the fusion mode. The combination with
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SYSTEM | ERROR RATE
train test

1 65% | 6.7%
2 11.7% [ 11.9%
3 80% | 93%
4 10.7% | 10.5 %
5 9.9% | 11.2%
6 143% | 13.2 %
7 90% | 85%
8 124% | 122 %
9 156 % | 154 %
10 94% | 9.0%
11 16.5% | 18.6 %
12 99% | 105 %
13 110% [ 11.8%
14 98% | 10.7%
15 141% | 164 %
16 126% | 13.8%

Table 1: Word recognition error rate for different ar-
bitrary feature sets.

the best recognition rate on the training set was cho-
sen. Architectures composed of 3 and more systems
were chosen in the same incremental way. This man-
ner was expected to help a more rapid reduction of
the word recognition error rate. The hybrid systems

7 . T r

T T T T

Multiplicative Mode —~—
651 Fusion Mode -s— ]

0 2 4 6 8 10 12 14 16
Number of Parallel Systems

Figure 1: Error raie of word recognition for multi-
plicative and fusion mode.

in the Table 1 are ordered according to the succes-
sion in which they were combined for parallel archi-
tectures, i.e. for instance an architecture composed
of 3 TDNN-DTW hybrid systems is the combination
of the systems 14+2+3. The word recognition error
rate of the parallel systems working with the multi-
plicative mode was computed consequently.
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The experiments for the two recognition modes were
carried out on the same database as the one used for
previous experiments, namely the ALPH database for
a single speaker. The database was split into three
parts: 50 % for training, 10 % for cross-validation
and 40 % for testing. The word unit for recogni-
tion was a spelled letter. The word recognition error
rate was observed for the system working both in the
multiplicative mode and in the fusion mode. Figure
1 shows the test set word recognition error rate as
a function of the number of parallel systems for the
two recognition modes. It can be seen that for both
the multiplicative mode and the fusion mode, an im-
provement is obtained from the combination of sev-
eral systems. However, the multiplicative mode seems
less efficient than the fusion mode, especially beyond
10 systems in parallel. The efficiency of the architec-
ture working in the fusion mode is evident from the
comparison of the results obtained for a parallel archi-
tecture composed of 3 TDNN-DTW hybrid systems
with the results for 1 system trained on a 15 arbitrary
feature representation. For the same number of fea-
tures, the word recognition error rate on the test set
is 2.5 times smaller for 3 parallel systems working in
fusion mode. The best results are obtained with 11
TDNN-DTW hybrid systems in the fusion mode, but
the difference with other values of M close to 10 is
not significant.

In the multiplicative mode, all features have the same
weight in the final decision, whether they were learnt
correctly or not. On the opposite, the fusion mode
allows to modulate indirectly the impact of a feature,
which seems to be beneficial to the overall recognition
performance.

Table 2 summarizes the recognition performances for
the various approaches that we tested.

ARCHITECTURE ERROR RATE
train test
1-out-of-N 37% ] 39%
18 phonetic features 30% ] 28%
15 arbitrary features 68% ] 7.5%
multiplicative mode (M=9) | 2.9% | 2.8%
fusion mode (M=3) 19% | 29%
fusion mode (M=11) 14% | 21 %

Table 2: Word recognition error rate for different ar-
chitectures.

5. CONCLUSION

The strategies that we investigated in this paper ap-
pear to be appropriate for handling information ob-
tained from several independent speech recognition
systems. In our experiments, a parallel architecture
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using the fusion mode yielded a better recognition
performance than a conventional 1-out-of-N represen-
tation or a phonetic feature representation. A robust
decision strategy was designed in order to take ad-
vantage of the redundancy in the recognition process,
compensating for the weakness of individual repre-
sentations within each module. Future work will con-
sist in confirming these results on a more extended
database, and in using this framework to derive bi-
nary representations of speech in an unsupervised
manner.
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