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" ABSTRACT

Over the last decade, learning how to pronounce written
words by analogy has received considerable attention in
psycholinguistic circles thanks to its cognitive plausibility
and flexibility [1,2]. Computational models of analogy-
based learning have been developed to probe the rcalism of
this hypothesis, and discover the nature and function of
analogising factors [3,4,5]. However, comparatively little
effort has been put into an overall assessment of how well
analogy works in dealing with specific NLP tasks, in
particular with respect to its computational tractability and
complexity [6], and its level of accuracy. Although it is well
known that some form of analogy-based reasoning is at the
root of how children learn to read written words aloud, at the
moment we-do not yet know with the same certainty how
correct pronunciation by analogy is when compared with
rule-governed pronunciation. In this paper we intend to
show .that pronunciation by analogy is not only a
psycholinguistically realistic cognitive -hypothesis, but
also an extremely reliable alternative to rule-based
approaches to text-to-speech conversion.

1. BACKGROUND: ANALOGY, RULES AND
ACCURACY

The notion of pronunciation by analogy presupposes the
existence of a dataset of words whose pronunciation is
known (the dataset of base objects), and an input word to be
pronounced (the rarget object). Each base object consists of
i) a string of characters representing the word's orthography,
and ii) a phonological sequence, representing its
transcription aligned with the orthography. The
pronunciation of the target. object is analogised to known
pronunciations through the operation of two functions: 1) a
mapping function, defined over character strings, by which
(the orthography of) the target is projected onto base
objects for the best candidate analogue(s) to be selected
among them, and 2) a recombination function, defined over
phonological sequences, which pastes together (the
transcription of) the substrings that the selected analogues
share with the target. These substrings will hereafter be
referred to as analogising chunks.

The first question which arises in this context is to
what extent an appropriate analogising chunk should
overlap with the target. Finding out the appropriate length
of a chunk is the analogy-based variant of the well-known
problem of how much context is to be taken into account for
a grapheme-to-phoneme rule to apply correctly. Generally
speaking, pronunciation rules are ordered extrinsically for
decreasing values of context length. ranging from the most
specific (longest) context, which is tried first, to the least
specific one (where no context is specified), which is tried
last. By the same token. the best unalogising chunks can
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tentatively be defined as those which cover the target word
most extensively, since pronunciation by analogy makes no
difference between character(s) to be transcribed and context
where the transcription holds. This analogy-based strategy
is reasonable (although it will be refined later on), and
presents several advantages over ranking rules for
decreasing values of context length. To mention but only
few ones, no extrinsic rule ordering is needed, as the search
for the longest overlapping chunk(s) is the immediate by-
product of the way analogy works [6]; secondly, analogy is
context-sensitive by definition: there exists no default rule
which transcribes a character whose embedding context is
unknown or unfamiliar. When an unfamiliar context occurs,
analogy says nothing rather than saying something
tentatively: the space of analogy is much more constrained,
and, we argue, eventually more accurate than the space of
rules, as the former, but not the latter, is defined by the space
of already attested base objects.

beli Jomo
bek-/omo/ r
mart 7/
/mart

This fact has important consequences on the accuracy of
analogy, that is on the ratio between the number of correct
transcriptions and the overall number of attempted
transcriptions. Analogy tends to be rather weak and
conservative, as unknown strings are pronounced only
insofar as they can be chopped up into familiar substrings
(the analogising chunks). If one such substring is missing
in the dataset, it can in no way be pronounced. As a partial
trascription makes no sense, analogy yields no
transcription at all. This happens often when the
pronunciation of a foreign word is tentatively analogised:
graphemic sequences which are not attested in the dataset are
not pronounced rather than mispronounced.

This is clearly preferable, if, in the input file it is
not possible to distinguish foreign words from non foreign
words beforehand. For practical applications accuracy is
often more important than correctness itself, as highly

bell
/bel

" accurate results are reliable and readily usable, while poorly

accurate results still have to be checked manually for quality
control, an operation which, incidentally, involves going
through the entire file of output transcriptions.

Later on in this paper, we will show results that
support the abovementioned advantages of the use of |
analogy for pronunciation.

2. MORE ON MAPPING FUNCTIONS

A simple but effective way of implementing the notion of
analogical mapping is to look for two best analogues at a
time: first, the base object which shares with the target the
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longest continuous string of characters, starting from the
leftmost one rightwards (the longest head); second, the base
object which shares the longest continuous string starting
from the target's rightmost character backwards (the longest
tail). This is illustrated in fig.1, where the pronunciation of
the unknown Bellini 1s obtained through juxtaposition of
the best head bell (from Bellomo) and the best tail ini (from
Martini). Clearly, by doing this way, no allowances are
made for discontinuous overlapping chunks to be extracted,
that is chunks consisting of two (or more) continuous
strings interspersed with non matching characters,
represented as nulls. It remains to be seen whether this
notion of analogical mapping is effective enough to capture
the entire range of analogy-based redundancies needed for
pronunciation. As we will see, there are -reasons to doubt
this, but there are also good reasons to keep the complexity
of analogical mapping as constrained as possible.

/cap:eki/

fig.2

3. THE ANALOGICAL STRUCTURE OF THE
SPACE OF BASE OBJECTS

An important related issue here is whether the analogy space
of base objects is an unstructured list of items, or rather a
structured network of analogical relationships itself. The
hypothesis of a structured space implies that the search for
_ the best analogising chunk is not just a brute-force, blind
search algorithm taking each suitable candidate on a par, no
matter where, if and how it relates to other candidates in the
dataset. Rather, it is assumed that some candidate analogues
are given preference over other base objects at mapping
time, and that this preference reflects some underlying
structure of the dataset.

Our working hypothesis is that the dataset of base
objects is a network of analogical relations holding between
paradigmatically-related nodes. Each node is defined as
containing a substring of characters, shared by more than
one base object, and its pronunciation, which is required to
be identical in all such objects. The paradigmatic dimension
of the network is better understood by giving a simple
example. Suppose that the dataset contains both cappelli
/ca'p:el:i/ and cappelliera [cap:e'l:jera/. Due to stress shift,
the word-final 'i' in cappelli is turned into a glide in
cappelliera. The two words share a common core, made up
out of a substring (‘cappell’) and its transcription: from that
core, two links depart, which lead to two paradigmatically
alternating endings, that is endings which are in
complementary distribution, as pictured in figure 2.

There are many things worth noting here. First, the
gliding of 'i' in ‘'iera' is a powerful morphonological
regularity in Italian, common to a variety of derivationally-
related words such as uccelli/uccelliera, frutti/fruttiera,
zuccheri/zuccheriera etc. Secondly, suppose that uccelli is a
base object, and uccelliera a target to be pronounced: if the
best analogising chunk is always the longest overlapping
one, as tentatively suggested above, then it would be
difficult for a word like cappelliera to resist the analogical
pressure of cappelli, which would yield the erroneous
prounciation of 'I' in 'iera’ as a full vowel. By factoring out
the strings 'i' and 'iera' as two independent nodes departing
from a common core, we account for the following facts: 1)
these nodes define analogy-based spans of characters whose
pronunciation is safely analogised, since they express a
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general regularity of the dataset; 2) the nodes are in
complementary distribution, so that when 'i' is part of the
chunk 'iera’ its pronunciation as a full vowel does not apply.
and viceversa: in other words, the two pronunciations are
said to alternate; 3) the common core consists of a shared
string which is pronounced in the same way in both base
objects: when and if this condition does not hold, no
paradigmatic network is construed.

Jutfel/
fig.3

(bian

bianchini

All these facts highlight an interesting but often neglected
issue: analogy is not only pairwise similarity between the
target and its best analogue(s), but also the governing
principle which structures the overall network of
paradigmatic relationships holding among base objects. We
believe that analogical mapping must take advantage of this
network: the search for the best analogue(s) is not just
browsing a list of unstructured items, but rather treading the
path of paradigmatic links which goes from one node to
another. We thus propose a revised definition of mapping
function whereby the paradigmatic dimension of the
analogical network of base objects is taken advantage of. A
target word is not simply projected onto raw base strings for
the longest matching chunk to be found among them, rather,
it is reconstructed through the character spans defined by
paradigmatically-related nodes, which are grouped in well-
behaved paradigmatic families. To give a practical example,
the target uccelliera would be mapped onto 'uccell’ first, and -
then completed by means of the node ‘'iera', which can be
reached through the triangular connection illustrated in fig.3
and indicated as paradigm extension.

3.1. Paradigm Extension

Paradigm extension involves the (tentative) concatenation
of two nodes which are not seen concatenated in the dataset.
This might raise a few problems if left unchecked. For
example, nothing prevents the dataset from generating a
(pseudo)paradigm such as 'precinct -> tinct -> took ->
precook', where the recombination function tries to paste
the transcription of precook with that of tinct, thus yielding
a hardly plausible /prikigkt/. To avoid undesired phonotactic
sequences at node boundaries the condition is enforced that
two candidate analogues are required to overlap to some
extent at node boundaries (see fig.4, where the candidate
analogues Bianchetti and Monachini hook on the string ch).
If the overlapping string is pronounced in the same way in
both words. the two are considered compatible candidate
analogues and their nodes arc eventually recombined.
Otherwise, control is passed back to the mapping function
which looks for other suitable candidates.

This is in keeping with the spirit of analogy, as a
naturally conservative inferential routine, whereby data are
dispensed with as sparsely as possible. We. call such a
compatible overlapping portion a hook. Hooks can be of
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various length. Intuitively, the longer the hook is, the more
accurate the resulting pronunciation will be. since a wider
portion of context has been taken into account and double-
checked analogically. In the end, our model of pronuciation
by analogy goes for analogising chunks which are most
paradigmatically-related, and whose embedding analogues
are best hooked. These conditions depart significantly from
our initial tentative definition of the best chunk(s) in terms
of sheer length, a definition which should be qualified as
follows: the longest chunks are not necessarily the best
possible candidates, but only insofar as 1) they also enter a
paradigmatic family, 2) their embedding analogues are
mutually compatible in terms of hooks. Certainly, the
longer a chunk is, the longer the hook is likely to be: an
indirect confirmation of why length still plays a prominent
role here.

4. ROLE AND FUNCTION OF ANALOGISING
FACTORS

Several proposals have been put forward in the literature as
to what counts as an analogically relevant factor, that is as a
clue to a true analogy between words. So far we have been
assuming that analogy works on the basis of orthograpic
similarity only. This is somewhat oversimplistic.
According to Glouchko [1], for example, similiarity of
spelling is not the only relevant factor involved in
analogised pronunciation, as familiar pronunciations also
have a role in exerting some kind of analogical pressure on
reading unknown words aloud. In this paper, issues of
psycholinguistic realism are of import only insofar as they
have a bearing on the overall accuracy of the system. Let us
consider some consequences of this position.

In our system, similarity between sound patterns
can be used for paradigm extension in different ways. For
example, the sound association between two words such as
Presbyter and grammar, both ending in the same segmental
sequence /ar/, can lead to analogising the pronunciation of
grammarian on the basis of that of Presbyterian, thus
yielding /gramerjon/, instead of the more accurate
/gremarjan/. 1t can well be that human readers are actually
affected by sound associations of this nature, so that they
tend to disregard differences. in spelling because of the
pressure of analogical associations at the sound level
(rhyming words). However realistic, yet this association
seldom produces correct analogised pronunciations: more
often, according to our experience, it leads the system
astray.

A more effective strategy seems (0 be to construe
paradigms on purely phonological, rather than both
orthographic and phonological, similarities. Consider the
analogical proportion "painter is to writer like paint is to
write": this systematic relationship is missed if a paradigm
requires the presence of a (non existing) orthographic
ending common to both write and paint. This difference,
however, is confined to spelling, and has no consequences at
the sound level, where the paradigmatic proportion can be
established conveniently.

Another simple step towards abstracting away from
crude spelling similarity in the direction of a more
phonologically-grounded form of analogy can be taken by
classifying characters into broad equivalence classes such as

- vowels and consonants, and causing the mapping function
to be sensitive to class similarities (and not only to
character similarities) in the search for the best chunks. This
means that - say - 'a’ and 'e' are matching elements of the
same class of vowels, even though they represent different
characters.
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It is a well-known fact of language that the syllabic
structure of a word has a bearing on word stress and
eventually, especially in English and to a lesser extent in
other languages, on word pronunciation. This phenomenon
gives rise to long distance dependencies which are difficult
to capture through the rudimentary head-and-tail mapping
function delineated in section 2 above. Consider a word pair
like author < authority as pronounced in the NetTalk
database [7], and assume that author and its transcription
/010a/ are already stored in the dataset. Analogising the
correct pronunciation of authority (/e6orati/) by analogy to
author is very difficult, as two phonological alternations
take place simultancously here, one in the string head 'aw’
(/a4 turned into /s/), the other in the tail 'thor' (with /6a/
turned into /@or/). If analogical mapping is carried out in two
stages, first by mapping the head of the target only, and
then by mapping its tail (or the other way round), either
alternation is likely to be missed, as the (wo are
interdependent. An ingenious solution, suggested in Federici
et al. [8], would be to allow extraction of discontinuous
analogising chunks which are eventually recombined
following the relevant paradigmatic links between them.

In fact this solution is computationally rather
costly and hardly successful with relatively short words such
as authority. A less principled solution can be recommended:
by enforcing the condition that each node of a pardigmatic
family be a substring of characters which is identically
pronounced in both words that share it (as suggested above),
we allow paradigm extension to apply only between word
pairs which present the same alternation. By doing this way,
the pronunciation of authority can no longer be based on the
transcription of author, but rather on the pronunciation of -
say - authoritarian, which presents, with respect to author,
the same head-and-tail alternation as authority.

This strategy works well in many cases, but may be
tripped up as a) the dataset contains a certain number of
misleading analogical paradigms, which, however marginal,
still can apply for lack of better evidence; or b) in the dataset
there might be no other attested derivative with the same
alternation as the one which the target undergoes. Both a)
and b) are avoidable with a larger dataset (see data shown in
the tables below). Nonetheless, the risk of stumbling upon
misleading paradigms can considerably be reduced if only
words with the same (or similar) syllable structure as the
target's are allowed to enter the relevant analogising
paradigm.

Finally, a last point worth mentioning in this
context is the relevance of morphosyntactic information to
word pronunciation [9]. So far, our system is able to take
morphological factors into account only indirectly, insofar
as phonological alternations reflect some underlying
derivational relationship. By making the mapping function
be explicitly sensitive to part-of-speech similarity,
however, we will also be likely to capture the differences in
stress pattern and pronunciation between - say - the verb
record and the noun record, or between the adjective private
and the _nmngraphj(; verb form. .

5. PERFORMANCES

Results of accuracy with respect to hook length are given in
the tables below, where accuracy values vary as a function of
both size of the dataset of base objects and length of the
hook. At one end of the scale, Quality 1 transcriptions make
use of hooks which are more than one character long. while,
at the opposite end of the scale, Quality 3 transcriptions
make use of no hooks at all. By contribution we mean here
the ratio between the number of Quality / pronunciations and
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the total number of pronunciations provided by the system.

5000 names | Contribution Accuracy
Q1 15.86 99.75
Q2 42.46 97.79
Q1+0Q2 58.32 98.31
Q3 40.64 45.08
40000 names | Contribution Accuracy
Ql 78.7 99.6
Q2 26.22 97.64
Q1+Q2 94.92 99.05
Q3 5.04 35.32
85000 names | Contribution Accuracy
Q1 83.62 99.22
Q2 14.62 97.27
Q1+Q2 98.24 08.92
Q3 1.74 32.19

The data are drawn from the Onomastica dataset of Italian
proper names {10]. When contrasted with comparable results

obtained with a statistically-based transcriber (SELEGRAPH, .

which uses a look-up table approach augmented with mutual
information {117), or a rale-based transcriber (DEC [12]), our
data show that analogy can perform consistently better, in
terms of accuracy as well as correctness. Note, however, that
due to its weak inferential routine, analogy progresses
rather slowly-(although steadily) as the size of the training
database grows.

English data are certainly a more challenging
testbed for analogy. Tested on the NetTalk dataset, the
system scores an interesting 63% correctness on 2,000
unkown words, after a training of 17,000 basc objects. This
compares favourably with an earlier nonparadigmatic
version of our analogy-based engine (62%), but also with
other self-learning pieces of software (SELEGRAPH and
DEC), whose correctness is around 55% on the same data.
Accuracy, in its turn, is above 70%, definitely better than
the 65% scored by the nonparadigmatic version. This shows
that we can certainly do better with a larger dataset, as the
search for paradigmatic families requires more data. Finally,
a mapping function which is also sensitive to raw class
similarity (rather than to character similarity only) adds a
0.5% to overall correctness.

6. FURTHER DEVELOPMENTS AND
CONCLUSIONS

Analogy, even when not entirely dismissed, is not generally
credited with accurate performances in text-to-speech
conversion. We showed that one can go a long way in
attaining accurate word transcriptions by exploiting the
insights of the psycholinguistic literature on the
mechanisms of analogy in reading aloud written words. Still,
there appears to be ample room for improvement. This is
certainly a stimulating, fast-growing research area,
bordering several complementary fields, which is likely to
benefit a great deal from 1) further evaluation of the power
and effectiveness ot analogising factors, 2) a more flexible
and yet computationally tractable definition of analogising
routines such as mapping and recombination, and 3) a better
understanding of the internal paradigmatic structure of the
dataset of base objects.
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