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ABSTRACT

An extension of the classical LPC model of speech
production is proposed, where the LPC spectral
trajectories are viewed as the output of linear shift-
invariant filters (articulator filters: representing the
articulator responses to a brain command), excited by
piece-wise constant signals (command signals:
representing brain commands). Efficient procedures for
the articulator filters estimation and for the command
signals computation from the speech signal are
outlined. The model is then used to design a very low
bit rate, low computational burden vocoder, the Step
Decomposition Vocoder, from which comprehensible
speech can be obtained with about 650 bps, and with a
250 millisec. algorithmic delay.

INTRODUCTION

In the last years several voice coders have been
devised to push the bit rate below one Kbit per sec..
The first coders able to approach a so low rate have
been the Variable Frame Rate coders [1] where
information pertaining to a frame is transmitted only if
it is sufficiently different from the last transmitted one;
at the receiver side missing frames are reconstructed by
interpolation. Another technique for very-low rate
speech coding is based on Matrix or Segment coding
[2,3,4,5,6]: speech is divided into blocks, each block
comprises several frames, and corresponds to an
identifiable acoustic event, as sustained sounds or
transitions; all the frames belonging to a block are
coded together using vector quantization. Yet another
technique is based on Temporal Decomposition [7,8,9]:
in this case, speech is still divided into segments, but
segments can overlap; a set of weights and an
interpolation function are computed for ecach segment,
by which the spectral trajectories are reconstructed at
the receiver side. Finally, a great number of very low
bit rate coders exist which are modifications of coders
originally operating at higher rates.

In this paper, a new very low bit rate vocoder is
presented: the Step Decomposition Vocoder (SDV).
The principal novelty introduced is in the way the
short-time spectrum is represented: a model of speech
production is proposed, which extends the classical
LPC model [10]: in the model, the parameters of the
linear shift-variant synthesis filter used in all LPC
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vocoders to produce the synthetic speech, are viewed as
the output of a set of linear, shift-invariant filters,
which represent the response of the articulators to the
brain commands. These filters are driven by piece-wise
constant input signals, which represent the brain
commands. These signals are obtained from the
analysis of the speech to be encoded, and are
transmitted, together with the excitation parameters, in
order to allow the reconstruction of the filter
parameters and the production of the synthetic speech

-at the receiver side. Being the short-time spectrum

described by piece-wise constant signals, a great saving
on the bit rate is possible with respect to the case in
which the exact filter parameters are transmitted.

A MODEL OF SPEECH PRODUCTION

The model to be introduced is based on the
assumption that for each phoneme it exists an ideal
configuration of the articulators (e.g. tongue, lips, etc.)
which, if reached and held, produces exactly the
desired phoneme. Such assumption is surely valid for
sustained sounds, in which the vocal tract truly reaches
a stable configuration; for more complex sounds (e.g.
plosives) we can always think that a (short) sequence of
two or more different configurations produces the
sound. This assumption implies that the amount of
information transmitted from the brain to the
articulators is minimum: the brain simply indicates the
position which the articulators must reach exactly when
the configuration must be realized, and does not follow
step by step the articulators movement: thus the
assumption implies that the brain operates following a
(plausible) "minimum-effort" principle.

For a particular articulator, the ideal position, as a
function of time, is a piece-wise constant signal; the
brain drives the articulator by means of electrical
signals applied to the muscle which moves the
articulator (command signals): these signals specify
exactly the ideal position and can therefore always be
represented by piece-wise constant signals. The actual
articulator position, in response to the command
signal, will not be piece-wise constant: in fact it is
impossible for a physical system to change position
immediately (as would be required to follow the ideal
position); instead the muscle-articulator system
responds to the command signal with a delay and a
departure from the ideal behavior as, for example, an
oscillation around the ideal position. The relation
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Fig. 1: The speech production model. x;[m]: command
signals. y;[m]: spectral trajectories. s[n]: speech signal. e[n]:
excitation. m: frame index. n: sample index.

between the command signal and the articulator
position can conveniently be represented by means of a
linear, shift-invariant filter (the articulator filter): when
the filter is excited by the command signal, its output
corresponds to the actual articulator position. A
different filter for each articulator will exist: the
articulator filters represent the way in which each
articulator responds to a command; they model the
physical system muscle-articulator.

In ordeg to use the above speech production model
in a coder, an articulatory model of the vocal tract is
needed, consisting of a parametric description of the
vocal tract configuration, and of two procedures
(analysis and synthesis): one for computing the
articulator positions from the speech signal and the
other for producing synthetic speech from the vocal
tract configuration. In the literature such models exist
(e.g. [11, 12] and references therein) but they are quite
complex, and would require a too high computational
burden to allow a real time speech encoding. A simpler
solution is based on the observation that in the speech
signal the short time spectrum is mainly determined by
the vocal tract configuration, in turn, in a LPC
vocoder, the short-time spectrum is determined by the
synthesis filter parameters: therefore a (non linear) link
~ exist between sets of LPC parameters and vocal tract
configurations. This is confirmed also by the acoustic
theory of speech production [10], where it is shown that
a set of LPC parameters (the Area parameters) are
equal to the areas of a set of cylindrical sections in
which the vocal tract can be decomposed, and are
therefore related to the vocal tract configuration: a
stable vocal tract configuration correspond to a stable
LPC parameters configuration. Based on this
observation we join the two models (the one described
in the preceding paragraph and the LPC one)
substituting the time evolution of the articulator
positions with the spectral trajectories (i.e. with the
time evolution of the LPC synthesis filter parameters),
and the final model depicted in fig. 1 is obtained: the
speech s[n] is viewed as the output of a linear filter (the
LPC synthesis filter) excited by a flat spectrum
excitation e[n]. The parameters y;[m] of the synthesis
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filter (the spectral trajectories) are the output of the
articulator filters, excited by the piece-wise constant
command signals x;[m]. Two sets of LPC parameter
were tested: Log Area Ratios and Log Area:
performance was similar with both sets.

The above model is very simple: this fact is its
weakness and its strength: we expect that sounds which
are due to highly chaotic (and thus nonlinear)
phenomena (like bursts in stops) will not be well
modeled. The articulator positions have been replaced
with the spectral trajectories, but the two sets are non-
linearly related: this is another potential source of poor
performance; on the other hand, starting from this
model, it is possible to design the simple speech coder
which will be described in the next section; also, as we
assume that the articulator filters are fixed (at least for
a fixed speaker), these shall not be transmitted: all the
spectral information is concentrated in the command
signals which, being piece-wise constant signals, will
be encoded with few bits.

The model allows to represent, in a simple way, the
well known phenomenon of coarticulation; to see how,
suppose that a phone is to be produced: an ideal
configuration of the articulators exist for this phone
(and the related command signal), but the way in
which this configuration is reached depends also on the
previous phone; in fact, just before the phone, the
spectral trajectories will be at different values for
different preceding phones; indeed a configuration
need not to be reached at all: it may happen that before
the articulators reach the ideal positions a new
command is issued, and the configuration indicated by
the first command is only approximately reached.

We also remark that this model is an extension of
the classical LPC speech production model: the
synthetic speech is still obtained as the output of a
linear shift-variant filter, but a modeling of the time
evolution of the trajectories of the filter parameters has
been added. As a result it can be used as a plug-in
everywhere the LPC model was used.

THE STEP DECOMPOSITION
VOCODER

In order to use the model in a vocoder we first need
to estimate the articulator filters responses. This
problem can be addressed in several manners; up to
now we resolve it starting from a long (approx. 20 sec.)
training segment of speech (from one single speaker),
and searching for filters the output of which best
approximate the spectral trajectories of the training
segment, when the input is constrained to be a piece-
wise constant signal with a fixed number of jumps (the
rate of the jumps is set equal to the mean number of
phonemes uttered in normal condition: between 10 and
20 per sec.). _

We denote with s[n] one of the spectral trajectories
of the training segment, with x[n] the piece-wise

constant command signal, represented as a sum of .

shifted and scaled step functions (Heavyside functions)
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Fig. 2: The Step Decomposition vocoder.

K-1
x[n] = X ggn[n-my],
k=0

where n[n] is the step function, the g, are the step
amplitudes, the my_are the step positions, and K is the
number of steps/jumps; indicating with y[n] the output
of the articulator filter excited by the command signal
we have :

Nz Np
yln] = 2 b x[n-k] - X a y[n-k],
k=0 k=1

where N, is the number of filter zeros, N, is the
number of filter poles and the a, and b, are the filter
coefficients; to compute the filter we try to minimize

E=3 (s[n] -y[n])? ,

where the sum is over the whole training segment,
varying a,, by, g, and m,. The first step towards a
solution is the approximation of y[n] as

Nz Np
y[n] = X byx[n-k]- 2 as[n-k];
k=0 k=1

a local minimum of E is then found iterating the
following steps:

1) Computation of optimal filter coefficients,
keeping the amplitudes and the positions of the step
functions fixed.

2) Computation of optimal step amplitudes, keeping
the filter coefficients and the positions of the steps
fixed.

3) Optimization of the step positions (performed
separately for each step function).

Step 1) and 2) are linear problems, and are easily
solved. Step 3) is performed using an -efficient
recursive algorithm to optimize the positions: for each
step function a set of consecutive positions (centered
around the starting position) is explored, and the one
producing the lowest error is retained.

The algorithm requires a first hypothesis on the
command signal: actually we use an initial command
signal with equispaced steps, the amplitude of which is
computed based on the original spectral trajectory s[n].

The proposed algorithm offers a simple and
automatic procedure for estimating the articulator
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filters. The procedure can be repeated on different
speech segments and with different filter dimensions
(different number of poles and zeros) until satisfying
filters are obtained; the drawback is that the produced
filters are speaker dependent: however experiments
show that this dependence is not strong, and that
"good" filters obtained from one speaker also work well
on different speakers. One can think to devise a more
general procedure which works on several speech
segments from several speakers. Another way to obtain
articulator filters would be to design them interactively,
trying to adjust the filter parameters manually,
listening to the real time coded speech.

In the Step Decomposition Vocoder (SDV) depicted
in fig. 2, incoming speech v[n] is divided into frames;
each frame is analyzed and a set of LPC parameters
s;im] (i = 1,.,P where P is the prediction order; m is
the frame index) together with the voiced/unvoiced
decision, the pitch p[m] and the gain g[m] is computed
for each frame. The LPC trajectories are further
analyzed to find command signals

x;[m] = % gyn[m-my],

which, when fed into the articulator filters, produce
output y;[m] which best approximate the original
trajectories: as the command signal are represented as
a sum of shifted and scaled step functions, we speak of
"Step Decomposition" (SD) of the incoming speech. To
perform the SD, the spectral trajectories are further
divided into frames; for each frame a corresponding
frame of command signal is computed, fixing the
positions and amplitudes of the step functions which
fall into that frame; positions and amplitudes are
computed by minimizing the squared error (computed
on the present frame) between original and
reconstructed (output of the articulator filters) LPC
trajectories. A local minimum is found, starting from a
command signal with equispaced step function,
iterating the following two steps:

1) Joint computation of the optimal amplitudes for
all the step functions, keeping the positions of the steps
fixed.

2) Separate optimization of the position and
amplitude of each step function.
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Step 1) is a linear problem, and is easily solved.
Step 2) is performed using an efficient recursive
algorithm (similar to the one used in the Multi-Pulse
method) which explore a set of consecutive positions
(centered around the starting position) for each step
function, computing the error that would result by
positioning the step function (with an optimally scaled
step amplitude) in each point of the exploration
interval.

In order to improve performance, frames are
overlapped. The step functions of the last analyzed
frame which fall in the present frame are re-optimized:
together with a fixed number of step function added to
the command signal every frame, they form the set of
step functions of the present frame; in this way the
number of step functions which fall in each frame is
not fixed, but may vary; the step function rate,
however, is fixed, and determine the overall vocoder bit
rate.

In order to minimize the bit rate the step functions
are forced to assume the same position on all the
spectral trajectories: in this way the timing will be
equal for all the trajectories, and need to be transmitted
only once.

The pitch p[m] (where p[m] = 0 indicates an
unvoiced frame) the gain g[m], the step function
amplitudes g; and positions m; are quantized and
transmitted. The decoder uses the received values to
construct quantized version of the command signals
x;'[m], of the pitch p'[m] and of the gain g'[m].- The
command- signals are fed to the articulator filters, to
construct an approximated version y;[m] of the LPC
filter parameters. The pitch and gain trajectories are
used to build the excitation signal, which is finally
filtered to produce the synthetic speech signal t[n].

RESULTS

Several different speakers and filter dimensions
were tested, in order to choose the final articulator
filters. Filters were compared using both perceptual
listening tests and objective measurements (spectral
SNR). The best results were obtained using all pole
filters, and usually 6 poles were enough to saturate all
objective measurements. The filters are slightly speaker
dependent: objective measurements do indicate better
performance on the speech uttered by the speaker from
which the filter was obtained, but the difference is
almost imperceptible.

Using 15 step functions per sec., a 24-bit split
vector quantization of the step function amplitudes, a 5
bit quantization of the step function positions and 200
bps to quantize the excitation parameters, the total bit
rate is 645 bps, and informal perceptual experiments
indicate that comprehensible speech can be obtained
from the SDV. The quality vary considerably with the
speaker, being excellent on some speakers, whereas for
others the synthetic signal is almost incomprehensible.
No correlation between speaker sex and speech quality
has been noticed. A strong correlation (as expected)
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exists between speech quality and phoneme emission
rate: speakers speaking slowly almost always produce
good synthetic speech.

The delay introduced by the decoder (mainly
determined by the dimension of the analysis frame in
the SD) is 250 millisec..

The computational burden is low enough to permit
a real time implementation of the decoder on a DSP
(not develgped yet).
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