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ABSTRACT

This paper first summarizes the work done to design,
record, transcribe, and produce the Dutch Polyphone
corpus. In addition, figures related to frequency of
occurrence of diphones and triphones in the phonet-
ically rich sentences are presented. Furthermore, we
describe one way of using the corpus, viz. to derive
information about the way callers pronounced tele-
phone numbers, postal codes (both read and sponta-
neously spoken), amounts of money, times, and bank
accounts. Finally, it is shown that hesitation phe-
nomena occur most frequently within longer items.

1. INTRODUCTION

In 1994 the Dutch Polyphone Corpus was recorded.
The Polyphone corpus is a large scale speech cor-
pus which was collected over the telephone and which
contains read and spontaneous speech items by 5050
speakers of Dutch. This paper intends to present a
general overview of this corpus in terms of design of
speech material; collection of the speech data and
speaker characteristics; transcription of the speech;
database structure and the diphone and triphone cov-
erage of the phonetically rich sentences.

The corpus has already been used for several pur-
poses, mainly related to the training of both whole
word and subword unit speech recognizers. In this
paper we will not go into the details of these train-
ing experiments. Rather, we describe another way
in which we used the corpus, viz. to build language
models describing, among others

- the formulation of numbers and amounts
- the formulation of postal codes

- the formulation of time expressions

For some of these concepts we were able to compare
formulations between two different styles, viz. read-
ing the items from a printed prompt sheet versus
extemporaneous answers to questions asked by the
recording platform.

2. DESIGN OF SPEECH MATERIAL

The Dutch Polyphone corpus provides speech mate-
rial from 5050 speakers. In the original discussion
leading to the ’specification’ of ’Polyphone-like’ cor-
pora it was said that these corpora should be suitable
for the development of speech recognition systems
and applications [1]. This, rather general, aim is re-
flected in the type of items which were selected to be
read or spoken spontaneously by the speakers. Each
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of the speakers spoke 50 items, varying from phoneti-
cally rich sentences to yes/no responses to questions.
In order to be able to cater to application developers,
many items contain numbers or digit material. The
set of 50 items consists of 32 read items, 14 spon-
taneous answers to printed questions, and 4 extem-
poraneous answers to questions not printed on the
response sheet.

2.1. Phonetically Rich Sentences

Each speaker in the Polyphone corpus had to read
five phonetically rich sentences. There are two ways
to create sets of phonetically rich sentences. The first
one is to design sets of sentences which contain all
the phonemes of the language in their most repre-
sentative phonetic contexts. The advantage of this
way is that only a restricted set of sentences needs
to be composed. This approach was used in the EU-
ROM.1 corpora. A drawback of this approach is that
odd sentences are created inevitably, which are rather
difficult to pronounce (tongue twisters} and which
may not be representative for the language. Another
drawback is that the phonemes occur in only a small
subset of their possible phonetic contexts, so that it is
questionable whether the corpus would allow to train
general purpose acoustic models. An important ad-
vantage of a small set of sentences is that the same
sentences can be spoken by a large number of differ-
ent speakers, which would allow detailed studies of
between-speaker variability.

The alternative approach is to start with a large
(newspaper-)text corpus, apply automatic grapheme-
to-phoneme conversion, and then search for sets
of (for example five) sentences which contain all
phonemes at least once. In this manner it is possible
to find a great number of sets of sentences contain-
ing all phonemes. This method was chosen in the
Dutch Polyphone corpus. A total of 12,500 sentences
were selected, i.e., 2500 sets of five sentences. For
a sentence to be eligible, it had to satisfy a num-
ber of requirements: it should consist of at least four
words, with a maximum of 80 characters, and contain
most phonemes (35 of the 44) of Dutch at least once.
Moreover, the contents should not be insulting in any
way (for example, no sentences expressing clear po-
litical views, or pertaining to extreme violence were
allowed). Obviously, this screening had to be done
by hand. A small number of sentences had still to
be designed by hand to cover the least frequently oc-
curring phonemes. The advantage of this procedure
is that the sentences are representative for the lan-
guage, and that much more variation is obtained in
terms of phonetic contexts. The distribution of the
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di- and triphones in the czmplete set of sentences was
not used in the selection of the sentences.

2.2. Numbers and Amounts

Among the read items there are relatively many num-
bers and amounts, namely 11. Numbers and amounts
are very useful for the development of a wide variety
of applications, but they were also incorporated to
find out how these entities are actually formulated by
speakers of Dutch. In many languages, it is possible
to pronounce numbers and amounts in many differ-
ent ways (e.g. 1234 may be spoken as one, two, three,
four; or as twelve, thirty-four, etc.). In section 7 we
present an overview of different pronunciations of a
number of these items.

3. COLLECTION OF THE SPEECH
DATA AND TYPE OF SPEAKERS

During five months, callers could phone a recording
platform 24 hours a day. It runs on an OS/2 PC with
two 16 channel Rhetorex voice boards and an Aculab
ISDN-30 telephone interface.

The original intention was to obtain uniform distribu-
tion of the speakers for gender, age, geographical re-
gion, and education level. For that purpose we hired
a direct mail company, which provided the names
and addresses of prospective callers. Due to the rela-
tively low response rate obtained with randomly ad-
dressed persons, it was decided to recruit the last set
of callers from the employees of Dutch KPN; in this
group the response rate was substantially higher. In
total 32,000 letters have been sent out; thus, the over-
all response rate amounted to 16%.

Eventually, the number of male and female callers
turned out to be almost equal (2616 male and 2434
female callers). In oder to obtain this balance, many
more letters were addressed to female KPN employ-
ees during the last stage of the recording period.
Four age classes were distinguished: under 20 years
of age (168 callers), between 20 and 40 (2686 callers),
between 40 and 60 (1739 callers), and above 60 years
of age (457 callers). Obviously, we did not succeed in
obtaining a uniform distribution over the age groups,
mainly because we did not have easy access to age
information.

For the geographical region uniform distribution was
not obtained either, because of the very uneven dis-
tribution of the population over provinces.

It turned out that the lowest education level contains
only 256 speakers, 2600 callers said they have sec-
ondary level education, and 2194 callers claimed col-
lege level education. This is due to the fact that al-
most no Dutch citizen younger than 60 qualifies for
our definition of the lowest education level (only pri-
mary school}, because there has been general com-
pulsory education, enforced by Dutch law, up to the
age of 15 since 1945 (and primary school ends at the
age of 12 for almost all pupils).

Finally, 731 callers said they used a cordless phone.

4. TRANSCRIPTION OF THE SPEECH

The speech in the Polyphone Corpus is provided with
a word level, orthographic transcription, with mini-
mal markings for extraneous events and with assess-
ment of the quality of all individual items (each item
is stored in a separate file, so that the terms 'file’ and
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’item’ may be used interchangeably). There are four
possible assessment judgements:

1. Garbage (the file contains only background noise
or sounds produced by an uncooperative person).

2. Noise (the file contains loud background noise,
possibly in combination with speech, but the
signal-to-noise ratio is considered unacceptable).

3. Other (the file contains one or more mispronun-
ciations, stutterings, unintelligible speech, or for-
eign pronunciation).

4. OK (the file contains speech that could be clearly
understood and transcribed without difficulty).

It is worth pointing out that an OK rating does not
imply that the speaker precisely said what (s)he was
expected to say, nor that the file is free of background
noise, or extraneous sounds produced by the speaker.
To obtain an impression of the reliability of the tran-
scriptions, a check was performed on 4% of the files.
These files all had the assessment value OK. One per-
son listened to the speech a second time and checked
the transcription and assessment. It turned out that
5.2% of the transcriptions were not completely cor-
rect. Most of the corrections applied to missed or
inserted extraneous noises produced by the speaker.
In total, 0.2% of the 222,075 utterances were classi-
fied as Garbage, 0.08% were classified as Noise, 3.1%
as Other, and the remaining 96.7% were rated OK.
Thus, it turned out that most files obtained the as-
sessment value OK.

5. DATABASE STRUCTURE

The Dutch Polyphone corpus consists of 5,050 ses-
sions; each session corresponds to one speaker. The
corpus has been divided into a training set of 4,022
sessions, an evaluation test set of 528 sessions, and a
development test set of 500 sessions. The speech is
stored in files with NIST-SPHERE headers. The speech
signals are compressed using a version of the SHORTEN
programme that was adapted to be able to- handle
A-law coded samples. The total corpus requires 10
CD-ROMs for storage.

Each CD contains 3 directories in addition to the di-
rectories pertaining to the speech: the Document di-
rectory, the Tables directory, and the Sphere direc-
tory. The Document directory contains information
about all phases of collecting, processing and storing
the corpus. The Sphere directory contains informa-
tion about how to handle the files, and the Tables
directory presents 3 tables with information about
speakers, calls, and transcriptions, as well as a word
list containing standardised orthographic and phone-
mic (in SAMPA) representation, as well as frequency
of occurrence of all the word forms in the corpus.

6. NUMBER OF DIPHONES AND
TRIPHONES IN THE
PHONETICALLY RICH SENTENCES

In Table 1 the number of diphones and triphones
based on the transcriptions of the phonetically rich
sentences are presented. The figures are established
on the basis of the phonemic representations of the
words in the sentences, which are the result of auto-
matic grapheme-to-phoneme conversion, not on the
actual pronunciations. Cross-word triphones refer to
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Table 1. Distribution of the diphones and triphones in
the phonetically rich sentences. Counting is based on
22,602 sentences.

Diphones within words
Frequency # models Total
> 20000 1| 33765
10001-20000 5 71815
5001-10000 24 | 157575
4001-5000 11 48573
3001-4000 16 55915
2001-3000 47 | 114051
1001-2000 110 | 160168
251-1000 250 | 128965
151-250 75 13743
51-150 133 12304
1-50 309 4565

Triphones within words
Frequency # models Total
> 251 583 | 375423
151-250 382 74724
51-150 1200 | 104169
1-50 6242 76105

Triphones across words
Frequency | # of models Total
> 251 899 | 561067
151-250 664 | 128500
51-150 2069 | 180732
1-50 9599 | 123193

simple concatenations of canonical forms of succes-
sive words. The counts are based on the speech of the
speakers in the training and development test sets.

7. PRONUNCIATION OF NUMBERS
AND AMOUNTS

7.1. Telephone Numbers

Each speaker in the corpus read one telephone num-
ber and spoke another telephone number sponta-
neously, answering the question Please, say a famil-
iar telephone number. Thus, it is possible to compare
the pronunciation of read and spontaneously spoken
telephone numbers. In total the speakers used 17
different expressions when reading a telephone num-
ber, and 21 expressions when mentioning one spon-
taneously. In Table 2 one may observe that 7 dif-
ferent expressions account for more than 95% of the
utterances. The most important difference between
read and spontaneously spoken telephone numbers is,
that in the later case fewer 'digits only’ are used and
more 'digits and numbers’ ("numbers” refers to the
set {21---99}). 'Numbers only’ were only used in the
spontaneous telephone numbers; that may be due to
the fact that the numbers were printed on the re-
sponse sheets as uninterrupted digit sequences.

7.2. Postal Codes

Dutch Postal codes consist of four digits and two let-
ters. The speakers were ask to read a postal code,
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Table 2. Percentage of expressions of telephone num-
bers, read and spontaneously spoken. About 95% of
the read items consist of 9 digits, the spontaneous items
consist of a more variable number of digits, in principle
varying between 3 and 10.

Read | Spont.
Digits + Numbers 54.9 60.6
Digits only 30.6 | 23.0
Digits + Numbers + Hundreds 5.2 2.5
Numbers only - 5.1
Numbers + Hundreds - 1.4
Digits + "Dash’ 24 -
Digits + Numbers + 2Hundreds® 1.2 1.7
Digits + Hundreds 0.5 0.4
Digits + Numbers 4+ ”"Double” 04 -
Errors 3.2 2.1
Total 98.4 97.3

%2Hundreds stand for expressions like negentienhon-
derd "nineteen hundred”, i.e., 'number’ followed by
’hundred’

and also to give their own postal code. For the read
items, speakers used 41 different expressions, 8 of
which cover 95% of the variation. For the sponta-
neous postal codes, they used 46 different expressions,
10 of which cover 95% of the answers. In Table 3 the
most frequent expressions are presented. It can be
seen that read items induce more postal codes with
spelled letters, whereas the spontaneous items induce
more expressions in which the Dutch telephone al-
phabet is used. The large proportion of numbers’ in
the read items suggests that people are able to break
up a four digit string into two pairs without too much

difficulty. It may also be hypothesized that many peo-

ple have the experience that the alpha-part of their
postal code is often misunderstood, which prompts
the use of some spelling alphabet.

7.3. Amounts of Money

Here we will discuss the pronunciation of guilder
amounts in the corpus which were read by the speak-
ers. These amounts were presented on the sheet as
Fl. x,y. Here we only give the data where x is a
unit, tens, hundreds, or thousands. In Table 4 the
different expressions which together account for 90%
of the total are given. Furthermore, the total num-
ber of different expressions are given, as well as the
percentage of errors. As can be expected, the way in
which amounts are expressed depends very much on
the magnitude of the price. The results confirm the
tendency in Dutch to start using ’thousand’ only for
numbers exceeding 10,000. For smaller numbers, the
expression "digit/number” followed by "hundred” is
preferred.

“We looked at extraneous noises in the amounts items.

It appears that hesitation sounds preceed higher
amounts (i.e., longer digit strings) much more often
than smaller amounts. For hesitations within the ex-
pression the picture is less clear.
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Table 3. Percentage of expressions of postal codes, read
and spontaneously spoken. Dutch telephone alphabet
means that standard names beginning with the relevant
letter are used, alternative alphabet means that speakers
use non-standard words.

Read | Spont.
Numbers + Spelled Letters 60.8 53.8
Digits -+ Spelled Letters 19.0 6.5
Numbers + Dutch Telephone
Alphabet 4.6 -
Numbers 4+ Dutch Telephone
Alphabet 4+ Alternative Alphabet 3.2 9.1
2Hundreds + Spelled Letters 2.3 -
Thousands + Spelled Letters 1.4 1.8
Digits + Dutch Telephone
Alphabet 1.2 17.2
Numbers + Alternative Alphabet - 1.9
Digits + Numbers
+ Spelled Letters+
Dutch Telephone Alphabet - 1.1
Digits + Alternative Alphabet +
Dutch Telephone Alphabet - 0.9
Digits + Numbers
+ Spelled Letters - 0.9
Errors 2.6 2.2
Total 95.1 95.4

7.4. Times

Times were printed in three different formats: (1)
x hours y; (2) x.y plus a postfix like "in the
evening”; (3) x:y (where x is in {0---24} and y
in {0---59}). The first format was always spo-
ken in exactly the way in which the time was writ-
ten. In the second format 12.6% of the utter-
ances were spoken as "number/digit”, ”punctuation
mark”, "digit/number”, *postfix”; 64.2% had "uur”
(hours) instead of ”punctuation mark”, 21.4% were
expressed differently and 1.8% of the expressions
were clearly erroneous. The third format prompted
71.4% expressions of the form ”digit/number”, *uur”,
"digit/number”; 21% of the responses is formulated
differently, whereas 2.5% of the responses were clas-
sified as errors. The larger proportion of errors is

probably due to the failure to recognize the constrct

"x:y” as'a time.

7.5. Bank Accounts

Bank account numbers were printed in four differ-
ent formats: [2][4][3]; [3)(21(6), [4]{4][4](4], and [5)(3][2]
(where [2][4] means a sequence of two digits, a blank
space, and a sequence of four digits). Somewhat to
our surprise, the printing format did not have a ma-
jor impact on the way in which the numbers were
spoken: at least 50% was expressed as a sequence
of digits, with a combination of digits and numbers
accounting for some 20%. The only clear exception
is the format consisting of four groups of four digits,
where 12% of the expressions contain only numbers.
For reasons that are not completely clear, this format
caused twice as many errors than all other formats.

7.6. Disfluencies and extrameous noises

A tally of extraneous noises shows that very many
items are preceded by some kind of speaker-related
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Table 4. Percentage of expressions of guilder amounts.

Units
Total number of different expressions: 23
%
Digits + Numbers + »Guilders” 72.3
Numbers + ”Cents” 7.9
Digits + Numbers + ”and”
+ *Guilders” + ”Cents” 5.7
Digits + ”Guilders” 4.2
FErrors: 0.9
Tens
Total number of different expressions: 19
%
Number + ”Guilders” 67 .1
Numbers + ”and” + ”Guilders”+ "Cents” 15.5
Numbers + ”Guilders”+4 "Cents” 4.7
Digits + Numbers + "and” + ”Guilders”

+ "Cents” 3.8
Errors: 1.3
Hundreds
Total number of different expressions: 25

%
Numbers + Hundreds + ”Guilders” 52.6
Numbers + Hundreds + ”and”
+ ?"Guilders”+ *Cents” 30.2
Numbers + Hundreds + ”Guilders”+ ”Cents” 5.8
Digits + Hundreds + "and” 3.3
Errors: 2.2

Thousands
Total number of expressions: 54

%

Numbers 4 Thousand hundred + etc,.. x

noise. Somewhat surprisingly, noises transcribed as
"background noise” appear more often after an uiter-
ance than before. This may be due to the relatively
short interval between the end of the system prompt
and the start of the speech, where *mouth noise” may
mask background noise.
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