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ABSTRACT

This paper describes the utilization of a forward heuris-
tic function to achieve fast and accurate beam search in
HMM-LR continuous speech recognition. We also discuss
“dynamic rejection” as a means to reject out-of-grammar
utterances during the search in the same framework.

The key idea is utilizing the forward heuristic function
to compensate for the time differences among the partial
hypotheses. It has been experimentally shown that this
approach drastically reduces computational cost. More-
over, it offers parallel processing capability with speech
input to realize a real-time system. The new concept in
dynamic rejection is the “0** hypothesis”, whose the ac-
cumulated likelihood function is defined as the forward
heuristic function. By using the “0*® hypothesis” score as
the base score, dynamic rejection operates by pruning in
the framework of beam search.

The ideas presented in this paper are widely applica-
ble to time-asynchronous approaches to speech recogni-
tion with reduced computational cost.

1. INTRODUCTION

HMM-LR continuous speech recognition [1] is an efficient
combination of HMM-based phone models and a general-
ized LR parser which can deal with context-free grammars
(CFGs). To find the optimal phoneme sequence that gives
the largest accumulated likelihood, phoneme-synchronous
(i-e., time-asynchronous) beam search is often used. In
this approach, reliable hypothesis scoring is quite essential
for efficiently pruning unlikely hypotheses and it is nec-
essary to normalize, against time, the accumulated likeli-
hood functions which are obtained by verification in each
partial hypothesis.

To normalize the accumulated likelihood functions by
time, simple normalization in which the accumulated like-
lihood functions are divided by time is generally used [1].
This normalization, however, is insufficient and results in
inefficient search.

Combining beam search and a backward heuristic func-
tion [2] can realize more reliable scoring than simple nor-
malization. However, this combination is not suitable for
real-time recognition because the search procedure can
not operate in parallel with speech input due to the com-
putation of the backward heuristic function.

This paper proposes a fast and accurate phoneme-
synchronous beam search that can work in parallel with
the speech input. One key idea is to compensate for the
time differences among partial hypotheses through the use
of the forward heuristic function previously used for A*
best-first search [3]. The score can be obtained in parallel
with speech input and is equivalent to the score computed
using the backward heuristic function.

Another key idea is the “0** hypothesis” for reject-
ing utterances out of grammar during the search, which
we call “dynamic rejection”. The “0*® hypothesis” is a
new concept and is a virtual hypothesis whose accumu-
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lated likelihood function is defined as the forward heuristic
function. Rejecting hypotheses whose score differs from a
base score obtained from the acoustic or linguistic garbage
model is often used as a way to reject utterances out of
grammar. Previous works on this approach include stud-
ies of rejection after search [4] and rejection during A*
best-first search [5].

Dynamic rejection using the “Qth hypothesis” is an ex-
tension of these works and is unified in the same frame-
work as beam search. We consider the forward heuristic
function to be the “0'" hypothesis” score, not those of
the 1% to n'® hypotheses, and realize dynamic rejection
by using different scores from the “0*h hypothesis” as the
pruning criterion in beam search.

2. FORWARD HEURISTIC FUNCTIONS
APPLIED TO BEAM SEARCH

2.1. The Search Issue in HMM-LR Speech
Recognition

The baseline system of HMM-LR continuous speech
recognition with time-asynchronous beam search oper-
ates as follows. For each step of parsing, first, the LR
parser refers to the LR table prepared beforehand from
CFGs and predicts a possible phoneme and concatenates
it to the partial hypothesis. If more than two possible
phonemes can be predicted, the needed hypotheses are
duplicated, and predicted phonemes are concatenated to
them. Namely, the LR parser dynamically extends the hy-
potheses as a tree during time-asynchronous tree search.
The predicted phonemes are “verified” against the input
speech using the corresponding HMM phone models in
terms of the level-building trellis computation. Using
the score obtained by verification, the hypotheses whose
scores are relatively low are pruned, and the LR parser
predicts possible phonemes for the surviving partial hy-
potheses again. In this process, completed hypotheses are
retained with their scores. If all hypotheses are completed,
the retained n best hypotheses are output.

The accumulated likelihood function g.(t) of the n®®
partial hypothesis is computed as the verified score and
used in pruning. Pruning by using the accumulated likeli-
hood function alone, however, results in inefficient search.
This is because the trellis computation accumulates like-
lihoods frame-wise, and it is inefficient to simply com-
pare the accumulated likelihood functions of hypotheses
of different times. It is necessary in time-asynchronous
search to normalize the accumulated likelihood functions
by time. To normalize the time difference, g.(t)/1 is gen-
erally used as the pruning criterion. However, time nor-
malization by g»(t)/t is not sufficiently accurate.

2.2. Scoring with Forward Heuristic Function

To normalize the accumulated likelihood functions by
time accurately, time-asynchronous beam search uses the
scoring scheme used in A* best-first search [2]. It is writ-

ten as
9 (2) = gn(t) + A(2), (1
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where A(t) is the backward heuristic function backward
computed from the end of input speech. As one exam-
ple, it can be the accumulated likelihood function of trel-
lis computation for arbitrary phoneme sequences. The
backward heuristic function denotes the predicted accu-
mulated likelihood function for a future period to be com-
puted later. g, (t) is the predicted score for a whole block
of speech data and has been normalized by time. In
HMM-LR speech recognition, this h(t) is shared in scor-
ing all partial hypotheses regardless of how the hypothesis
would be extended [2], because the hypothesis tree is dy-
namically extend in HMM-LR speech recognition, and it
is difficult to know how the partial hypothesis would be
extended.

In scoring with the backward heuristic function, the
search procedure must wait to obtain a whole block of
speech data and to compute the backward heuristic func-
tion, so beam search with the backward heuristic function
is not suitable for real-time recognition.

We propose a beam search scheme in which a forward
heuristic function is used for scoring. Assume that the for-
ward heuristic function §(t) is forward computed from the
beginning of input speech by the same methods as h(2).
§(t) and ﬁ(t) are computed through the same method, the
only difference being their computing directions. If these
heuristic functions are shared by all hypothesis, their sum
is constant: A

3(t) + h(t) = Constant. (2)

Using this relation, A(t) in eq. (1) can be replaced with
§(t) and this constant value. As the constant value is,
however, independent of hypothesis and time, it can be ig-
nored when used for comparing hypotheses, and the score
of eq. (1) is equivalent to that of

Ga(t) = ga8) - 4(0). @)

The forward heuristic function §(t) denotes the predicted
accumulated likelihood function of the final optimal hy-
pothesis, and §n(t) is the difference score between the hy-
pothesis and the final optimal hypothesis. Scoring with
the forward heuristic function enables the search proce-
dure to operate in parallel with speech input because the
forward heuristic function is forward computed from the
beginning of the input speech. It is also possible that g, (t)
and the forward heuristic function can reuse each other’s
computed output probabilities of HMM states, as most of
the speech period used to compute the forward heuristic
function overlaps that for computing g, (¢) in the search
procedure. The score obtained in eq. (3) has been already
used in A* best-first search [3], but we use the score in
time-asynchronous beam search.

2.3. Forward Heuristic Functions

We evaluated four types of forward heuristic functions,
§(t), with low computational cost as follows:

Type 1: accumulating frame-wise the largest out-
put probabilities of all HMM states
This computation corresponds to Viterbi decoding
when all HMM states are linked with each other with
the same transition probability which is 1, and is
written as

t
a6 = Z%m?xpj(of), )
where O, is the observed feature parameter at T time
and p;(O;) is its output probability in state j.
Type 2: accumulating frame-wise the largest out-

put probabilities of HMM states in “active”
hypotheses
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This is low in computational cost because the out-
put probabilities of these “active” states have already
been computed by verifying the partial hypothesis,
and is expressed as

§(6) = 3 " maxp;(0-), (5)

where I is the set of HMM states in the “active”
hypotheses.

Type 3: trellis computation of arbitrary phoneme
sequences
The accurnulated likelihood function is obtained by
verification during recognition in a grammar that in-
cludes arbitrary phoneme sequences and is used as
the forward heuristic function. It seems that this
heuristic function is the strongest, but it has the high-
est computational cost.

Type 4: frame-wise largest score of all partial hy-
potheses
This corresponds to the upper bound of all computed
accumulated likelihood functions. This computation
is low in cost. It is also used in [3] and is written as

3(t) = max g:(0) (6)

Furthermore, to bring the forward heuristic function
close to the the accumulated likelihood function of the
final optimal hypotheses for improving the heuristics,
we multiply the computed forward heuristic function by
weighting coefficients. The weighting coefficients can be
adjusted by least mean square fitting so as to well ap-
proximate §(t) to the accumulated likelihood function of
the final optimal hypotheses. This is possible only with
beam search. In A* best-first search, it is impractical to
simply multiply the computed forward heuristic function
by the weighting coeflicients because of the need to guar-
antee admissibility. A* best-first search would become
uniform if the weak heuristics described above were used.
It is necessary in A* best-first search to use very powerful
heuristics computed in a highly restricted grammar. The
computation of the heuristic function, however, is costly,
which increases overall recognition time. One of advan-
tages of beam search with a heuristic function is that the
heuristic can be improved by weighting.

2.4. Experimental Results

The proposed algorithm was tested in an HMM-LR con-
tinuous speech recognition system.

2.4.1.  Small-Vocabulary Isolated-Word Recognition

A 216-word task was tested using speech data from four
speakers for evaluation. Fig. 1 shows the relationship
between recognition performance and computation time
plotted at different beam widths with the four heuris-
tic functions. The acoustic models were 54 context-
independent phone HMMs, all of which were speaker in-
dependent and had continuous output probability distri-
butions. Each model had 3 states with 4 mixtures. For
all four heuristics, it is clear that searching with the for-
ward heuristic function is faster and more accurate than
without it. The computation time was reduced by more
than 60% while the recognition accuracy equaled that of
full search.

2.4.2. Large-Vocabulary Isolated-Word Recognition

In a 2585-word recognition task, 1498 context-
dependent phone HMMs, all of which were speaker inde-
pendent and had continuous output probability distribu-
tion were used for accurate recognition. Each model had
3 states with 2 mixtures and included tied-state. As these
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Figure 1. Experimental relationship between recognition ac-
curacy and computation time in 216-word recognition.

models had 924 possible distributions, and computing all
of them at all frames for the forward heuristic function
would be costly, it is difficult to use the Type 1 or 3 for-
ward heuristic functions. Accordingly, we modified the
Type 1 function to yield the Type 5 heuristic as follows.
The distributions were split into 32 clusters according to
mean vectors, and the distributions in each cluster were
merged to obtain the typical distribution. The largest
likelihood in the 32 typical distributions was selected and
accumulated frame-wise. The accumulated value at each
frame were used as the forward heuristic function.

From the recognition performance in Fig. 2, it can be
seen the reduction rate is 80%. It was found that the use
of the forward heuristic function realized efficient search
for this large-vocabulary task. Accordingly, only beam
search and the Type 5 heuristic are considered hereafter

2.4.8. Bunsetsu Speech Recognition

This algorithm (beam search and Type 5 heuristic) was
also tested in bunsetsu recognition. Bunsetsu are the
units comprising a Japanese sentence and have one mean-
ing. The bunsetsu grammar “conference registration sec-
retary service”, which has 1076 words and 2679 grammar
rules, was used. Fig. 3 shows the relationship between
recognition accuracy and beam width for the bunsetsu
recognition. The acoustic models were the same ones used
in the 2585-isolated-word recognition experiment. The
figure shows accurate recognition with narrow beam width
and that the algorithm is efficient for this task.

Though the experimental results plotted above were
generated from the data of one speaker, data from three
other persons yielded similar results.

3. BEAM SEARCH WITH DYNAMIC
REJECTION

3.1. Dynamic Rejection

A dynamic rejection algorithm was designed to reject ut-
terances out of grammar during beam search. This al-
gorithm simply prunes partial hypotheses in the beam
search using the forward heuristic function.

The forward heuristic function can be used to decide
whether input speech is in or out of the grammar, be-
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Figure 2. Experimental relationship between recognition ac-
curacy and computation time in 2585-word recognition.

cause it approaches the accumulated likelihood function of
correct hypotheses when the utterance is included in the
grammatical constraints. Meanwhile, as §n(t) obtained
by eq. (3) is the difference score between the accumulated
likelihood function and the forward heuristic function, it
approaches zero when the utterance is in the grammar.
Consequently, dynamic rejection is active only when re-
jecting the partial hypothesis whose score satisfies the fol-
lowing inequality,

gn(t) < L, ()

where L is the threshold value for rejection. As L be-
comes larger, the rejection level becomes higher. As these
scores §n(t) are computed for all partial hypotheses, the
computation cost of dynamic rejection is low.

By considering the forward heuristic function to be the
“Qth hypothesis”, not the 1% to n'® hypotheses, dynamic
rejection is considered to be beam search using the “0*®
hypothesis” score as the base score and thus lies within
the same framework as conventional beam search using
the “1°* hypothesis” score as the base.

Rejecting the hypotheses whose scores differ from the
base score obtained with the acoustic or linguistic garbage
model is often used as a way to reject utterances out
of grammar. In dynamic rejection, the “0th hypothesis”
score is used as the base score, and hypotheses whose
scores are smaller than the score of the “0'* hypothesis”
minus L are pruned as shown in Fig. 4(a). The dynamic
rejection proceeds during beam search. For utterances out
of the grammar, all hypotheses would be finally pruned,
as shown in Fig. 4(b).

In section 2, it was explained that the forward heuristic
function is the predicted accumulated likelihood function
of the final optimal hypothesis whose score is maximum
among all hypotheses. In dynamic rejection, the forward
heuristic function is the estimated accumulated likelihood
function of the correct hypothesis supposing that the ut-
terance is in the grammar, and we consider the forward
heuristic function to be the “0™® hypothesis”.

Dynamic rejection can also be applied in time-
synchronous beam search. Furthermore, dynamic rejec-
tion is expected to be able to prune partial hypotheses
even if a task-independent parameter is used.
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3.2. Experimental Results

We tested the performance of dynamic rejection with the
“0t" hypothesis” as follows. Isolated-word recognition
was performed using the odd-numbered words of the 216
words tested in the experiment in section 2.

For the evaluation, the speech data of those 108 words
were used as the words in grammar, and those of the even-
numbered words were used as the words out of grammar.
The speech data was collected from four speakers. Other
experimental conditions were the same as in the 216-word
recognition experiment in section 2. The rejection per-
formance was evaluated by calculating three measures:
the recognition rate for the words in the grammar, the
false-rejection rate giving “no results” for the words in
the grammar, and the false-acceptance rate for the words
out of grammar. Dynamic rejection was evaluated at dif-
ferent rejection thresholds. The threshold value, L, was
set to 0 -t, and rejection was controlled by changing 6: as
0 increases, the rejection level becomes more severe.

Fig. 5 shows the rejection performance versus the rejec-
tion threshold. It is clear that dynamic rejection works
well without degrading the recognition performance. In
this experiment, the forward heuristic function was Type
3, the most powerful heuristic. The tendencies in Fig. 5
were the same for the 4 speakers, and the 6 values yielding
the best dynamic rejection performance were also much
the same for the four.
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Figure 5. Recognition and rejection performance for 108-
word recognition.

4. CONCLUSION

We have described a forward heuristic function for scor-
ing in time-asynchronous beam search and experimentally
showed that it is quite effective in providing fast and ac-
curate recognition. It was shown that the proposed algo-
rithm is also efficient for any grammar size.

We have also described dynamic rejection where the
forward heuristic function is considered to be the accu-
mulated likelihood function of the “0*" hypothesis” whose
score is used as the base score for pruning in beam search.
This search algorithm operates in the framework of con-
ventional beam search and incurs no extra computational
costs.

The basic idea of this paper is widely applicable to
time-asynchronous approaches to speech recognition for
reducing computational cost.

ACKNOWLEDGMENT

The authors thank Tomokazu Yamada of the Speech and
Acoustics Laboratory for preparing the HMM-LR speech
recognition server, and Satoshi Takahashi of the same lab-
oratory for making the acoustic model.

REFERENCES

[1} K. Kita, T. Kawabata, H. Saito, “HMM Continuous
Speech Recognition Using Predictive LR Parsing,”
Proc. ICASSP89, pp. 7103-706 , Glasgow, May, 1989.

[2] Y. Minami, K. Shikano, T. Yamada and T. Mat-
suoka, “Very-large-vocabulary Continuous Speech
Recognition System for Telephone Directory Assis-
tance,” 1st IEEE Workshop on Interactive Voice
Technology for Telecommunications Applications,
Oct. 1992.

[3] D. B. Paul, “Algorithms for an Optimal A* Search
and Linearizing the Search in the Stack Decoder,”

Proc. ICASSPY1, pp. 693-696, Toront, May, 1991.
[4] T. Watanabe and S. Tsukada, “Unknown Utterance

Rejection Using Likelihood Normalization Based on
Syllable Recognition,” Trans. IEICE, Vol. J75-D-II,
No. 12, pp. 2002-2009, 1992 (in Japanese).

[5] K. Miki, T. Kawahara and S. Doshita, “Rejection
of utterances out of syntax of the task,” Acoustical
Soctety of Japan ’94 Fall Meeting, 1-Q-1, 1994 (in
Japanese).

916



