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ABSTRACT

We present a new approach towards using contex-
tual information to enhance speech recognition and
understanding. Dynamically inferred knowledge
about the context is used in addition to the static
linguistic and domain specific knowledge. Based on
the results of image analysis of a given scene lan-
guage models for constituents of possible utterances
concerning that scene are generated.

1. INTRODUCTION

In speech recognition and understanding the use
of contextual information improves significantly the
quality of the results obtained [12, 9]. Different
sources of knowledge have been exploited to im-
prove speech recognition results. In several ap-
proaches statistical information derived from cor-
pora has been used. In recent work it is attempted
to make extensive use of linguistic knowledge in
speech recognition by automatic transformations
[10] and a closer interaction between recognition and
understanding [5]. However, up to now only lin-
guistic knowledge has been applied. In contrast,
we enhance the knowledge we use for building up
the language models by dynamically inferred infor-
mation from a non linguistic context and use it to
improve speech recognition results. The source for
the knowledge is the analysis of images from the do-
main. The knowledge from the images cannot be de-
scribed in terms of linguistic competence of speaker
or hearer but comes from the wider context of the
spoken utterance. Figure 1 shows a scheme of the
integrated use of different sources of knowledge.

The work presented in this paper is embedded in a
long-term research project called “Situated Artifi-
cial Communicators”. The artificial communicator
is intended to model and reconstruct natural com-
municators in relevant aspects. The application we
describe here enables a human to communicate with
an artificial system in order to solve a construc-

1This work has been supported by the German Research
Foundation (DFG) in the project SFB 360.
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Figure 1: Knowledge sources and integrated analysis
components involved in speech understanding.

tion task using objects from a children’s tool-box.
The human partner gives instructions to the sys-
tem, which are to be interpreted in the context of a
scene containing objects from the tool-box.

An important part of the uttered instructions are
the constituents referring to objects which are to
be included in the construction process. If the hu-
man partner is cooperative, as expected, the vari-
ety of probable utterances naming objects is limited
by what is in the scene. This fact is used to im-
prove the acoustic recognition by means of gener-
ating language models using information about the
scene. The scene analysis is based on image data
collected by a stereo camera observing the construc-
tion process. The information gathered in this pro-
cess is then used to generate language models for
constituents which refer to objects actually present
in the scene.

A mapping of the constituents referring to objects
on the actual objects has to be performed for the
analysis of an utterance in the context of a visi-
ble scene. To make use of the information from
the scene analysis carried out in advance, the in-
verse mapping of the information about the objects
(derived from the image analysis) on possible con-
stituents of utterances which refer to objects is com-
puted. The results of this inverse mapping are the
basis for the calculation of the language models.
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2. HOMOGENEOUS
KNOWLEDGE BASE

We have chosen a uniform semantic network for-
malism [7] to represent the knowledge needed for
both image analysis and speech understanding in
one homogeneous knowledge base. The homoge-
neous knowledge base is an essential prerequisite for
the exchange of information between the two pro-
cesses during the analysis.

The knowledge base consists of different levels which
contain concepts representing objects from images
and concepts representing objects as referred to in
speech. Information on the objects is stored in at-
tributes of the concepts. According to the concepts
belonging either to speech understanding or to im-
age understanding one can distinguish two parts
of the knowledge base. The levels of the knowl-
edge base correspond to growing levels of abstrac-
tion from the respective input data.

The lowest level of the speech understanding part
contains the interface to the word recognition. The
next abstraction level is syntax and further abstrac-
tion gives semantics.

For the image understanding part the levels stand
for the interface to image data, 2D-image informa-
tion and the 3D-scene reconstruction, respectively.

The top level contains concepts for a common
domain-specific representation of features concern-
ing objects. The attributes in this level are derived
from lower levels of abstraction and are translated
into this common representation. The top level en-
ables us to propagate restrictions between the two
signal understanding components. Through paths
of links which cross this level the concepts of the
classes of speech and image information are joined
in the semantic network. The common represen-
tation in the top level makes it possible to pro-
vide information from either process to the other
in a form that is useful for both speech and im-
age processing. Through the links of the integrated
network information can be propagated from image
concepts to speech concepts and vice versa. This
bidirectional flow of information offers the possibil-
ity of restricting the search space in the image due
to an utterance, or, as presented here, to propagate
restrictions from the image analysis to the speech
analysing components.

3. EXTRACTION OF LANGUAGE
MODELS

Human speakers refer to visible objects by means of
naming some of the visual properties of the object
and the scene as a whole. At present the range of
such properties our system can deal with is limited
to colour, size, shape, and type of object. In the
course of the analysis of a given scene these items
are extracted from the image data for the objects

.
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present in that scene and stored in the attributes of
the concepts in the knowledge base. The attribute
values are propagated through the network and rein-
terpreted to fit the respective level of abstraction.
The information gained in this way is used to cre-
ate specialised linguistic models for spoken object
descriptions. From the visual properties restrictions
for the syntactic and semantic classes of the linguis-
tic constituents are derived. The language models
contain possible constituents which refer to objects
in the scene. Type of object, colour, size, and spatial
relation are extracted for each object in the image
and give the restrictions for the language models.
For each type of object a separate language model
is generated. This ensures that only plausible! con-
stituents which refer to objects are part of the lan-
guage models. '

The extraction of language models according to the
restrictions is performed as described in [2]. Fol-
lowing the algorithm outlined there the specialised
linguistic models that incorporate knowledge about
the current scene are approximated by a structure
preserving regular grammar. This grammar is then
used as a language model for object descriptions by
the recogniser. As the structure of linguistic knowl-
edge is not lost the recognition results can simply
be mapped onto linguistic structures and analysed
further {1].

4. SPEECH ANALYSIS

In [3] an incremental control strategy for an inte-
grated speech understanding system was proposed.
The key idea is to derive for every linguistic inter-
pretation a set of constituent predictions that are
allowed to further extend this interpretation. For
all predicted constituents language models are gen-
erated automatically either in an initialisation phase
of the analysis or — as proposed here — from results
of image analysis before every user utterance. Pre-
dictions about constituents are processed directly by
the recogniser. The results computed are mapped to
linguistic structures and combined with the current
interpretation. Then new predictions are calculated.
This scheme alternating between prediction, verifi-
cation, and interpretation merging phases advances
incrementally from left to right over the utterance.
In order to be robust against portions of speech that
do not adhere to the language models imposed an
acoustic model for unknown words or constituents
is part of every prediction set. Additionally, an en-
hanced control strategy as proposed in [4] guaran-
tees robust incremental speech understanding.

5. SAMPLE ANALYSIS

Figure 2 shows a schematic overview of the gener-
ation of language models for a given scene. As a

!plausible in the context of the scene
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first step 2D object recognition is performed on an
image of the scene [8]. As a stereo camera is used
the 3D scene can be reconstructed in the next step
[11]. The information extracted is stored in concepts
which are not included in Figure 2.

The attribute values calculated from the image are
propagated through the network to the concept rep-
resenting the language models. For each different
type of object a separate language model is created.
If there are two or more objects of the same kind
(like the short bars in Figure 2) only one language
model for all of them is generated. That means that
the restrictions for all objects of this type which are
in the scene are gathered in one concept and prop-
agated to one concept of a noun phrase.

Let us consider now the example of the bar with 7
holes which is depicted in Figure 2. From what is
detected in the image some features of the bar and
thus restrictions for a noun phrase naming it can be
derived. These are inserted in the attributes of a
special concept denoting a language model.

common object descriplion The restrictions calculated during the image analy-
(tanguage models) sis are propagated in the network from the concept
type: +-holed-bar for the language mod.el. to the concept- for a noun
colour:  wood-coloured phrase. For the bar this is the type of object, namely
size: long -
shape:  longitudinal 7—1191ed-bar, colo.ur (\Yo9d—coloured), shz%pe ('longb
tudinal), and - since it is the longest object in the
\L scene — the size (long). For the syntactic attributes
U U O PN Of this COllcept no l‘estrictions can be derived, as we
noun-phrase deliberately allow utterances like “all bars” even for
semantic class: 7-holed-bar : .
number: Ro restrictions a Smgle one.
gender: no resiricions As the type of object is encoded in the noun in
case: no restrictions . . .
colour: wood-coloured speech, the information on the type is now propa-
size: long gated further to the noun-concept. Size, shape and
shape: longitudinal : . . -
colour are encoded in adjectives and so the respec-
tive values are inserted in the restrictions of the ad-
jective concept. The grammatical structure of the
language models to create is determined by the lin-
determiner noun

guistic knowledge modelled in the semantic network
and the restrictions from the image understanding
give semantic restrictions for the possible words to

o restrictions semantic class:  7-holed-bar

T - . .

adjective : be inserted. This results in the language model of
colour: wood-coloured Figure 2.

size:  long H

shape:  longitudinal

6. RESULTS

Perplexity is an acknowledged measure for the com-
plexity of language models [6]. For a regular lan-

language model N .
guage L the perplexity can be determined by the
a wood-coloured bar entropy in the states of an equivalent finite automa-
-colour .
the | long ——| st ton, where the entropy H(s) of a state s is
all longitudinal beam
some big thing

H(s)=— Z P(w]s)loga P(wl]s).

w are the words of L and P(w|s) is the probability of
w to be emitted on an edge leaving state s. The per-
plexity PP of L is defined based on the language’s

Figure 2: The generation of language models for a
given scene at the example of one object.
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scene A B C D E F G H I J K general model
object types 3 3 2 8 8 6 12 6 9 8 5 12
turns 41 43 38 38 42 44 42 42 41 44 38 453
TPP 36.9 | 22.6 | 22.2 | 52.6 | 54.7 | 53.6 | 59.3 | 49.1 | 60.8 | 57.9 | 37.4 82.2
Table 1: Test-set-perplexities for the different scenes of the test set.
entropy H(L) as
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computed by calculating the relative frequency of
paths through state s when generating a given set
of strings from L. We call the perplexity measure
calculated on this assumption test-set-perplexity
(TPP) to reflect its similarity to the approximation
of true perplexity for stochastic languages.

Using our linguistic language models we reduce
test-set-perplexity significantly. Experiments are
performed on 540 spontaneous utterances from 10
speakers in the context of 11 different scenes. Each
. subject was presented all of the scenes and had to
name objects in them. Of the 540 utterances 459
contain constituents naming objects 453 of which
are compatible to our knowledge base.

Without any language model TPP is 311. With a
general model for a constituent naming an object
which is independent of the actual scene the test-
set-perplexity is reduced to 82.2.

In the next step we generated language models for
each of the scenes the subjects made utterances
about and calculated the respective TPP. Table 1
shows the perplexities calculated for different scenes.
As could be expected the success is greatest for
scenes containing few types of objects since only few
specific language models are generated. Scenes A, B,
C, and K contain few types of objects (less than 6)
and the corresponding TPP is small. The differences
of perplexity for scenes A and B which both contain
three types of objects results from the greater diver-
sity of colours in scene A and from more variance in
nouns for the object types.

The limited number of different colours present is
also the explanation for the improvement in per-
plexity from the general model for all 12 possible
types of objects to scene G which contains an ex-
ample of each type of object. Also the advantage
of the specialised models becomes obvious here. For
each type of object only the colour and size actually
present in scene G are modelled.

For scenes containing a small subset of the do-
main objects the language models form an effective
method to improve recognition results whereas for
larger subsets the general language model for con-
stituents naming objects would be a sufficient en-
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