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ABSTRACT

A hidden Markov model (HMM) with variable-length-segment
dependent observations is presented. This model is a form of n-
gram constrained HMM, with the segment-length n determined
by maximizing the likelihood of the observations in both training
and recognition. The objective is to better capture the temporal
correlation structure, which is assumed to be time-varying due to
the nonstationary and utterance-specific characteristics of speech,
as opposed to some constant temporal structures in many
available HMM approaches. In the construction of the model, a
variable-to-fixed length conversion is introduced; an
information-theoretic criterion based segment-length weighting
scheme is proposed to control the search for the optimal
segment-lengths as well as to compensate for the effect of the
segment-length-conversion. The model is estimated by using a
modified Viterbi algorithm which performs joint state-sequence
decoding and segmentation. Both speaker-dependent and
speaker-independent recognition experiments show clearly the
advantage of this optimized segment-dependent structure over
the fixed-length segment based model.

1. INTRODUCTION

In the attempt to improve the accuracy of conventional HMM
approaches to the modelling of speech signals, the linear-
predictive HMM [1], the bigram-constrained HMM [2-4], the
hybrid neural net/HMM [5], and the two-dimensional cepstral
HMM’s [6][7] have been proposed to account for the statistical
correlation between successive frames. All of these models share
a common characteristic, i.e., the temporal correlation structure
is represented either by a constant frame-lag [1-4] or by a
constant frame-segment [5-7] relation, independent of the signals
being modelled. Because of the nonstationary and utterance-
specific characteristics of speech signals, it can be expected that
the temporal correlation among the frames is time-varying. The
total effect is, then, that the resulting spectral/temporal structures
in these models may not be jointly optimal. In this paper we
propose a novel HMM to combat this problem. In this model an
observation structure with dependence on variable-length
segments is assumed; a joint optimization with respect to both
the segment-length, representing the temporal structure, and the
model parameters associated with it, is performed under the
maximum likelihood criterion in both training and recognition.

2. DESCRIPTION OF THE MODEL

Let x= (xl, Xy, xT) be a sequence of frame vectors, where
each x, €R™, and sz(so, S5ty sT) the associated state se-
quence, where each s, €{l, ---, M}. For the model we propose,

the joint density of x and s, given the model parameter set A,
is expressed as a function of the temporal structure
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T
p(x.s|t Ay =, [ ag o bs, (x| X (- 11 7,)) ey
t=1
where the probability of occurrence of each frame vector x, is
assumed to be dependent on a segment X(i-1,7—71;)
=(X-1> X2, ***s X, ) consisting of consecutive frame
vectors from time 7—1 to 7— 7, and of unknown segment-length
7,, The segment-length sequence T=(17}, Ty, =+ Tr) then
characterizes a temporal correlation structure among the whole
observed sequence.

The model given above can be viewed as an 7 -gram constrained
HMM, leaving the r (i.e. the length of the conditional segment)
underdetermined due to the nonstationary and utterance-specific
characteristics of speech signals. It can be expected that, within
the duration of an utterance, the temporal correlation between the
frame vectors would extend longer over time for steady-state
regions while decaying rapidly for fast transition regions. A
better spectral/temporal structure, then, should be the one that
can account for this effect more accurately. In this paper we
investigate a maximum-likelihood approach based on (1) to
accomplish this. In this approach, the likelihood of each given
observation associated with the model parameters is defined as

max logp(x,sl‘r,/l) 2)
T

where a joint maximization over both the state and segment-
length sequences, characterizing the spectral and temporal struc-
tures, respectively, is involved. This maximization accounts for
the time-varying correlation structure within each observation
and is performed in both training and recognition. It is easy to
see that this maximization includes both the linear-predictive
HMM and the bigram-constrained HMM as special cases, which
have constant or unit segment-length variables (i.e. the 7,’s),
respectively.

The observation density function b; (1<i< M) in the model (1)
is defined as the multivariate Gaussian conditional density of the
form g(x|X)=N(Y,uy.Ay)/N(X,uux,Ax), where ¥ =(x,X)
is the joint vector of x and X, and the u’s and A’s are the
corresponding mean vectors and covariance matrices, respective-
ly. For an m -length conditional segment X = (x;, x5, -+, X,,),
it can be shown that logg(x]X) can be written, except for a
scaling constant, as

log g(x|X)

-1 z ' m e
=— x—ZHkxk~d Cll x—ZHkxk—d +10g|clll
2 k=1 k=1
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where H =—C—1 Cper, 1Sksm, d=u, -2, Hp.

and [Cy 1= AY where each Cj, isa KX K block matrix. (3) is
the functlon implemented in the model. Following the usual way
of reducing the parameter size in the conventional HMM’s, we
can define a diagonal-like covariance structure for the function
(3). In this structure, it is assumed that the frame vectors in Y
are each of a diagonal covariance matrix and are uncorrelated
except for their corresponding elements. This results in a joint
covariance matrix Ay in which each of the block covariance
matrices has a diagonal form, and so do the inverse block
matrices C i ’s. Therefore, the storage requirement for the
covariance structure for this case becomes (m+1)K, m being
the length of the conditional segment. The total parameter size of
the model is, then, for m up to K —1 for example, still compa-
rable to that of a standard HMM using a full covariance matrix.

3. ALGORITHMS FOR TRAINING AND TESTING

In actually building the model (1), a variable-to-fixed length
conversion, or resampling conversion , is applied to the observed
conditional segments. Thus, Z(t—1,#— 7,) represents a segment
of fixed length m, mapped from the observed segment
X(t-1t-1,) of length 7, and by (x,|Z(:~1,¢—1,)) is the
model observation density of x, in state s, given the resampled
segment Z(1—1,t—1,). Z(t—1,1—7,) can be thought of as the
underlying spectral trajectory of X(#—1,z—17,) whose length
may be variable with ¢ due to the nonstationary property of
speech signals. Such a concept of segment-length conversion has
been used previously in the stochastic segment model for speech
recognition [8]. In this paper, we use the linear time sampling
without interpolation, which was found to give better results in
the stochastic segment model, to implement the segment-
dependent HMM’s. In implementation, the observed conditional
segment X(1—11—17,)=(x;1, X;_9, *+, X,_ 7, ), with variable
length 7,, is sampled equally-spaced over time to yield an m-

length resampled segment Z(t~-1,t-1,)
=(Xpps Xe_pys s Xgp ), Where My, hy, .- h,, are the
corresponding sample time delays. For 7, <m, the frame

vectors in X(z—1,1—1,) are chosen (also using a linear timing
scale) to be repeated. For t=1, Z(t—1,r - T, ) is simply set to be
a segment consisting of zero frame vectors.

In evaluating b (x,|X(t~11-1,)) given Z(t-1,-17,) in-
stead, a problem is to compensate for the loss of frame informa-
tion due to the resampling conversion, which occurs when the
observed segment has a length 7, greater than m, i.e. the fixed
length of the model segment. To implement this, an effective yet
flexible compensation algorithm is developed. Note the fact that
by (x,|X(t~1,1~1,~1))> b, (x,|X(r L,t—1,)), i.e., the condi-
tional likelihood increases (or remains the same) as the order of
dependence increases, we can write that

by, (x| X(1=1,1-7,))= (1- 0)b, (x,|X(t L1~ 7,-1)) (&)

where 0<o0<1. We call ¢ the resampling compensation
factor, which accounts for the contribution of the missing frame
X;—z,—1 to the conditional probability of the frame x,. In
particular, we assume that the compensation factor decreases
linearly as the time delay increases, an assumption that makes
the algorithm simpler, we have

b (| X(t =11~ 7, ) =w(T )b, (|2 -11- 7)) (5)
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where

Tom T
w(rt)z{n(l—dlh”)} (6)

n=l

This is called the segment-length weight, which compensates for
the effect of the segment-length conversion, and
h1 hQ hy_p denote the time delays of those observed
frames thch were thrown away in the resampling. Note that this
weight is a function of both the difference between the observed-
and resampled-segment lengths and the delay of each dropped
frame. The total effect is then that the contribution of each
resampled segment is proportional to its actual segment length
and to the inverse of the dropped-frames® delays. In general,
larger values of ¢ tend to yield a model which favours longer
term correlation, while smaller values of & tend to result in a
model which favours shorter term correlation. We didn’t try a
compensation for the effect of repetitions of the frames in a
shorter-than-m observed segments because that no information
loss would be caused due to the repetition.

Given a training sequence x, the model parameter set A is
estimated by maximizing the likelihood defined in (2). This
likelihood, according to (1) and (5), can be written as

T
logp(x,s]’c,l):Zlogaslwlsl
t=1 (7)
+z[logb (x,lZ(t -1t ‘L't))+logw(1't)]

=1

where we neglected the initial probability vector z for
simplicity. Particular attention is paid to the joint maximization
on the second term of (7), which, for any given state sequence,
performs an estimation of the orders of dependence as well as
the parameters associated with the dependence for a set of
particular models, each having a likelihood function of the form

18, 7,)=loghy (x,|Z(1- 1,1~ 7,)) +logw(z,)  (8)

where 6 represents the parameter set of the model
b, (x,IX(t 1,1—1,)) and 7, is the model order (i.e. the order
of dependence). Since, as we have mentioned earlier, the
likelihood increases or remains the same as the order of
dependence increases, an appropriate criterion is needed for the
determination of the optimal order. For this purpose, we invoke
a well-known information-theoretic criterion, AIC [9]. AIC,
which is an estimate of the Kullback-Leibler mean information
criterion, a measure of the fit of a model, is defined here as

T

AIC=-1,(8, ,7,)+ )

max

where 7., is a constant, related to the length of the
observations. Since the first term in (9) decreases with the order
of dependence, while the other term increases with the order, the
AIC will have a minimum at some value 7, = 7,. This value
defines the optimal value for the order of the model based on the
AIC. In the AIC, Tpy,, is defined as the record length of the
data, in our case it is set to be the number of frames available for
the estimation (for r< 7., ), or the highest order of
dependence of interest (for ¢ > 7, ). Thus, applying (9) to D,
we rewrite the log likelihood as
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T
L(x,s|f,/1) = 2 log as, s
=1

T {10)
+2|:logbst (x,IZ(t— 1Lt—1,))+logw(z, )—TL}

t=1 max

The model estimation problem is then solved based on (10)
using the segmental K -means procedure, which performs itera-
tively alternate maximization of L(x,s!‘r,;t), once over s and
7 for a given A, and then over A for the resulting estimates of
s and 7. The joint maximization of s and 7 given A is
implemented by using a modified Viterbi algorithm of the form

8,(j)=max [ 5,1 (i) +logay
a

!

+ max [logbj(xtlZ(IALt—'L',))+Iogw(1?[)—
Tt

max

where 8,(i) is the log likelihood of the best state and segment-
length sequences ending in state i and for the observations
{%y}n=1,+. The arguments i and 7,, which maximize (11) for
each 7 and j, are stored for final retrieval of the best state and
segment-length sequences for the complete observation. The
algorithm above is similar to the conventional Viterbi algorithm,
except for the extra search for the 7,’s. The complexity of this
search is proportional to the allowable range of the observation
history on which the temporal correlation structure is searched.

Given the estimates of s and 7, the maximum-likelihood
parameter estimation can be performed straightforwardly. In
particular, in the estimation of b; (1<i< M), the data set is
given by {x,,Z(t-1¢-7,):teT;}, where T;={s:75, =i},
5=(5y, 51, *++, 57) being the given state sequence, and
Z(t—1,t—7;) is a resampled segment from the observed
segment X(r—1,1-7T,), T=(7], Ty, ---, Ty) being the given
segment-length sequence.

Given a testing sequence x, the score of a specific model A can
be defined as the likelihood maxS’TL(x,slT,/l), where
L(x,s[T,},) is defined in (10). However, it is found that the
distributions of the optimal lengths of the conditional segments
in each state, obtained from the training data, can be included in
the recognition as useful information. This can help in avoiding
some possibly close but false matches between the model and the
testing observations due to the effect of resampling conversions
in the variable-length search. Therefore, the actnal algorithm in
the recognition for computing the likelihood, using the recursion
formula given by (11), is modified to include the term
logp;(7;) in the step of searching the best 7,’s, where the
Pi(7)’s, 1Si< M, represent the smoothed histograms of the
optimal segment-lengths in each state, which are estimated
during the training stage.

4. EXPERIMENTS AND DISCUSSION

Experiments have been performed to examine the segment-
dependent model we described above for both speaker-
dependent and speaker-independent isolated word recognition. In
all the experiments, the model segment length, i.e. m, is set to
be 5, and the actual segment length (i.e. 7,) being searched
range from 2 to 12 frames, which corresponds to a time range of
30-180 ms. The speech is divided into frames of a span 25.6 ms,
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and consecutive frames overlap by 10.6 ms. For each frame, the
10-th order LPC cepstral coefficients are calculated, which are
used by the segment-dependent model as the feature vector. The
delta cepstral coefficients are also calculated which are used as
additional parameters to model the dynamic features by the
independent observation HMM. Two systems are compared. The
first is a conventional HMM, implemented by HTK, and the
second is the linear-predictive HMM [1], implemented using our
segment-dependent model by fixing all the 7,’s to be a constant.
The motivation for the comparison with the linear-predictive
HMM is that this model can be viewed as a special case of the
segment-dependent model and hence the comparison provides a
clear look at the effect of variable-length segmentation, which
we believe to be a more effective characterization of the
nonstationary property of speech signals. In all the experiments,
the conventional HMM uses cepstral plus delta cepstral
coefficients as the feature vector for each frame, and the linear-
predictive HMM uses cepstral coefficients alone, the same as the
segment-dependent model. All these models use a left-to-right
Markov chain with 5 states. For the segment-dependent and the
linear-predictive models, only the covariance matrices with a
diagonal-like structure as defined in Section 2 are implemented.

The speech data we used for the speaker-dependent experiments
is the alphabetic database included in the TI 46-Word Corpus. It
contains 16 speakers (8 male and 8 female), each having 26
utterances of each word. Among the 26 utterances, 10 have been
assigned for training, and the remaining 16 for testing. In the use
of this database, we adopted an energy-based endpoint detection
algorithm to determine the endpoints of each utterance.

The parameter we particularly examined in the experiments for
the segment-dependent model is the resampling compensation
factor, 0, as is used in the segment-length weight defined by
(6). The variations in ¢ cause the resulting model to weigh more
or less heavily the segments of longer lengths. The error rate,
averaged over the 16 speakers, versus the values of ¢ varying
from 0.5-0.9, are shown in Fig. 1. It appears that larger ¢ results
in better performance. Yet it shows that the performance is quite
insensitive to ¢ when its value ranges between 0.7-0.9. The
performance drops seriously when & is less than 0.5, in these
cases most of the longer segments were abandoned. Next, we
examined the effectiveness of the variable-length segmentation
in contrast to the fixed-length segmentation. Also plotted in Fig.
1 are the average error rates of the conventional HMM using a
diagonal covariance structure and the linear-predictive HMM
with a fixed segment length of 5 frames. We observed that even
in the case when 0=0.5, the segment-dependent model still
performs slightly better than the linear-predictive model. This
might be explained by the ability of the segment-dependent
model to release the undesirable segment overlap effect
occurring specifically at the state boundaries. This effect is
shown in Fig. 2. InvFig. 2, all the framqs within the same state, i,
are denoted by {x;}, with x! and x, representing the starting
and ending frames, and 7 representing some fixed segment-
length, respectively. Since all the segments corresponding to
these frames are used to estimate a single segment parametric
density, and since the segments corresponding to the starting
frames may contain many frames from the former state,
significant statistical differences may occur between these
segments. For example, these differences may occur particularly
between the starting and ending segments xé:%. ~ xi and
Xy_g ~ X, . This obviously causes an undesirable ambiguity in
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the estimates of the density parameters. This effect, we call the
state-boundary effect, can be effectively released by using a
variable-length segmentation scheme, in which each of the
segments is decided based on the statistics dominating all the g linear predictive
segments. In Fig. 3(a)-3(d), we show the mean and standard ~ } _ _ _ _ _ _ ______ MM
deviation of the segment-length generated by the segment- — standard MM
dependent models in each state of the words ‘a’ and ‘w’. These 12
statistics are obtained from the training set of one male speaker

(m1) and correspond to two values of ¢, 0.6 and 0.9, respec- -
tively. The variations in the segment-length mean can be thought
of as a reflection of the time-varying correlation property, while
the deviations of each specific segment-length from the mean 6
includes an attempt to maintain the consistence in statistics of the

segments within each state. While the linear-predictive HMM —
performs worse than the standard HMM for most of the speak- 2
ers, the segment-dependent model improves the performance for

most of the cases. o | | [ | |

- segment-dependent
BMM

The speaker-independent recognition experiments, using the
same system setups as above, were performed also on a alpha-
betic database. The results show that both the segment-
dependent model and the linear-predictive model achieved lower’
recognition rate than the standard model, although the segment-

Fig. 1 Average error rate versus the resampling compensation factor
in speaker-dependent recognition experiments

dependent model performed better than the linear-predictive one ¥l X i %

(about 7% reduction in the error rate). We believe this may be s s e d

due to the inherent increase of the statistical variability in the - - —
— statei-1 state i

segment-based measurements, which becomes obviously more
serious in the speaker-independent case. The effect of this in-
crease is that a Gaussian density with a limited number of Fig.2 Iliustration of the state-boundary effect
parameters might not be sufficient for characterizing such

complicated and variable segment statistics.
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